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Author’s Introduction

This booklet was written for engineers who work close to the hardware, where performance is
not an optimization goal but a requirement, where determinism is not a preference but a contract,
and where correctness is not negotiable.

In the embedded domain, software does not live in isolation. It interacts continuously with
physical reality: timers, interrupts, sensors, actuators, buses, clocks, and power rails. A single
misplaced abstraction can introduce latency, a single hidden allocation can cause fragmentation,
and a single undefined behavior can manifest as a field failure that is impossible to reproduce in
a laboratory environment.

Embedded systems are unforgiving by nature. Memory is finite and often measured in kilobytes.
Execution time is bounded by real-world deadlines. Startup sequences must be precise. Failures
are frequently silent, intermittent, and costly— sometimes financially, sometimes operationally,
and in safety-critical systems, sometimes catastrophically.

In such environments, the programming language is not merely a tool; it becomes part of the
system’s engineering discipline.

C++ remains one of the very few languages capable of spanning the full embedded spectrum:
from bare-metal microcontrollers with no operating system, to real-time systems running under
an RTOS, to complex embedded platforms that border on general-purpose computing. It
achieves this without surrendering control over memory layout, object lifetime, calling
conventions, or generated machine code.

This capability does not come from magic. It comes from C++’s foundational design principles:

9
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deterministic construction and destruction, compile-time computation, explicit ownership, and
the zero-overhead abstraction rule. When used with discipline, C++ allows engineers to write
expressive, maintainable code that compiles down to exactly what the hardware requires— no
more, no less.

At the same time, C++ is often misunderstood in embedded contexts. It is either dismissed as
“too complex” and reduced to a C-like subset, or misused through inappropriate abstractions
borrowed from desktop or managed-language ecosystems. Both extremes are harmful. The
former wastes the language’s strengths. The latter introduces hidden costs that embedded
systems cannot afford.

This work does not attempt to sell C++, nor does it attempt to defend it ideologically. Instead, it
focuses on something far more practical: how to use C++ correctly, responsibly, and effectively
within the strict boundaries imposed by embedded systems.

The emphasis throughout this booklet is on engineering judgment. Which language features are
appropriate—and which are not. How to structure code so that behavior remains predictable.
How to benefit from modern C++ features without sacrificing timing guarantees, memory
transparency, or debuggability. And how to write embedded software that remains
understandable, testable, and maintainable over long product lifetimes.

This booklet assumes that the reader is serious about embedded development. It respects the
reader’s intelligence and experience, and it avoids superficial advice or fashionable trends. Every
concept discussed here is grounded in the realities of hardware constraints, toolchains, and
long-term system evolution.

Ultimately, embedded C++ rewards engineers who think holistically: about hardware, compilers,

linkers, and runtime behavior. This booklet was written to support that mindset.

Ayman Alheraki



Preface

Embedded programming is not about writing code that merely produces the correct output under
ideal conditions. It is about writing software that behaves predictably under strict and often
hostile constraints.

An embedded system must continue to function correctly when memory is scarce, when
execution time is bounded by real-world deadlines, when power is unstable, and when failures
cannot be diagnosed with a debugger attached. In many cases, embedded software must start
correctly every time, run indefinitely, and recover gracefully from faults without human
intervention.

In this environment, correctness is inseparable from timing, memory usage, and binary structure.
A program that is logically correct but temporally unstable is still a failure. A program that
works in the lab but fails after months of deployment has not truly succeeded.

C++ offers a unique set of capabilities that align closely with these demands.

At its core, the language provides:
» Zero-overhead abstractions, allowing expressive designs without runtime penalties

* Compile-time computation, enabling configuration, validation, and optimization before

the program ever runs

* Deterministic object lifetime, ensuring that construction and destruction occur at

well-defined, predictable moments

11
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* Precise control over memory layout, which is essential for memory-mapped peripherals,

DMA, and hardware interfaces

These features are not conveniences. In embedded systems, they are engineering tools.
However, C++ is also a language that demands respect. When misused, it can hide costs behind
abstractions, introduce unpredictable behavior through uncontrolled dynamic allocation, or
complicate systems with unnecessary generality. In resource-constrained environments, such
mistakes are amplified, and their consequences are often discovered late and at high cost.
When understood and applied with discipline, however, C++ becomes unmatched in its ability to
express low-level intent clearly, efficiently, and safely. It allows engineers to write code that is
both close to the hardware and structured enough to remain maintainable over years or even
decades of product evolution.

This booklet was written to operate in that narrow but powerful space between raw low-level
control and disciplined software architecture.

The focus throughout is deliberately practical. It avoids theoretical language features that do not
translate well to embedded targets, and it emphasizes design patterns and techniques that have
proven reliable in real systems. The goal is not to use “as much C++ as possible,” but to use
exactly as much C++ as the system requires—and no more.

Specifically, this booklet concentrates on:
* Writing embedded-safe C++ that respects memory, timing, and initialization constraints

* Identifying and avoiding common abstraction traps that introduce hidden costs or

undefined behavior

* Structuring low-level code so that it remains readable, testable, and maintainable over

long lifetimes

* Maintaining constant awareness of the underlying hardware and the realities imposed by

toolchains, linkers, and startup code



13

This preface also serves as a boundary. It makes clear that the techniques discussed here are not
universal C++ advice. They are context-specific practices tailored to embedded systems, where
the margin for error is small and the cost of mistakes is high.

Readers are encouraged to approach this material with an engineering mindset rather than a
language-centric one. Every feature, abstraction, and design choice must ultimately justify itself
in terms of predictability, transparency, and long-term reliability.

That is the standard by which the contents of this booklet should be evaluated.



Chapter 1

Embedded Systems Fundamentals

1.1 What Defines an Embedded System

An embedded system is a computing system designed to perform a specific, predefined function
as part of a larger product or physical process. Unlike general-purpose computers, embedded
systems are not intended to run arbitrary software workloads or interact extensively with users.
Their purpose is narrowly defined, tightly constrained, and closely coupled to hardware behavior.
An embedded system is therefore best understood not as a “small computer,” but as a
software-controlled machine. Its correctness is measured not only by logical output, but by

timing, electrical behavior, and interaction with the physical world.

1.1.1 Core Characteristics

While embedded systems vary widely in complexity, they share a common set of defining

characteristics:

* Dedicated function: The system exists to perform a specific task or small set of tasks,

often continuously over long periods of time.

14
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* Tight hardware coupling: Software interacts directly with peripherals such as timers,

GPIOs, ADCs, communication buses, and memory-mapped registers.

* Predictability requirements: Correct behavior includes meeting strict timing and

sequencing constraints.

* Limited resources: Memory, storage, CPU performance, and power are constrained by

cost, size, and thermal considerations.

In many embedded systems, failure is not immediately visible. A missed deadline, a race
condition, or a memory overwrite may only manifest after hours, days, or months of operation.

This makes disciplined design essential.

1.1.2 Typical Constraints

Embedded systems operate under constraints that fundamentally shape software architecture and

language usage.

Memory Constraints Many embedded targets operate with:
* RAM measured in kilobytes or a few megabytes
* Flash or ROM used for both code and immutable data
* No virtual memory or memory protection

Every allocation must be intentional. Unbounded dynamic allocation is often forbidden, and

memory layout must be known and verifiable.
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Timing Constraints Embedded systems frequently operate under real-time constraints:
* Hard real-time: Missing a deadline constitutes a system failure.
* Firm real-time: Late results are useless but not catastrophic.

* Soft real-time: Occasional deadline misses degrade performance but are tolerated.

In all cases, execution time must be bounded and analyzable. Unpredictable latency is

unacceptable.

Power and Energy Constraints Many embedded systems are battery-powered or

energy-harvesting devices. Software decisions directly affect:
* Sleep states
* Wake-up latency
* Peripheral power gating
* QOverall system lifetime

C++ code must be written with awareness of how instructions, loops, and peripheral usage

translate into power consumption.

1.1.3 Embedded System Categories

Embedded systems span a wide range of complexity:

* Ultra-constrained systems: Small microcontrollers with no operating system, often

programmed in bare-metal C or C++.

* Real-time control systems: Systems using an RTOS to manage tasks, timing, and

communication.
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* Complex embedded platforms: Systems with MMUES, rich peripherals, and sometimes

embedded Linux, yet still subject to real-time and reliability constraints.

C++ can serve all these categories, but the way it is used must adapt to each.

1.2 Bare Metal vs RTOS

One of the most fundamental architectural decisions in embedded development is whether to run
bare metal or to introduce a Real-Time Operating System (RTOS).
This decision has profound consequences for system design, timing behavior, memory usage,

and C++ language feature selection.

1.2.1 Bare-Metal Systems

A bare-metal system runs without an operating system. After reset, execution begins at a fixed
entry point defined by the startup code and linker script. The application code owns the CPU

entirely.

1.2.1.1 Execution Model

Typical bare-metal execution follows this pattern:

Hardware reset

Startup code initializes memory and stack

Global/static objects are constructed

Control enters main ()

The system runs indefinitely
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Interrupts are the primary mechanism for reacting to external events.

int main() {
init_hardware () ;
while (true) {

handle_main_loop () ;

This structure is simple, transparent, and extremely efficient.

1.2.1.2 Advantages of Bare Metal

¢ Minimal overhead

* Maximum predictability

Full control over timing and memory

Easier static analysis

For safety-critical or ultra-low-power systems, bare metal is often the preferred choice.

1.2.1.3 Challenges of Bare Metal

Manual scheduling of tasks

Complex interrupt management

* Scaling complexity as features grow

Increased responsibility for correctness

As systems grow, maintaining structure and readability becomes increasingly difficult without

careful design.
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1.2.2 RTOS-Based Systems

An RTOS introduces a lightweight kernel that provides task scheduling, synchronization

primitives, and timing services.

1.2.2.1 Execution Model
In an RTOS-based system:
* Multiple tasks (threads) execute concurrently
* The scheduler determines task execution order
* Timing services provide delays and periodic execution
* Inter-task communication uses queues, semaphores, or mutexes

void sensor_task (voidx) {
while (true) {
read_sensor () ;

delay_ms (10);

1.2.2.2 Advantages of RTOS

* Clear separation of responsibilities

Improved modularity

Easier handling of concurrency

Built-in timing abstractions

RTOS-based designs scale better for medium-to-large embedded systems.
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1.2.2.3 Costs and Trade-Offs

An RTOS introduces:

Context switch overhead

Additional RAM usage for stacks

Increased complexity

New failure modes (deadlocks, priority inversion)

These costs must be explicitly managed.

1.2.3 C++ Design Implications
C++ can be used effectively in both environments, but design rules differ significantly.
Bare Metal C++

* Prefer static and stack allocation

* Avoid dynamic memory after startup

* Avoid exceptions and RTTI

* Minimize global initialization complexity

» Keep interrupt code minimal and explicit
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RTOS-Based C++
* Encapsulate tasks as objects where appropriate
* Be explicit about ownership and lifetimes
* Avoid blocking in inappropriate contexts
* Design carefully for concurrency and priority

In both cases, the guiding principle remains the same: C++ must serve the system’s constraints,
not obscure them.
The language is powerful enough to support both models, but only when used with discipline

and architectural clarity.



Chapter 2

Why C++ Fits Embedded Systems

C++ is often described as a complex language. In the embedded domain, however, its
complexity is not an accident—it is the consequence of providing precise control over program
behavior, resource usage, and generated machine code.

What makes C++ particularly well suited for embedded systems is not any single feature, but a
set of foundational design principles that align closely with embedded engineering requirements.
Among these, three stand out as decisive: the zero-overhead principle, deterministic object

lifetime, and explicit control over memory layout.

2.1 The Zero-Overhead Principle

One of the core promises of C++ is the zero-overhead principle:

You do not pay for what you do not use, and what you do use is as efficient as

hand-written low-level code.

In embedded systems, this principle is not merely desirable—it is essential.

22



23

2.1.1 Why Zero Overhead Matters
Embedded software runs under constraints that leave no room for hidden costs:
* CPU cycles are limited
* Memory is fixed and often small
* Execution time must be predictable
* Power consumption must be minimized

Languages or runtimes that impose mandatory overhead —such as garbage collection, dynamic
dispatch everywhere, or implicit heap allocation— introduce uncertainty that embedded systems
cannot tolerate.

C++ allows abstractions to exist entirely at compile time. If an abstraction can be resolved

during compilation, it generates no additional runtime cost.

2.1.2 Abstractions That Compile Away
Consider a simple inline wrapper around a hardware register:

struct GpioPin {
volatile uint32_t~+ reg;

uint32_t mask;

inline void set () const {
*reg |= mask;

}

inline void clear () const {

*reg &= "“mask;

}i
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When compiled with optimization enabled, calls to set () and clear () typically reduce to a
single load-modify-store sequence, identical to what would be written in C or assembly.
There is no function call overhead. There is no runtime penalty. The abstraction exists purely for

human clarity.

2.1.3 Templates and Compile-Time Polymorphism
C++ templates enable polymorphism without runtime dispatch.

template<uint32_t Address>
struct Register {
static inline uint32_t read() {

return *reinterpret_cast<volatile uint32_t*> (Address);

}i

Here, the address is known at compile time. The compiler emits a direct memory access. No
indirection, no lookup tables, no runtime cost.
This capability allows embedded code to be expressive without sacrificing performance or

predictability.

2.2 Deterministic Object Lifetime

Embedded systems demand strict control over when resources are acquired and released. C++

provides this through deterministic object lifetime.

2.2.1 Construction and Destruction Are Predictable

In C++, objects are constructed and destroyed at well-defined points:

* Static objects: during system startup and shutdown
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* Automatic objects: upon entering and leaving scope
* Dynamically allocated objects: explicitly controlled

There is no background memory manager. There is no garbage collector. Nothing happens
“later” or “eventually.”

This determinism aligns perfectly with real-time requirements.

2.2.2 RAII in Embedded Contexts

Resource Acquisition Is Initialization (RAII) is often associated with desktop C++, but it is

equally valuable in embedded systems when applied correctly.

class InterruptGuard {

public:
InterruptGuard() { disable_interrupts(); }
"InterruptGuard() { enable_interrupts(); }

i

Used carefully, RAII:
* Makes resource management explicit
* Prevents leaks and mismatched enable/disable sequences
* Improves correctness without runtime overhead

The destructor runs at a known point. There is no ambiguity about when the resource is released.

2.2.3 No Garbage Collection

Garbage collection introduces:

* Unpredictable pauses
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* Non-deterministic memory behavior
* Complex runtime machinery

For hard real-time systems, these characteristics are unacceptable.
C++ avoids garbage collection entirely. Memory management is explicit and analyzable. This
makes worst-case execution time (WCET) analysis feasible, which is a requirement in many

embedded domains.

2.3 Memory Layout Control

Embedded software frequently interacts with hardware through memory-mapped 1/0, DMA
buffers, and protocol-defined layouts. In these cases, exact memory representation matters.

C++ provides fine-grained control over memory layout, which is critical for correctness.

2.3.1 Exact Struct Layout

C++ allows developers to define data structures that match hardware or protocol specifications

exactly.

struct __attribute_ ((packed)) UartRegisters ({
volatile uint32_t control;
volatile uint32_t status;
volatile uint32_t data;

i

Such structures can be mapped directly onto hardware addresses, allowing clear and type-safe

register access.
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2.3.2 Placement New

Placement new allows objects to be constructed at a specific memory location.

alignas (Buffer) static uint8_t raw_buffer[sizeof (Buffer)];

Buffer+ buf = new (raw_buffer) Buffer{};
This is essential when:

* Memory regions are predefined by linker scripts
* Objects must live in shared memory or DMA regions

* Dynamic allocation is restricted or forbidden

Placement new provides object semantics without allocating memory.

2.3.3 Custom Allocators

When dynamic allocation is required, C++ allows allocation strategies to be tailored to the

system.

template<typename T>
class PoolAllocator {
public:
using value_type = T;
// fixed-size pool implementation

1y,
This enables:

* Bounded allocation time
* Elimination of fragmentation

* Full control over memory usage

Unlike general-purpose allocators, embedded allocators are designed around known constraints.
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2.3.4 DMA and Cache Coherency

Modern embedded systems often involve DMA and caches. Memory used for DMA may need:
* Specific alignment
* Placement in non-cacheable regions
» Explicit synchronization

C++ allows these requirements to be expressed directly through alignment specifiers, linker

control, and explicit APIs, without relying on opaque runtime behavior.

2.4 Why These Properties Matter Together

The true strength of C++ in embedded systems comes from the combination of these properties:

» Zero-overhead abstractions preserve performance
* Deterministic lifetime ensures predictability

* Memory layout control enables safe hardware interaction

Together, they allow engineers to build systems that are:

Efficient

Predictable

Maintainable

Scalable across product generations
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C++ does not impose a model onto embedded systems. Instead, it provides the tools needed to
express the system’s requirements precisely.
When used with discipline and hardware awareness, C++ is not merely suitable for embedded

systems— it is one of the most powerful languages available for them.



Chapter 3

Memory Management in Embedded C++

Memory management is one of the defining challenges of embedded systems. Unlike
general-purpose computing environments, embedded platforms operate with fixed, known
memory budgets, no virtual memory, and often no memory protection. A single allocation
mistake can corrupt unrelated state, silently destabilize the system, or cause failures that appear
only after long periods of operation.

For this reason, memory management in embedded C++ is not an implementation detail. It is a
core architectural concern that must be addressed deliberately, documented clearly, and enforced

consistently.

3.1 Static Allocation First

The foundational rule of embedded memory management is simple:
If memory can be allocated at compile time, it should be.

Static allocation provides the strongest guarantees available: memory usage is known in

advance, allocation time is zero, and lifetime is unambiguous.

30
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3.1.1 Storage Duration Categories

C++ provides three primary storage durations relevant to embedded systems:

* Static storage duration: Objects exist for the lifetime of the program.
* Automatic storage duration: Objects live on the stack and follow lexical scope.

* Dynamic storage duration: Objects are allocated explicitly from a heap or pool.

In embedded systems, these are not equal options. They form a strict hierarchy of preference.

3.1.2 Static Storage

Static allocation includes:

Global variables

» Namespace-scope objects

Static local variables

Objects placed in specific linker sections
Static objects:

* Consume no stack space

* Require no allocation logic

* Have fully predictable lifetimes

* Are easily accounted for in memory maps

static uint32_t system_ tick;
static uint8_t rx buffer[256];
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When combined with a well-defined linker script, static allocation allows precise control over
memory layout, including placement in fast RAM, non-initialized regions, or memory shared
with DMA engines.

3.1.3 Stack Allocation

Automatic (stack) allocation is the second preferred option. Stack-based objects are:
» Extremely fast to allocate and deallocate
* Naturally scoped
* Free from fragmentation
void process_packet () {
Packet pkt;

parse (pkt) ;
handle (pkt) ;

However, stack usage must be carefully bounded. Embedded systems typically have:
* Fixed stack size
* No stack overflow detection
* Multiple stacks in RTOS-based systems

Deep call stacks, large local arrays, or recursion can easily exhaust available stack memory.

3.1.4 Dynamic Allocation as a Last Resort

Dynamic allocation should be used only when:
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* Object lifetimes cannot be determined at compile time
* Memory usage must adapt to runtime conditions
* Allocation patterns are tightly controlled

Even then, allocation strategies must be deterministic and bounded.

For many embedded projects, dynamic allocation is:
* Restricted to system initialization
* Completely forbidden after startup
* Replaced by fixed-capacity containers

This leads to the commonly adopted policy:

No dynamic allocation after the system enters its operational state.

3.2 Avoiding Heap Fragmentation

Heap fragmentation is one of the most dangerous failure modes in long-running embedded
systems.

Unlike desktop environments, embedded systems typically:
* Run continuously for months or years
* Have small heaps
* Lack tools for runtime heap inspection

Fragmentation can cause allocation failures even when sufficient total free memory exists.
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3.2.1 Why Fragmentation Occurs

Fragmentation arises when:
* Objects of varying sizes are allocated and freed
* Allocation and deallocation patterns are unpredictable
* The allocator cannot coalesce free blocks efficiently

Over time, the heap becomes divided into small unusable regions.

In real systems, this often manifests as:
* Rare allocation failures
 Corruption due to unchecked allocation results

* Failures that appear only after long uptime

3.2.2 Fixed-Size Memory Pools

One of the most effective strategies to avoid fragmentation is the use of fixed-size pools.

template<std::size_t BlockSize, std::size_t BlockCount>

class MemoryPool {
alignas (std::max_align_t) uint8_t pool[BlockSize % BlockCount];
bool used[BlockCount] {};

public:
void* allocate () {
for (std::size t i = 0; i < BlockCount; ++i) {
if (lused[i]) {
used([i] = true;

return pool + i * BlockSize;



35

}

return nullptr;

void deallocate (voidx ptr) {
auto index = (static_cast<uint8_t=«*> (ptr) - pool) / BlockSize;

used|[index] = false;

i
Fixed-size pools provide:

¢ Constant-time allocation
* No fragmentation

* Fully predictable memory usage

They are ideal for messages, buffers, and protocol objects.

3.2.3 Region-Based Allocation

Region-based (arena) allocation groups objects with similar lifetimes into a single region.
* Allocate sequentially
* Never free individual objects

* Reset the entire region at once

This approach is particularly useful for:

¢ Communication frames
* Parsing pipelines

» Temporary computation phases
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3.2.4 No Allocation After Startup

A widely adopted embedded strategy is to:
* Allocate all required dynamic memory during initialization
* Lock the memory configuration
* Forbid further allocation during runtime

This eliminates fragmentation entirely and simplifies system analysis.

Many teams enforce this policy by:
* Overriding global new and delete
* Asserting if allocation occurs after initialization

* Auditing libraries for hidden allocations

3.2.5 Custom Global Allocator Example

The following example illustrates a simple linear allocator used during startup:

static uint8_t buffer[1024];

static std::size t offset = 0;

void+ operator new(std::size_t size) {
if (offset + size > sizeof (buffer)) {
return nullptr;
}
voidx ptr = &buffer[offset];
offset += size;

return ptr;
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void operator delete (voidx) noexcept {

// no—-op

This allocator:
* Has constant-time allocation
* Cannot fragment
* Makes memory exhaustion explicit

While simplistic, this pattern demonstrates how allocation behavior can be fully controlled.

3.2.6 Alignment and Hardware Constraints
Embedded memory allocation must respect alignment requirements:
* CPU access alignment
* DMA alignment
* Cache-line boundaries
C++ provides explicit alignment control:
alignas (32) static uint8_t dma_buffer[512];
Ignoring alignment can lead to:
* Hard faults
* Data corruption

» Severe performance penalties
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3.2.7 Memory Analysis and Verification
Reliable embedded systems require memory usage to be:
* Measured
* Documented
* Verified
Common techniques include:

* Linker map analysis

Stack high-water mark checks

Static analysis tools

Code reviews focused on allocation paths

Memory management is not complete until it can be explained, audited, and defended.

3.3 Design Principles Summary

Effective memory management in embedded C++ follows a small number of strict principles:

Prefer static allocation whenever possible

Keep stack usage shallow and bounded

Treat dynamic allocation as an explicit design decision

Eliminate fragmentation through fixed or regional strategies

Make memory behavior visible and analyzable
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These principles are not optional optimizations. They are prerequisites for building embedded
systems that remain reliable over long lifetimes.
C++ provides the mechanisms required to implement these strategies. It is the responsibility of

the engineer to apply them with discipline.



Chapter 4

Object-Oriented Design for Embedded

Object-Oriented Programming (OOP) is neither inherently good nor inherently bad for
embedded systems. Its value depends entirely on how it is applied, which language features are
used, and whether the resulting abstractions respect hardware and real-time constraints.

In embedded systems, OOP must serve the system architecture. If it obscures timing, ownership,
or memory behavior, it becomes a liability. If it clarifies responsibilities and enforces correct
usage, it becomes a powerful design tool.

This chapter does not promote object-oriented design unconditionally. Instead, it defines where

OOP is effective, where it is harmful, and how to apply it safely using modern C++.

4.1 When OOP Helps

Used correctly, object-oriented design can significantly improve clarity, maintainability, and

correctness in embedded systems.
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4.1.1 Modeling Hardware Drivers

Hardware drivers naturally map to objects because they represent distinct physical components

with well-defined responsibilities.

class Uart {
public:
explicit Uart (uintptr_t base)

regs_ (reinterpret_cast<Registersx*>(base)) {}

void write (uint8 t wvalue) {
while (! (regs_->status & TX_READY)) {}

regs_—>data = value;

private:
struct Registers {
volatile uint32_t control;
volatile uint32_t status;
volatile uint32_t data;
}i

Registers* regs_;

i

This approach provides:
* Clear ownership of hardware access
* Type safety for register usage

* Encapsulation of low-level details

When inlined, such abstractions incur no runtime overhead. They exist purely to improve human

understanding.
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4.1.2 Managing State Machines

Many embedded systems are fundamentally state-driven: communication protocols, power
modes, initialization sequences, and error handling all follow state transitions.

Encapsulating state machines in objects:

* Makes transitions explicit
* Localizes state-related logic

¢ Prevents invalid state combinations

class Connection {
public:

enum class State { Idle, Connecting, Active, Error };

void handle_event (Event e) {
switch (state_) {
case State::Idle:
if (e == Event::Start) state_ = State::Connecting;
break;

case State::Connecting:

if (e == Event::Success) state_ = State::Active;
else if (e == Event::Failure) state_ = State::Error;
break;

default:
break;

private:

State state_{State::Idle};
}i

The object encapsulates both data and behavior, reducing global state and improving testability.
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4.1.3 Encapsulating Protocols

Communication protocols often involve:

Structured messages

* Parsing logic

Validation rules

Error handling
OOP allows these concerns to be grouped coherently.

class FrameParser

public:
bool parse (uint8_t byte) {
buffer_ [index_++] = byte;
return index_ == expected_length_;

private:

uint8_t buffer_[16];

size_t index_{0};

static constexpr size_t expected_length_ = 16;
}i

This avoids scattered parsing logic and makes protocol behavior explicit and auditable.

4.2 When OOP Hurts

Despite its benefits, OOP can easily be misapplied in embedded systems. Certain

object-oriented practices introduce unacceptable costs or risks.
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4.2.1 Deep Inheritance Hierarchies

Inheritance chains obscure behavior and complicate reasoning. In embedded systems, they

introduce several problems:

* Difficult static analysis
* Unclear ownership and lifetimes
* Fragile base class issues

¢ Increased code size

Deep hierarchies also make it harder to understand which code executes in time-critical paths.

As arule:

If a hierarchy cannot be understood in one screen of code, it is likely too deep for

embedded use.

4.2.2 Virtual Dispatch in Hot Paths

Virtual functions introduce indirect calls. While often inexpensive on desktop systems, they can
be problematic in embedded contexts.

Costs include:
* Unpredictable execution time
* Poor instruction cache behavior
* Inhibited inlining

Virtual dispatch may be acceptable:

* In non-time-critical paths
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* During initialization

* For configuration or diagnostics
It should be avoided in:

e Interrupt handlers

* Tight control loops

* High-frequency data paths

4.2.3 Hidden Allocations

One of the most dangerous aspects of naive OOP in embedded systems is hidden dynamic

allocation.

Common sources include:
* Polymorphic containers
* Factory patterns
* Implicit heap usage in libraries

Hidden allocation undermines predictability and can violate system-wide allocation policies.

Every allocation must be:
* Explicit
* Bounded

¢ Documented
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4.3 Prefer Composition

Composition is the preferred design strategy for object-oriented embedded systems.

4.3.1 Composition Over Inheritance

Instead of expressing relationships through inheritance, embedded systems should favor

composition: objects contain other objects and delegate behavior explicitly.

class Device {
public:
Device (Uart& uart, Timer& timer)

: uart_ (uart), timer_(timer) {}

void run () {
timer_.wait ();

uart_.write (0x55);

private:
Uarté& uart_;
Timer& timer_;

i

This approach provides:

Explicit dependencies

Clear ownership semantics

Better testability

¢ Zero runtime overhead
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4.3.2 Policy-Based Design

Modern C++ allows behavior to be composed at compile time using templates and policies.

template<typename Transport, typename Codec>
class Protocol {
public:
void send(const Message& msg) |
Codec: :encode (msg, buffer_);

Transport::write (buffer_);

private:
uint8_t buffer_ [64];
bi

This avoids virtual dispatch entirely while preserving flexibility and reuse.

4.3.3 Explicit Interfaces Without Virtual Functions

In many cases, interfaces can be expressed through templates or references without runtime
polymorphism.

This enables:
* Inlining
¢ Static verification

* Compile-time errors instead of runtime failures

4.3.4 OOP as a Structural Tool

In embedded systems, OOP should be viewed as a way to:
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* Structure code
* Clarify responsibilities
* Enforce correct usage
It should not be used to:
* Emulate dynamic frameworks
* Introduce unnecessary generality

¢ Hide hardware behavior

4.4 Design Principles Summary

Effective object-oriented design in embedded C++ is guided by a small number of principles:

Use objects to model real hardware or logical components

Keep lifetimes explicit and deterministic

Avoid deep inheritance and runtime polymorphism

* Prefer composition and compile-time configuration

Never hide memory allocation or timing behavior

When applied with discipline, object-oriented design improves embedded systems. When
applied blindly, it undermines the very constraints the system depends on.
C++ provides both the tools and the responsibility. The outcome depends entirely on the

engineer.



Chapter 5

Templates and Compile-Time Techniques

Templates and compile-time techniques are among the most powerful features of C++ for
embedded systems. They allow systems to be configured, verified, and optimized before the
program ever runs. When used correctly, they enable flexibility and safety without introducing
runtime cost or unpredictability.

In embedded development, compile-time mechanisms are preferred because they shift work
from the runtime environment—where resources are scarce and failures are costly—into the

compiler, where errors can be detected early and resolved deterministically.

5.1 Compile-Time Configuration
One of the most valuable uses of templates in embedded systems is compile-time configuration.

Rather than passing configuration parameters at runtime, templates allow configuration to be

expressed as part of the type system.
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5.1.1 Why Compile-Time Configuration Matters

Runtime configuration often implies:

Conditional logic in time-critical paths

Additional memory usage

Increased test surface

Reduced opportunities for optimization

Compile-time configuration avoids these costs entirely.

5.1.2 Basic Compile-Time Parameters

Consider a UART configuration expressed at compile time:

template<int BaudRate>
struct UartConfig {

static constexpr int baud = BaudRate;
}i

Here, the baud rate becomes a compile-time constant. The compiler can:
* Eliminate conditional branches

* Precompute register values

* Validate constraints using static_assert
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5.1.3 Static Validation

Compile-time configuration enables correctness checks that would otherwise require runtime

error handling.

template<int BaudRate>
struct UartConfig {
static_assert (RaudRate > 0, "Baud rate must be positive");

static_assert (BaudRate <= 115200, "Baud rate exceeds hardware limit");

static constexpr int baud = BaudRate;

}i

Invalid configurations fail at compile time, long before code is deployed to hardware.

5.1.4 Policy-Based Configuration

Templates allow behavior to be selected at compile time using policy classes.

struct BlockingMode ({
static void wait () { while (!ready()) {} }

}i

struct NonBlockingMode {

static bool wait () { return ready(); }
}i

template<typename Mode>
class Uart {
public:
void send(uint8_t data) {
Mode: :wait () ;

write_register (data);
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}i

This approach:
¢ Eliminates runtime branches
* Preserves inlining

* Allows multiple behaviors without code duplication

5.1.5 Compile-Time Feature Selection

Embedded systems often target multiple hardware variants. Templates allow features to be

included or excluded cleanly.

template<bool EnableDMA>

struct UartFeatures;

template<>
struct UartFeatures<true> ({
static void init () { enable_dma(); }

i

template<>

struct UartFeatures<false> {
static void init () {}

bi

Unused features generate no code. The binary contains only what is required for the target.
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5.2 Type Safety Without Overhead

Type safety is not a luxury in embedded systems. It is a defense against subtle, hardware-level
bugs that are difficult to detect and diagnose.
C++ allows the creation of strong types that prevent misuse while compiling down to the same

representation as primitive types.

5.2.1 Strong Types for Hardware Values

Using raw integers for hardware values invites mistakes: confusing units, ranges, or register

meanings.

struct Hertz {

uint32_t value;
}i

struct Milliseconds {
uint32_t value;
}i

These types:
* Prevent accidental mixing of units
* Document intent directly in code

¢ Generate no runtime overhead

5.2.2 Zero-Cost Abstractions

When optimized, strong types typically compile to the same machine code as their underlying

representation.
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void delay (Milliseconds ms);

delay (Milliseconds{100});

There is no additional cost compared to passing a raw integer, but the interface is significantly

safer.

5.2.3 Type-Safe Register Access

Templates enable type-safe access to hardware registers.
template<uintptr_t Address>
struct Register ({

static uint32_t read() {

return *reinterpret_cast<volatile uint32_t x> (Address);

static void write(uint32_ t value) {

rreinterpret_cast<volatile uint32_t«> (Address) = value;
}i
This approach:
* Eliminates magic numbers
* Centralizes register definitions

* Allows compile-time verification of addresses

5.2.4 Compile-Time State Encoding

State machines can encode valid transitions at compile time, preventing invalid states entirely.
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struct Idle {};

struct Active ({};

template<typename State>

class Device;

template<>
class Device<Idle> {
public:

Device<Active> start();

}i

template<>
class Device<Active> {
public:
void stop();
Vi

This technique:
* Eliminates runtime state checks
* Makes invalid transitions impossible

* Improves system robustness

5.2.5 Avoiding Overuse

While templates are powerful, they must be used judiciously in embedded systems.

Risks include:
* Increased compile times

* Code size growth due to excessive instantiation
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* Reduced readability if over-engineered

Templates should serve clarity and correctness, not complexity for its own sake.

5.3 Design Principles Summary

Effective use of templates and compile-time techniques in embedded C++ follows a clear set of

principles:
* Prefer compile-time configuration over runtime conditionals
* Validate constraints using static_assert
» Use strong types to prevent misuse
* Avoid runtime polymorphism where compile-time alternatives suffice

» Balance flexibility against code size and readability

When applied with discipline, templates allow embedded systems to be both flexible and
predictable.

They shift complexity from runtime to compile time, where it can be managed, analyzed, and
verified.

This shift is one of the key reasons C++ remains exceptionally well suited to embedded

development.



Chapter 6

Interrupts and Concurrency

Interrupts and concurrency define the temporal behavior of embedded systems. They determine
how software reacts to the external world, how deadlines are met, and how shared state is
protected under asynchronous execution.

Unlike desktop or server environments, embedded systems often execute without memory
protection, without preemption control at the hardware level, and with strict real-time
constraints. In this context, concurrency bugs are not merely logic errors—they are system-level
failures that can corrupt memory, violate timing guarantees, or cause irreversible device states.
This chapter establishes rigorous rules for writing interrupt-safe and concurrency-correct C++ in

embedded systems.

6.1 Interrupt Safety

An interrupt service routine (ISR) executes asynchronously with respect to the main program
flow. It can preempt normal execution at almost any point, often with interrupts already disabled
or partially masked.

As a result, ISRs operate under the most restrictive execution conditions in the entire system.
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6.1.1 Fundamental ISR Constraints

Safe interrupt handlers obey a small but strict set of rules:

* No dynamic allocation
* No locks or blocking operations

¢ Minimal and bounded execution time

These rules are not stylistic guidelines. They are hard engineering constraints.

6.1.2 Why Dynamic Allocation Is Forbidden

Dynamic allocation in an ISR is dangerous for multiple reasons:

Heap allocators are typically not reentrant

Allocation time is unbounded

Allocation may fail unpredictably

* Fragmentation effects are amplified

Even allocators that are technically reentrant often rely on internal locks or critical sections,
which are unsafe or illegal inside interrupts.
Therefore, ISR code must never call new, delete, or any library function that may allocate

implicitly.
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6.1.3 Why Locks Are Forbidden

Blocking synchronization primitives (mutexes, semaphores) cannot be used safely inside ISRs:
* An ISR cannot block without risking deadlock
* The interrupted context may hold the lock
* Priority inversion becomes unavoidable

In RTOS-based systems, most kernels explicitly forbid taking mutexes inside ISRs. Even

spinlocks are often inappropriate due to timing constraints.

6.1.4 Minimal Execution Time

Interrupt handlers must execute quickly and predictably.

Reasons include:

* Reducing interrupt latency for higher-priority events
* Minimizing jitter in real-time systems
* Preventing missed deadlines
A common and effective pattern is to:
* Capture minimal state in the ISR

* Defer processing to the main loop or a task

volatile bool data_ready = false;

extern "C" wvoid ISR_Handler () {
data_ready = true;

}

The ISR performs only the essential action, leaving complex logic to non-interrupt context.
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6.1.5 ISR and C++ Language Restrictions

Within ISRs, C++ usage must be conservative:

* Avoid exceptions entirely
* Avoid RTTI
* Avoid virtual function calls

¢ Avoid non-trivial destructors

ISR code should be simple, explicit, and auditable.

6.2 Concurrency in Embedded Systems

Concurrency in embedded systems arises from multiple sources:

Interrupts preempting main execution

Multiple tasks in RTOS-based systems

DMA engines operating independently of the CPU

Peripheral hardware updating memory asynchronously

Unlike desktop systems, concurrency is often implicit and not mediated by a full operating

system.
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6.2.1 The Shared-State Problem

Concurrency issues occur when multiple execution contexts access shared state without proper
coordination.

Typical shared resources include:
* Global variables
* Hardware registers
* Ring buffers
* Communication queues
Without protection, concurrent access leads to:
* Data races
* Torn reads or writes

¢ Inconsistent state

6.2.2 Atomicity and Critical Sections

On many embedded architectures, not all operations are atomic. Multi-byte accesses,
read-modify-write sequences, and compound operations require protection.

A common approach is to use critical sections:

uint32_t shared_counter = 0;

void increment () {
disable_interrupts();
++shared_counter;

enable_interrupts();
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This pattern ensures atomicity by preventing interrupt preemption during the critical operation.

6.2.3 Bounded Critical Sections

Critical sections must be:
* Short
* Deterministic
* Free of function calls where possible

Long critical sections increase interrupt latency and degrade real-time behavior.

6.2.4 RTOS Synchronization Primitives

In RTOS-based systems, concurrency is managed using kernel-provided mechanisms such as:

Mutexes

Semaphores

Event flags

Message queues

However, these primitives come with strict usage rules.
* Some APIs are callable only from tasks
* Others are callable only from ISRs

* Mixing them incorrectly causes undefined behavior

C++ abstractions must respect these boundaries explicitly.
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6.3 Volatile and Memory Barriers

Correct handling of concurrency in embedded systems requires a precise understanding of

volatile and memory ordering.

6.3.1 What volatile Actually Means

In C++, volatile tells the compiler that:
The value of this object may change at any time outside the program’s control.
This prevents certain compiler optimizations, but it does not provide atomicity, mutual exclusion,

or memory ordering guarantees.

6.3.2 Correct Use of volatile

The correct and primary use of volatile in embedded systems is for hardware registers.

volatile uint32_t+ const GPIO =
reinterpret_cast<volatile uint32_t*>(0x40020000) ;

This ensures that:
* Reads and writes are not optimized away

* Each access corresponds to an actual memory operation

6.3.3 Incorrect Uses of volatile

volatile must not be used to:

* Implement locking
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* Fix race conditions
* Replace atomic operations

Using volatile for synchronization is a common but serious mistake.

6.3.4 Memory Barriers and Ordering

Modern embedded CPUs may reorder memory operations for performance reasons. This can

cause subtle bugs when interacting with:
* Interrupts
* DMA engines
* Peripheral registers
Memory barriers enforce ordering constraints.

asm__ volatile ("dmb sy" ::: "memory");

Barriers are required when:
* Sharing memory with hardware
* Coordinating with DMA transfers

* Implementing lock-free mechanisms

6.3.5 C++ Atomics in Embedded Systems

C++ provides std: : atomic, which can be used in embedded systems when supported by the

platform.
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#include <atomic>

std: :atomic<uint32_t> flag{0};

However:
* Not all architectures support lock-free atomics
* Some atomic operations may generate library calls
* Memory order semantics must be chosen carefully

In many deeply embedded systems, manual critical sections remain preferable.

6.4 Design Patterns for Safe Concurrency

Effective embedded designs use a small number of proven patterns:

ISR sets flags; tasks perform work

* Single-writer, multiple-reader designs

Lock-free ring buffers with strict ownership

Message passing instead of shared state

6.4.1 Deferred Processing Pattern

volatile bool event_pending = false;

extern "C" wvoid ISR() {

event_pending = true;
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void main_loop () {
if (event_pending) {
event_pending = false;

handle_event () ;

}
This pattern:

* Minimizes ISR execution time
* Improves system predictability

» Simplifies reasoning about concurrency

6.5 Design Principles Summary

Interrupts and concurrency demand extreme discipline in embedded C++ systems.

The core principles are:

Keep ISRs short, simple, and allocation-free

Never block or lock inside interrupts

Use volatile only for hardware registers

Protect shared state explicitly and minimally

Respect hardware and compiler memory ordering

Concurrency bugs in embedded systems are among the hardest to find and the most expensive to
fix. C++ provides the tools required to manage them correctly, but it does not forgive misuse.
Correctness in this area is achieved not through cleverness, but through restraint, clarity, and

rigorous design.



Chapter 7

Hardware Abstraction Layers

A Hardware Abstraction Layer (HAL) defines the boundary between application logic and the
physical hardware. It is one of the most critical architectural components in an embedded
system, yet it is also one of the most frequently misdesigned.

A well-designed HAL enables portability, testability, and maintainability without sacrificing
performance or predictability. A poorly designed HAL hides hardware behavior, introduces
hidden costs, and becomes an obstacle rather than an aid.

This chapter explains why HALSs matter in embedded systems, and how to design them in C++

without violating real-time or low-level constraints.

7.1 Why HAL Matters

Embedded software exists to control hardware. Application logic rarely interacts directly with
business concepts; instead, it interacts with registers, peripherals, buses, and timing sources.

Without a clear abstraction boundary, hardware-specific details leak into every part of the system.
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7.1.1 Separation of Concerns

The primary purpose of a HAL is to separate:
* What the system does (application behavior)
* How the hardware performs it (register manipulation)

This separation provides several concrete benefits:

Hardware-specific code is localized

Application logic becomes easier to read and reason about

Porting to new hardware is constrained to a well-defined layer

Unit testing becomes feasible without physical hardware

Without a HAL, even small hardware changes can ripple through the entire codebase.

7.1.2 Longevity and Product Evolution

Embedded products often live for many years. During that time:
* Microcontrollers are replaced
* Peripheral revisions change
* New hardware variants are introduced

A properly designed HAL absorbs these changes. The application layer remains largely

untouched, dramatically reducing maintenance cost and risk.
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7.1.3 HAL Is Not a Framework

A common mistake is to treat the HAL as a generic framework that attempts to abstract away all
hardware differences.

In embedded systems:

The HAL should expose hardware capabilities clearly, not pretend that all hardware

is the same.

The goal is controlled abstraction, not denial of hardware reality.

7.2 Designing a Zero-Cost HAL

In embedded systems, abstraction is acceptable only if it does not compromise performance,
memory usage, or timing predictability.
A correct HAL must therefore be zero-cost: it should generate the same machine code as direct

register access when optimizations are enabled.

7.2.1 Inlineable Interfaces

HAL functions must be small, simple, and inlineable.

class GpioPin {
public:
explicit constexpr GpioPin (uintptr_t addr, uint32_t mask)
reg_ (reinterpret_cast<volatile uint32_t«+> (addr)),

mask_ (mask) {}

inline void set () const {

*reg_ |= mask_;
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inline void clear () const {

*reg_ &= "mask_;

private:
volatile uint32_t~* reg_;
uint32_t mask_;

i

When compiled with optimization enabled:
* No function call overhead remains
* No additional memory accesses are introduced
* The abstraction disappears entirely

The object exists for structure and safety, not for runtime behavior.

7.2.2 Avoiding Virtual Functions
Virtual functions introduce:

* Indirect calls

* Inhibited inlining

* Unpredictable execution timing

These properties are unacceptable in many embedded contexts, especially in control loops,
interrupt paths, and performance-critical code.

Virtual dispatch may be acceptable:

* During initialization
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* In configuration or diagnostic code
* In non-real-time subsystems

But it should never be the default mechanism for HAL design.

7.2.3 Compile-Time Polymorphism

Templates allow HAL behavior to be selected at compile time, eliminating runtime overhead

entirely.
template<uintptr_ t Base>
struct Timer ({

static inline void start () {

rreinterpret_cast<volatile uint32_t«>(Base + 0x00) = 1;

static inline uint32_t read() {

return *reinterpret_cast<volatile uint32_t+> (Base + 0x04);
}i
Each instantiation produces:
* Direct register access
* No additional indirection

* Fully analyzable timing behavior

7.2.4 Preserving Register-Level Access

A HAL must never obscure the underlying hardware model. Engineers must be able to:
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* Identify which register is accessed
* Predict side effects
* Verify timing and ordering

Opaque APIs that hide register semantics make debugging and validation significantly harder.

struct UartRegisters ({
volatile uint32_t control;
volatile uint32_t status;
volatile uint32_t data;

}i

inline UartRegistersé& uart () {

return *reinterpret_cast<UartRegisters*>(0x40011000);

This approach keeps hardware behavior explicit while still providing structure and type safety.

7.3 HAL Structure and Layering

A well-designed HAL is typically structured in layers:

* Register definitions
* Peripheral-level abstractions

* Board-level configuration
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7.3.1 Register Layer

The register layer defines:
* Memory-mapped addresses
* Bit masks
* Hardware-specific constants

This layer contains no logic. It exists purely to describe hardware accurately.

7.3.2 Peripheral Layer

The peripheral layer provides:
» Safe access functions
* Minimal behavior encapsulation
* Clear mapping to hardware operations

This is where most HAL logic resides.

7.3.3 Board Support Layer

The board support layer configures:
* Pin assignments
* Clock trees
* Peripheral routing

This layer adapts generic peripherals to a specific hardware board.
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7.4 Testability and HAL Design

A properly designed HAL enables testing without compromising performance.

7.4.1 Separating Interface from Implementation

Hardware access should be isolated behind narrow, well-defined interfaces.

class Gpio {
public:
void set ();
void clear();

}i

The implementation can be replaced during testing, while production builds use the real

hardware mapping.

7.4.2 Host-Based Testing

By isolating hardware access, application logic can be compiled and tested on desktop systems.

Benefits include:
* Faster development cycles
* Easier fault injection
* Improved coverage of edge cases

The HAL acts as a seam between logic and hardware.
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7.5 Common HAL Anti-Patterns

Several recurring mistakes undermine HAL effectiveness:

* Over-generalized interfaces

Hidden dynamic allocation

* Runtime configuration instead of compile-time

Excessive layering

* Framework-style designs

A HAL should be:

e Narrow

Explicit

Hardware-aware

Performance-transparent

7.6 Design Principles Summary
A correct HAL for embedded C++ systems follows a small set of strict principles:
* Separate hardware access from application logic

* Keep abstractions inlineable and transparent

* Avoid virtual functions in performance-critical paths
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* Preserve direct visibility of register-level behavior

* Prefer compile-time configuration over runtime indirection

The HAL is not a convenience layer. It is an architectural boundary that defines how software
and hardware coexist.
When designed with discipline, a HAL enables portability and maintainability without

sacrificing the qualities that embedded systems depend on most: predictability, performance, and
control.



Chapter 8

Testing Embedded C++ Code

Testing is one of the most neglected aspects of embedded software development, often due to
misconceptions about feasibility, cost, or tooling. In reality, the majority of defects in embedded
systems originate not from hardware interaction itself, but from logic, state handling, and
incorrect assumptions about behavior under edge conditions.

Effective testing of embedded C++ code is therefore not optional. It is a prerequisite for building
systems that are reliable, maintainable, and safe over long operational lifetimes.

This chapter explains how embedded C++ code can be tested rigorously by separating logic
from hardware, leveraging host-based testing, and applying disciplined design techniques that

preserve performance and predictability.

8.1 Why Testing Embedded Systems Is Different

Embedded systems differ fundamentally from desktop and server software in how failures
manifest and how difficult they are to diagnose.

Key challenges include:

* Limited observability at runtime

77
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* Lack of rich debugging tools in deployed environments
* Timing-dependent and concurrency-related failures

» Hardware-specific behavior that cannot be reproduced easily

As aresult, defects discovered late in development or after deployment are significantly more
expensive to fix.
Testing must therefore shift as much verification effort as possible to environments where

failures are easier to observe, reproduce, and analyze.

8.2 Host-Based Testing

Host-based testing refers to compiling and running embedded code on a desktop system (Linux,
Windows, or macOS) instead of on the target hardware.

Contrary to common belief, a large portion of embedded software can be tested this way.

8.2.1 What Can Be Tested on the Host

The following components are ideal candidates for host-based testing:
* Business and control logic

¢ State machines

Protocol parsers and encoders

Scheduling and timing logic (with simulated clocks)

Error handling paths

These components typically do not require direct access to hardware and can be validated

independently.
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8.2.2 Benefits of Host-Based Testing

Host-based testing offers several decisive advantages:

Fast test execution

Rich debugging tools

Deterministic and repeatable environments

Easier fault injection

High test coverage at low cost

A failing test on a host system is far easier to diagnose than a failure on a deployed embedded

device.

8.2.3 Example: Testing a State Machine on the Host

class Controller {
public:

enum class State { Idle, Running, Error };

void start () {
if (state_ == State::Idle) {

state_ = State::Running;

void fail() {

state_ = State::Error;
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State state () const ({

return state_;

private:
State state_{State::Idle};
}i

This class can be tested entirely on the host, without any embedded hardware involvement.

void test_start_transition() {
Controller c;
c.start ();

assert (c.state() == Controller::State::Running);
Such tests verify logic correctness early, before hardware integration complicates diagnosis.

8.3 Separating Logic from Hardware

The key enabler for testable embedded software is the strict separation of logic from hardware
access.
Hardware interaction should be isolated behind narrow interfaces, while the majority of the

system operates purely on abstract behavior.

8.3.1 The Hardware Isolation Principle

The guiding principle is simple:
Application logic must not depend directly on hardware registers.

Instead, logic depends on interfaces that represent behavior, not implementation.
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8.3.2 Interface-Based Design

Consider a sensor interface:

class Sensor {

public:
virtual int read() = 0;
virtual "“Sensor() = default;

}i
Application logic interacts only with this interface:

class Monitor ({
public:
explicit Monitor (Sensor& sensor)

sensor_ (sensor) {}

bool is_over_limit (int limit) {

return sensor_.read() > limit;

private:

Sensoré& sensor_;

}i

The logic is now independent of how sensor data is obtained.

8.3.3 Production vs Test Implementations
On the target system, the interface is backed by real hardware:

class HardwareSensor : public Sensor {
public:

int read() override {
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return *reinterpret_cast<volatile intx>(0x40001000) ;

i
For host-based testing, a mock implementation is used:

class MockSensor : public Sensor {

public:
explicit MockSensor (int value)

value_ (value) {}

int read() override {

return value_;

private:

int value_;

i
This allows logic to be tested deterministically:

void test_over_limit () {
MockSensor sensor (42);
Monitor monitor (sensor);

assert (monitor.is_over_limit (40));

8.3.4 Avoiding Hidden Dependencies

A common testing failure occurs when hardware access is hidden inside logic classes.

Typical mistakes include:

» Reading registers directly inside business logic
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» Using global hardware objects
* Performing I/O inside constructors

Such designs make testing difficult or impossible and tightly couple logic to a specific platform.

8.4 Testing Without Virtual Functions

While virtual interfaces are useful for testing, they are not always acceptable in embedded
systems, especially in performance-critical paths.

Modern C++ offers alternatives.

8.4.1 Template-Based Dependency Injection

template<typename SensorT>
class Monitor {
public:
explicit Monitor (SensorT& sensor)

: sensor_ (sensor) {}

bool is_over_limit (int limit) {

return sensor_.read() > limit;

private:
SensorT& sensor_;

i
This approach:
* Avoids virtual dispatch

* Enables full inlining
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* Preserves testability

Both hardware and mock sensors can be used without runtime overhead.

8.4.2 Compile-Time Substitution

Different implementations can be selected at compile time:

#ifdef HOST_TEST

using ActiveSensor = MockSensor;
#else

using ActiveSensor = HardwareSensor;
#endif

This keeps production binaries clean while enabling full host-based testing.

8.5 Testing Timing and Concurrency Logic

Timing and concurrency logic can also be tested on the host by abstracting time sources and

synchronization mechanisms.

8.5.1 Abstracting Time

class Clock {
public:

virtual uint32_t now() = 0;
}i

Mock clocks allow time to be controlled deterministically:

class MockClock : public Clock {
public:
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uint32_t now() override { return time_; }

void advance (uint32_t delta) { time_ += delta; }

private:
uint32_t time_{0};
i

This enables precise testing of time-dependent behavior without relying on real timers.

8.6 Target-Based Testing

While host-based testing covers most logic, some aspects must still be tested on real hardware:

Peripheral configuration

Electrical behavior

Interrupt latency

DMA and cache interactions

Target-based tests are typically:
* Fewer in number
* Focused on integration
* More expensive to execute

Their effectiveness increases dramatically when the majority of defects have already been

eliminated through host-based testing.
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8.7 Design Principles Summary

Effective testing of embedded C++ systems relies on a small number of disciplined design

principles:

Separate logic from hardware access

Test most code on the host system

Isolate hardware behind narrow interfaces

Use mocks or templates for substitution

Reserve target testing for hardware-specific behavior

Testing embedded software is not about simulating hardware perfectly. It is about validating
logic, assumptions, and behavior as early and as cheaply as possible.
C++ provides the mechanisms needed to achieve this separation. Whether they are used

correctly is a matter of design discipline, not tooling limitations.



Chapter 9

Build Systems and Toolchains

In embedded systems, the build system is not a secondary concern. It is an integral part of the
software architecture.

Unlike general-purpose software, embedded applications depend directly on the compiler, linker,
startup code, and binary layout to function correctly. A misconfigured build can lead to subtle
failures such as memory corruption, incorrect initialization, broken interrupts, or undefined
behavior that is extremely difficult to diagnose.

This chapter explains how build systems and toolchains shape embedded C++ programs, why
cross compilation must be treated as an engineering discipline, and how linker scripts define the

true memory model of an embedded system.

9.1 Cross Compilation

Embedded software is almost always built on a host system that differs from the target system.
This process is known as cross compilation.
The host machine (developer workstation) runs the compiler, while the generated binary executes

on a different architecture, often with a different instruction set, ABI, and memory model.

87



88

9.1.1 Why Cross Compilation Is Fundamentally Different

In embedded development:

The target CPU may not support all language features

The runtime environment may be minimal or nonexistent

Standard libraries may be partially unavailable

Startup and shutdown behavior must be supplied manually

As a result, the compiler toolchain must be configured with far greater precision than in desktop

environments.

9.1.2 Compiler Flags as Architectural Decisions

Compiler flags are not merely optimization switches. They define fundamental properties of the
generated code.

Key categories include:

Target Architecture

Instruction set (e.g., ARM, Thumb, RISC-V)

CPU variant and extensions

¢ Endianness

Floating-point model

Incorrect architecture flags can produce binaries that execute incorrectly or not at all.
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Language and Runtime Control Embedded C++ projects typically disable or restrict certain

language features:

Exceptions

RTTI

Thread-local storage
* Dynamic initialization where possible

These decisions directly affect code size, runtime behavior, and predictability.

Optimization and Debug Trade-offs Optimization levels influence:
* Execution speed
* Code size
* Debuggability
* Timing behavior

In embedded systems, optimization is often enabled even during debugging, because

unoptimized code may not meet timing requirements.

9.1.3 Cross-Compilation Toolchains
A typical embedded toolchain consists of:

* Cross compiler (C/C++)

» Assembler

¢ Linker
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* Binary utilities (objdump, objcopy, nm)
Each component must target the same ABI and architecture. Mixing incompatible tools is a

common source of failure.

9.1.4 Build Systems as Knowledge Encoders

The build system encodes:
* How code is compiled
* How it is linked
* Where it is placed in memory
* Which features are enabled or disabled

For embedded projects, build scripts must be treated as first-class engineering artifacts, reviewed

and versioned with the same rigor as source code.

9.2 Startup Code and Runtime Initialization

Before main () executes, a sequence of critical steps occurs. In embedded systems, this

sequence is not provided automatically by the operating system. It must be explicitly defined.

9.2.1 Responsibilities of Startup Code

Startup code typically performs:

* Stack pointer initialization

* Data segment initialization
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Zero-initialization of BSS

Hardware-specific setup (clocks, watchdogs)

* Invocation of global constructors

Transfer of control to main ()

Any omission or ordering error can lead to undefined behavior.

9.2.2 C++ Static Initialization

C++ introduces global and static object initialization. In embedded systems, this must be

handled carefully:

« Initialization order must be deterministic
* Constructors must not rely on uninitialized hardware

* Dynamic initialization should be minimized

The startup code and linker cooperate to ensure that constructors are called correctly and exactly

once.

9.3 Linker Scripts

In embedded systems, the linker script defines the actual memory model of the program.
The C++ language describes objects abstractly. The linker determines where those objects reside

physically.

The linker script, not the source code, decides what runs where.
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9.3.1 Why Linker Scripts Matter

Embedded systems often have multiple memory regions:

Flash or ROM

SRAM

Tightly coupled memory (TCM)

Non-initialized retention memory

Each region has different performance, access rules, and lifetime semantics.

The linker script maps:

Code sections

Data sections

Stack

* Heap

Special-purpose buffers
Incorrect mapping leads to:

* Hard faults

* Corrupted data

* Performance degradation
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9.3.2 Sections and Symbols

C++ objects are placed into sections such as:

* _.text
e .data
e .bss

* .rodata
The linker script defines:
* Where each section is placed
* Its alignment
* Its size constraints

It also defines symbols used by startup code to initialize memory correctly.

9.3.3 Controlling Object Placement

Embedded systems often require explicit placement of certain objects.

__attribute_ ((section(".dma_buffer")))

uint8 t dma_buffer([512];

The linker script then places . dma buffer into a region suitable for DMA access.

This technique is essential for:

* DMA descriptors
¢ Fast-access data

¢ Retained state across resets
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9.3.4 Stack and Heap Definition

Unlike desktop systems, embedded systems have fixed stack and heap sizes.

The linker script defines:
* Stack start and end
* Heap boundaries
* Guard regions
This makes stack and heap usage:
* Predictable
* Measurable

¢ Auditable

9.3.5 Link-Time Optimization

Modern toolchains support link-time optimization (LTO), which allows the linker to perform
whole-program optimization.

Benefits include:
* Improved inlining across translation units
* Dead code elimination
* Reduced binary size

In embedded systems, LTO can significantly reduce flash usage, but must be validated carefully

to ensure timing behavior remains acceptable.
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9.4 Build Configuration Strategies

Embedded projects typically maintain multiple build configurations:

Debug builds with instrumentation

Release builds with full optimization

Test builds for host execution

Production builds with strict constraints

Each configuration must:
* Be reproducible
* Be documented
* Produce predictable binaries

Configuration drift is a common source of embedded failures.

9.5 Design Principles Summary

Build systems and toolchains are part of the embedded system itself.

Key principles include:

* Treat compiler and linker configuration as architecture

Control startup behavior explicitly

Use linker scripts to define the true memory model

Make memory layout visible and verifiable
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* Ensure builds are reproducible and auditable

In embedded C++, correctness does not end at the source code. It extends through the compiler,
linker, and binary layout.
Understanding and controlling the build system is therefore a core competency for every

embedded C++ engineer.



Chapter 10

Common Failure Patterns

Embedded systems rarely fail in obvious ways. Most failures emerge from subtle design
mistakes that pass initial testing, survive early integration, and only surface after prolonged
operation or under specific environmental conditions.

This chapter documents recurring failure patterns observed across embedded C++ projects of
varying scale. These patterns are not theoretical—they are drawn from real systems that failed in
production due to avoidable architectural and design errors.

Understanding these patterns is as important as mastering language features. Many embedded
failures are not caused by incorrect syntax or logic, but by incorrect assumptions about memory,

initialization, timing, and abstraction cost.

10.1 Hidden Heap Usage

One of the most common and dangerous failure patterns in embedded C++ systems is

unintended dynamic memory allocation.
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10.1.1 Why Hidden Allocation Is Dangerous

Hidden heap usage undermines the core guarantees that embedded systems rely on:
* Predictable execution time
* Bounded memory usage
* Long-term stability

Dynamic allocation may:

* Fragment the heap over time
* Fail unpredictably

* Introduce unbounded latency

These effects often appear only after hours or days of uptime.

10.1.2 Common Sources of Hidden Allocation

Hidden allocation often enters systems through:

Standard library containers (e.g., std: : vector, std: : string)

Polymorphic object creation

Exception handling mechanisms

Third-party libraries not designed for embedded use

std::string name = "sensor";

name += "_active"; // may allocate

Such code appears harmless, but may perform heap allocation depending on implementation and

size.
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10.1.3 Detection and Prevention

Effective strategies include:

Overriding global new and delete

Auditing allocation paths explicitly

* Enforcing a “no allocation after startup” policy

Using fixed-capacity alternatives

Hidden allocation should be treated as a defect, not a performance concern.

10.2 Static Initialization Order Fiasco

C++ allows global and static objects to be initialized before main () executes. However, the
order of initialization across translation units is undefined.

This leads to one of the most notorious failure patterns in C++ systems.

10.2.1 The Problem

Consider two global objects in different translation units, each depending on the other during

initialization. The initialization order is unspecified, leading to undefined behavior.

// file_a.cpp
Logger logger;

// file_b.cpp

Device device (logger);

If device initializes before 1ogger, the program may fail silently or corrupt state.



100

10.2.2 Why This Is Worse in Embedded Systems

In embedded environments:

* Debugging startup failures is difficult
* Failures may manifest as hard faults

* Initialization happens only once after reset

This makes static initialization bugs particularly expensive.

10.2.3 Mitigation Strategies

Recommended approaches include:

Avoid global objects with non-trivial constructors

Use function-local statics with controlled initialization

Perform initialization explicitly in startup code

Use dependency injection at runtime

Logger& get_logger () |
static Logger logger;
return logger;

}

Explicit initialization eliminates undefined ordering.

10.3 Over-Abstraction

Abstraction is essential for maintainability, but excessive abstraction is a frequent cause of

embedded failures.
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10.3.1 Symptoms of Over-Abstraction

Over-abstracted systems often exhibit:

Deep call stacks

Obscured control flow

¢ Excessive indirection

Difficulty in tracing hardware behavior

These systems are hard to analyze, hard to debug, and hard to optimize.

10.3.2 The Cost of Abstraction in Embedded Systems
Unlike desktop systems, embedded platforms have:

* Limited instruction cache

* Tight timing constraints

* Limited debugging visibility

Abstractions that introduce additional layers, even if “clean,” may violate real-time guarantees.

10.3.3 Practical Guidance

Abstraction should be:
¢ Minimal
¢ Inlineable

* Transparent
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If an abstraction prevents an engineer from determining:
* Which registers are accessed
* How long an operation takes
* When memory is touched

then it is likely too heavy for embedded use.

10.4 Excessive Templates

Templates are a powerful tool in embedded C++, but excessive or unrestrained use introduces its

own class of failures.

10.4.1 Failure Modes

Excessive template use can lead to:

Code size explosion

* Excessive compile times

Reduced debuggability

Cryptic compiler diagnostics

In deeply embedded systems, code size growth alone may make a system unviable.

10.4.2 Template Instantiation Cost

Each template instantiation generates separate code. Uncontrolled instantiation across many

types or parameters can quickly exceed flash limits.
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10.4.3 Balanced Usage

Templates should be used to:
* Enforce correctness
* Enable compile-time configuration
* Eliminate runtime overhead

They should not be used to:
* Recreate dynamic frameworks
* Maximize genericity without need
* Obscure control flow

Explicit instantiation and careful scoping help control template-related growth.

10.5 Ignoring Hardware Timing

One of the most subtle and damaging failure patterns is ignoring hardware timing behavior.

10.5.1 Timing Is a Functional Requirement

In embedded systems, timing correctness is part of functional correctness.

A program that produces correct output but violates timing constraints is incorrect.

10.5.2 Common Timing Mistakes

Typical errors include:
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* Assuming operations are “fast enough”

* Ignoring interrupt latency

Failing to account for cache effects

Blocking in time-critical paths

These issues often escape unit testing and appear only under load or stress.

10.5.3 Designing With Timing in Mind
Effective strategies include:

* Measuring execution time explicitly

* Keeping interrupt handlers minimal

* Avoiding unbounded loops in critical paths

» Treating worst-case execution time as a design input

Timing assumptions must be documented, measured, and revisited whenever the system changes.

10.6 Compound Failure Effects

In real systems, failure patterns rarely occur in isolation.

For example:

¢ Hidden allocation combined with static initialization
* Over-abstraction combined with timing sensitivity

* Excessive templates combined with code size limits

Such combinations amplify risk and make failures harder to diagnose.
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10.7 Design Principles Summary

Most embedded failures stem from a small number of recurring design mistakes.

Key principles for avoidance include:

Make memory usage explicit and bounded

Control initialization order deliberately

Prefer clarity over abstraction depth

Use templates judiciously

Treat timing as a first-class requirement

Embedded C++ systems reward restraint, discipline, and transparency.
Many failures are preventable—not through more testing, but through better architectural

decisions made early in the design.



Conclusion

C++ is not too complex for embedded systems. What fails embedded systems is not the
language, but insufficient understanding of its guarantees, its costs, and its responsibilities.
Embedded development demands a level of discipline that goes beyond writing code that merely
compiles or appears to work. It requires engineers to reason about memory, initialization order,
timing behavior, concurrency, and binary layout—often simultaneously. C++ does not remove
these concerns; it exposes them clearly and places them under the engineer’s control.

This exposure is frequently misinterpreted as complexity. In reality, it is transparency.

When used with discipline and intent, C++ provides capabilities that few other languages can

match in the embedded domain:

* Maximum performance, through zero-overhead abstractions and precise control over

generated machine code

* Predictable behavior, through deterministic object lifetime, explicit memory

management, and analyzable execution paths

* Long-term maintainability, through strong typing, structured design, and compile-time

verification

Throughout this booklet, a consistent theme has emerged: successful embedded C++ systems are
not built by avoiding the language, nor by using all of it indiscriminately, but by selecting and

applying its features with engineering judgment.
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Templates are powerful when used to enforce correctness at compile time, and dangerous when
used to pursue unnecessary generality. Object-oriented design improves clarity when it models
real hardware or system structure, and becomes harmful when it obscures timing or ownership.
Abstractions are valuable only when they remain transparent and inlineable. Memory
management must be explicit, bounded, and verifiable. Concurrency must be treated as a
first-class design concern, not an afterthought.

The role of the engineer, therefore, is central. C++ does not protect embedded systems from
poor decisions, but it does reward careful ones. It allows systems to scale—from simple
bare-metal controllers to complex real-time platforms—without abandoning control,
performance, or predictability.

Embedded systems ultimately exist at the intersection of software and physical reality. They
interact with clocks, voltages, sensors, actuators, and time itself. Engineers working in this
domain must understand not only the syntax of C++, but also the hardware beneath it, the
toolchains that translate it, and the runtime environment in which it executes.

Those who invest in this understanding gain more than technical proficiency. They gain the
ability to build systems that endure: systems that behave correctly under stress, that remain
maintainable over long product lifetimes, and that fail rarely—and predictably when they do.

That is the true promise of C++ in embedded systems.



Appendices

The appendices of this booklet serve a different purpose than the main chapters. They are not
explanatory narratives, but practical reference material intended for repeated use.

These sections are designed to support:

Architecture and design reviews

Code audits

Safety and reliability assessments
* Long-term maintenance decisions

They summarize the principles discussed throughout the booklet in a form suitable for

day-to-day engineering work.

Appendix A: Embedded C++ Design Checklist

This checklist is intended to be applied before integration, before release, and whenever a
significant architectural change is introduced.

Each item represents a failure mode observed repeatedly in real embedded systems.
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Memory and Allocation

* Is every dynamic allocation intentional and documented?

Are allocation sites limited to well-defined phases (e.g., startup only)?

* Is heap usage bounded and auditable?

Are fixed-size buffers preferred over unbounded containers?

Is stack usage measured and verified under worst-case conditions?

Object Lifetime and Ownership

* Are object lifetimes explicit and deterministic?

 Are ownership relationships clear and documented?

Are global and static objects minimized?

Is static initialization order controlled or avoided?

Are RAII patterns used appropriately and conservatively?

Hardware Access

* Is hardware access isolated behind a clear abstraction boundary?

* Are register-level operations visible and traceable?

Is volatile used only for hardware registers?

* Are memory barriers applied where required?

Are DMA and cache interactions explicitly handled?
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Interrupts and Concurrency

* Is interrupt code minimal and bounded in execution time?

Are dynamic allocation and blocking operations forbidden in ISRs?

Is shared state protected explicitly and correctly?

Are critical sections short and deterministic?

* Are concurrency assumptions documented and reviewed?

Timing and Real-Time Behavior

* Are timing constraints treated as functional requirements?

* Is worst-case execution time considered in design decisions?

Are blocking operations avoided in time-critical paths?

Is interrupt latency measured or bounded?

* Are timing assumptions validated on target hardware?

Build and Toolchain Integrity

* Are compiler and linker flags reviewed and justified?

* Is startup code understood and audited?

Does the linker script reflect the intended memory model?

Are build configurations reproducible and documented?

Is code size monitored and controlled?
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This checklist should not be treated as optional guidance. Any unchecked item represents a

potential source of failure.
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Appendix B: Recommended Language Subset

C++ is a large language, but embedded systems benefit from a deliberately constrained subset.
The goal is not to limit expressiveness, but to preserve predictability, analyzability, and clarity.
The recommendations below reflect common industry practice for embedded systems developed
between 2024 and 2025.

Core Language Version

* Prefer the C++17 or C++20 core language
* Adopt newer standards selectively and intentionally

* Avoid features not supported consistently by the toolchain

C++17 provides a strong balance between modern features and widespread embedded compiler

support. C++20 adds valuable compile-time capabilities but should be introduced cautiously.

Language Features to Prefer

* constexpr and consteval for compile-time logic

Templates for configuration and policy-based design

Strong types for units, states, and hardware values

RAII for deterministic resource management

* enum class for type-safe enumerations

These features improve correctness without introducing runtime cost.
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Language Features to Restrict or Avoid
* RTTI, unless explicitly required and justified

* Exceptions in hard real-time or interrupt contexts

Unbounded dynamic allocation
* Deep inheritance hierarchies
* Heavy runtime polymorphism

These features introduce uncertainty in memory usage, timing behavior, or code size.

Standard Library Usage
* Use standard library components only when their behavior is fully understood on the target
* Avoid containers with hidden allocation unless capacity is fixed
* Prefer algorithms and utilities that compile away

* Audit library implementations for embedded suitability

The standard library is not forbidden, but it must be used deliberately.

Concurrency and Atomics
* Use std: :atomic only when supported and lock-free
* Prefer explicit critical sections where appropriate
* Avoid complex memory ordering unless absolutely necessary

* Document all concurrency assumptions

Concurrency is a system-level concern, not a language feature alone.
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General Guiding Principle

Every C++ feature used in an embedded system must justify itself in terms of

predictability, clarity, and long-term maintainability.

A smaller, well-understood subset is more powerful than unrestricted language usage.

Final Note

These appendices are intended to evolve alongside the system. They should be updated as the
architecture grows, the toolchain changes, or new constraints are introduced.

In embedded C++, discipline is not a one-time decision. It is a continuous practice.



References

This booklet is grounded in established standards, architecture manuals, and long-standing
engineering literature. The references listed here are not intended as a reading list to be
consumed sequentially, but as authoritative sources that inform correct design decisions, validate
assumptions, and resolve ambiguities encountered in real embedded C++ systems.

Where possible, references are grouped by their role in the engineering process rather than by

publisher or vendor.

ISO C++ Standard Documents

The ISO C++ standards define the language semantics, object lifetime rules, memory model, and
compile-time behavior that all conforming C++ implementations must follow.

For embedded systems, the standard is particularly important for:

Object initialization and destruction rules

Undefined and implementation-defined behavior

The C++ memory model and atomics

Compile-time evaluation guarantees
Relevant documents include:
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* ISO/IEC 14882 (C++17, C++20, C++23)
* Official defect reports and clarifications
* Working draft papers for upcoming standards

Embedded engineers should be familiar with the rules defined by the standard, even when

working with non-hosted or freestanding environments.

Embedded Systems Architecture Manuals

Architecture manuals describe the execution model, memory hierarchy, interrupt behavior, and
instruction set of the target processor.

They are essential for understanding:

Interrupt latency and prioritization

Memory ordering and barriers

Cache behavior and coherency

Atomic operation guarantees

Typical architecture references include:
* ARM Architecture Reference Manuals
e RISC-V Privileged and Unprivileged Specifications
» Vendor-specific CPU core documentation

C++ code that ignores architectural details cannot be considered correct in embedded systems.
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Microcontroller and SoC Reference Manuals

Microcontroller and System-on-Chip (SoC) reference manuals describe the concrete hardware
that embedded software controls.

These documents define:
* Memory-mapped register layouts
* Peripheral behavior and side effects
* Clock trees and power domains
* Reset and startup behavior
They are the definitive source for:
» Correct register access
* Required initialization sequences

* Timing constraints for peripherals

DMA and interrupt interaction

No hardware abstraction layer or driver can be considered correct unless it can be traced directly

back to these manuals.

Compiler Documentation

Compiler documentation explains how the C++ language is translated into machine code for a
specific target.

It is critical for understanding:
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Supported language features

Optimization behavior

Code generation patterns
* Diagnostics and warnings
Embedded engineers should consult:
* Compiler user manuals
» Optimization and code-generation guides
 Target-specific compiler notes

Assuming compiler behavior without verification is a common source of subtle embedded bugs.

ABI and Calling Convention Documentation

Application Binary Interface (ABI) documentation defines how compiled code interacts at the
binary level.

This includes:

* Function calling conventions

* Register usage and preservation

* Stack layout and alignment

* Exception and unwinding metadata (when enabled)
ABI references are essential when:

* Mixing C and C++ code
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* Writing startup or interrupt code
* Interfacing with assembly
* Debugging low-level failures

A correct understanding of the ABI is mandatory for system-level embedded development.

Linker and Binary Format Documentation

Linker documentation describes how object files are combined into a final executable image.

These references explain:

Section placement and alignment

Symbol resolution

Linker scripts and memory maps

Binary formats such as ELF

For embedded systems, the linker is responsible for:
* Defining the true memory layout
* Initializing data correctly
* Enforcing memory constraints

Understanding linker behavior is essential for controlling startup, memory usage, and long-term

system stability.
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Real-Time Systems Design Literature

Real-time systems literature provides the theoretical and practical foundation for timing
correctness.

These sources address:
* Scheduling theory
* Worst-case execution time analysis
* Priority inversion and mitigation
* Real-time concurrency models

Such literature is essential when building systems with hard or firm real-time requirements.
C++ usage in embedded systems must be evaluated not only for functional correctness, but also

for its impact on timing guarantees.

Safety-Critical and Industry Guidelines

Many embedded systems operate under regulatory or safety-critical constraints.

Relevant references include:

» Safety standards for embedded software

* Industry coding guidelines for C++

* Certification and compliance documentation
These documents inform:

» Language subset selection
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* Coding rules and restrictions
* Verification and validation processes

Even when certification is not required, these guidelines represent mature engineering practice.

Final Remark on References

No single document can replace engineering judgment. However, embedded C++ systems that
ignore standards, architecture manuals, and authoritative documentation inevitably rely on
assumptions rather than facts.

The references listed here represent the foundation upon which predictable, maintainable, and
long-lived embedded systems are built.

Engineers are encouraged to treat these sources not as optional background material, but as

active tools in daily design and review work.
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