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Author’s Preface

Chapter Goals

* Explain the motivation behind writing this book.

* Define the intended audience and expected background.

Clarify the scope, philosophy, and constraints of the material.

Establish how the reader should approach the book.

Required Knowledge Before Reading

* Professional experience with Modern C++ (at least C++17).
* Familiarity with templates, RAII, and basic multithreading.

* Willingness to reason precisely about correctness and guarantees.

Core Explanation

This book was written to address a persistent and costly gap in professional C++ practice: the

misunderstanding of concurrency as a collection of tools rather than a rigorously defined

21
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execution model.

Over the past decade, C++ has evolved into one of the most formally specified concurrent
programming languages in existence. Beginning with C++11, the language adopted a precise
memory model, well-defined atomic semantics, and a portable concurrency abstraction that
rivals academic systems in expressive power. Yet, despite this, many production systems
continue to rely on folklore, trial-and-error, and platform-specific behavior.

This book exists to correct that trajectory.

The goal is not to teach concurrency as a set of tricks, patterns, or recipes, but as an

engineering discipline grounded in:
* Formal guarantees provided by the ISO C++ standard.
* Explicit reasoning about happens-before relationships.
* Clear separation between correctness and performance.

* Disciplined avoidance of undefined behavior.

Every concept presented in this book is derived exclusively from standard C++ facilities. No
operating-system APIs, no third-party libraries, and no implementation-specific shortcuts are
used. This constraint is intentional: only by working within the standard can correctness be

reasoned about portably and durably.

What This Book Is Not

This book is intentionally not:

* A beginner-level introduction to threading.

* A catalog of lock-free algorithms without explanation.
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* A performance-tuning manual divorced from correctness.

* A survey of platform-specific concurrency primitives.

Readers looking for quick fixes or minimal-effort solutions will not find them here.

Concurrency is unforgiving, and this book treats it with the seriousness it demands.

How to Read This Book

The book is structured from first principles toward advanced engineering case studies. Later
chapters assume mastery of earlier material, especially the C++ memory model and atomic
semantics.

Recommended reading approach:

1. Read sequentially on first pass.
2. Revisit early chapters when encountering subtle issues later.
3. Compile and run all examples.

4. Treat exercises as mandatory, not optional.

Concurrency understanding compounds. Skipping foundations will eventually lead to incorrect

conclusions.
Design Philosophy

Three principles guided the writing of this book:

* Correctness before performance: Performance gains that violate the standard are bugs,

not optimizations.
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» Explicit reasoning over intuition: Intuition fails under concurrency; formal reasoning

does not.

» Standard-first engineering: If the standard does not guarantee it, the program is

incorrect.

These principles are applied consistently, even when they lead to less fashionable or less

concise solutions.

Common Mistakes Addressed by This Book

* Assuming data races are merely performance issues.

Believing atomic operations are implicitly synchronized.

Treating mutexes as interchangeable with atomics.

Confusing compiler behavior with language guarantees.

* Optimizing before establishing correctness.

Each of these mistakes is addressed directly and repeatedly throughout the chapters that follow.

Safety Checklist for the Reader

* Do not rely on examples you do not fully understand.
* Question every assumption about ordering and visibility.
* Verify claims against the standard.

* Prefer simple, provably correct designs.
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Key Takeaways

C++ concurrency is precise, not ad hoc.
Correctness is a property that must be proven, not assumed.
The ISO C++ standard is the ultimate authority.

Mastery requires patience, rigor, and discipline.

Exercises

. Reflect on a past concurrency bug you encountered and identify which guarantee was

violated.

Expected outcome: awareness of formal failure modes.

. Identify which parts of your current codebase rely on unspecified or

implementation-defined behavior.

Expected outcome: risk assessment skills.

. Write down your current mental model of memory ordering and compare it later after

completing Part II.

Expected outcome: measurable conceptual growth.

. List concurrency features you use frequently and map them to their standard guarantees.

Expected outcome: disciplined API usage.

. Commit to compiling all examples in this book.

Expected outcome: practical reinforcement of theory.



General Introduction

Chapter Goals

* Establish a precise definition of concurrency in Modern C++.
* Clarify the motivation and necessity of a standard-centric approach.
* Define the scope and boundaries of the material.

» Align reader expectations with the rigor required by the subject.

Required Knowledge Before Reading

¢ Solid command of Modern C++ (C++17 or later).
* Practical experience with templates, RAII, and object lifetimes.
* Familiarity with basic threading concepts such as threads and mutexes.

» Willingness to engage with formal reasoning and specification-driven design.

26



27

Core Explanation

Concurrency is no longer a specialized domain reserved for operating systems or
high-performance computing. In modern software systems, concurrency is the default
execution model. Applications interact with networks, storage devices, user interfaces, and
hardware accelerators, all of which impose concurrent execution whether the programmer
intends it or not.

C++ is unique among mainstream programming languages in that it exposes concurrency with

explicit, formal guarantees. Since C++11, the language defines:

* A precise memory model.

Well-specified atomic operations.

Portable synchronization primitives.

Clear rules for data races and undefined behavior.

This book is built on the premise that professional C++ developers must understand these
guarantees not superficially, but mechanically. The difference between a correct concurrent
program and an incorrect one is often a single missing ordering constraint or an unjustified
assumption about visibility.

The central thesis of this book is simple:

Concurrency correctness is not intuitive; it is specified.

Therefore, intuition must be replaced—or at least constrained—by rigorous reasoning

grounded in the ISO C++ standard.
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Why Another Book on C++ Concurrency

Most existing material on C++ concurrency falls into one of three categories:

* API-level introductions that stop at std: : thread and std: :mutex.
* Pattern collections that present solutions without formal justification.

* Performance-focused discussions that implicitly assume correctness.

This book deliberately avoids all three approaches.
Instead, it treats concurrency as an engineering discipline with the same standards of proof
expected in areas such as numerical computing, cryptography, or compiler construction.

Every construct is introduced with:

* Its formal meaning.
* The guarantees it provides.

* The guarantees it explicitly does not provide.

Standard-Only Constraint

A defining constraint of this book is the exclusive use of ISO C++ standard facilities.

This means:

* No platform-specific APIs.
* No reliance on operating-system scheduling behavior.

* No third-party concurrency libraries.
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This constraint is not a limitation but a strength. It ensures that every example, argument, and
conclusion remains valid across compilers, platforms, and future standard revisions.

If a property cannot be derived from the standard, it is treated as nonexistent.

Evolution from C++11 to C++26

The time span covered by this book reflects a deliberate choice. C++ concurrency did not
appear fully formed in C++11; it has evolved steadily through C++14, C++17, C++20, C++423,
and into C++26.

Key themes in this evolution include:

* Increasing expressiveness without sacrificing determinism.
* Better composition of cancellation, execution, and lifetime management.

* Stronger abstractions built atop the same core memory model.

Understanding modern facilities such as std: : jthread, stop_token, and execution-related
abstractions requires a firm grasp of the foundational rules introduced in C++11. This book

builds that foundation explicitly.

Common Misconceptions Addressed Early
Before proceeding, several misconceptions must be discarded:
* Data races are not recoverable errors; they invalidate the program.

* Atomics do not imply synchronization unless ordering is specified.

* Mutexes do not automatically establish global order.
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* Performance improvements that violate the memory model are bugs.

These points are revisited repeatedly, not for emphasis, but because they are the root cause of

most concurrency failures in production systems.

Safety Checklist for the Reader

* Assume nothing about execution order without proof.
* Treat undefined behavior as catastrophic, not hypothetical.
* Read code examples as proofs, not recipes.

 Prefer explicitness over cleverness.

Key Takeaways
* Concurrency in C++ is a formally defined system.

* Correctness precedes performance.

The ISO C++ standard is the only reliable authority.

» Mastery requires disciplined reasoning, not intuition.

Exercises

1. Identify a concurrent component you have written and list its implicit assumptions about
ordering.

Expected outcome: awareness of hidden dependencies.
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. Review a past bug related to concurrency and classify it as a data race, ordering
violation, or lifetime issue.

Expected outcome: correct failure categorization.

. Write down your current definition of “thread-safe” and refine it after completing Part 1.

Expected outcome: precise terminology usage.

. Enumerate which parts of the C++ standard you rely on daily.

Expected outcome: conscious standard awareness.

. Commit to validating all concurrency assumptions against the standard.

Expected outcome: disciplined engineering mindset.



How to Use This Book

Chapter Goals

* Explain the intended reading strategies for different professional needs.

* (Clarify the structure, conventions, and assumptions used throughout the book.

Establish expectations regarding rigor, correctness, and reader responsibility.

* Provide guidance on navigating examples, proofs, and case studies.

Required Knowledge Before Reading

* Professional-level proficiency in Modern C++ (C++17 or later).
* Familiarity with templates, RAII, and deterministic object lifetimes.
* Prior exposure to basic multithreading concepts.

» Willingness to read specification-driven and formally reasoned material.

32



33

Core Explanation

This book is not designed to be read casually, nor is it intended as a language tutorial. It is a
technical reference and engineering guide for developers who already write C++ professionally
and who are now required to reason rigorously about concurrency, parallelism, and correctness.

Every chapter is written with the assumption that:
* You are responsible for the correctness of your programs.
* Undefined behavior is unacceptable in production systems.
» Performance optimizations are meaningless without correctness.

The book is structured to support multiple reading modes, depending on your immediate

objectives.

Reading Paths

Sequential Reading

Readers who wish to build a complete and coherent mental model should read the book
sequentially, from the foundational chapters through advanced engineering case studies.

This path emphasizes:
* Progressive construction of the C++ memory model.
* Gradual introduction of concurrency primitives.
* Explicit dependency between chapters.

Skipping early chapters is strongly discouraged, as later material relies on precise definitions

introduced earlier.
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Reference-Oriented Reading

Experienced practitioners may use the book as a reference by focusing on specific chapters or
appendices.

In this mode:
* Chapters are largely self-contained.
* Cross-references assume prior conceptual understanding.
* Formal terminology is used without reintroduction.

This approach is suitable when validating design decisions or reviewing correctness properties

of existing systems.

Problem-Driven Reading

If you are addressing a concrete concurrency problem—such as data races, deadlocks,
cancellation, or scalability bottlenecks—you may navigate directly to the relevant engineering
case studies.

However, even in this mode, you are expected to consult the foundational chapters when

encountering unfamiliar guarantees or constraints.

Structure of Chapters
Each technical chapter follows a consistent structure:

* Stated goals and scope.
* Required knowledge and mental model.

» Formal explanation grounded in the standard.
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» Executable examples.
» Explicit discussion of incorrect patterns.
 Safety checklists and takeaways.

This structure is intentional. It mirrors the reasoning process required to design, implement,

and validate concurrent systems.

Examples and Code Listings

All code examples in this book:
* Are written using only ISO C++ standard facilities.
* Are intended to compile as complete translation units.
* Favor clarity and correctness over brevity.

Examples are not presented as recipes to be copied blindly. They are mechanical
demonstrations of specific guarantees or failure modes.

If an example appears verbose, it is because brevity would obscure the reasoning.

Common Misuse of This Book

This book should not be used in the following ways:
* As a collection of concurrency tricks.
* As justification for unsafe optimizations.
* As a substitute for reading the standard when precision matters.

The intent is to train your reasoning, not replace it.
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Safety Checklist for the Reader

* Do not assume behavior not guaranteed by the standard.
 Treat every example as context-dependent.
* Verify understanding by modifying and re-running examples.

* Revisit foundational chapters when in doubt.

Key Takeaways
* This book prioritizes correctness over convenience.
* It assumes professional responsibility from the reader.
* Multiple reading paths are supported, but none bypass rigor.

* Understanding concurrency requires disciplined study.

Exercises

1. Identify your primary motivation for reading this book and choose a reading path.

Expected outcome: deliberate learning strategy.

2. Review a past concurrency issue you encountered and locate the chapter most relevant to
it.
Expected outcome: mapping problems to theory.

3. Skim the table of contents and mark chapters you expect to revisit.

Expected outcome: long-term reference planning.
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4. Commit to validating at least one concurrency assumption per chapter against the
standard.

Expected outcome: disciplined verification habit.

5. Decide which appendices are most relevant to your current projects.

Expected outcome: effective reference usage.



Conventions and Notation

Chapter Goals

* Define the formal conventions used throughout the book.
 Establish precise notation for concurrency, memory ordering, and execution.
* Eliminate ambiguity in terminology, diagrams, and code references.

* Align reader expectations with ISO C++ standard language.

Required Knowledge Before Reading

* Fluency in Modern C++ syntax and idioms.
* Familiarity with template notation and type traits.
* Basic exposure to multithreading and synchronization.

» Comfort reading specification-style technical prose.
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Core Explanation

Concurrency literature frequently suffers from ambiguity caused by informal language,
overloaded terms, and inconsistent notation. This book adopts a strict and uniform set of
conventions to ensure that every claim can be reasoned about precisely and traced back to
standard guarantees.

These conventions are not stylistic preferences; they are engineering tools designed to reduce

misinterpretation and prevent incorrect conclusions.

Code Conventions

Namespaces and Qualification

All standard library entities are referred to using their fully qualified names (for example,
std: :atomic<int> rather than relying on using namespace std).

This rule applies universally and without exception.

Thread Naming

Threads are referred to descriptively in prose, but code avoids symbolic thread names. Instead,

execution roles are explained through structure and comments.

Memory Order Naming

Memory orders are always written explicitly, even when defaults would apply. For example:

std: :atomic<int> value{0};

value.store(42, std::memory_order_release);

Implicit memory ordering is never assumed.
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Notation for Execution and Ordering

Events and Actions

An action refers to a single abstract machine operation as defined by the C++ standard. Actions

include:

* Reads and writes of scalar objects.
* Atomic operations.

* Lock and unlock operations.

Events are ordered sets of actions used to reason about execution.

Happens-Before Relation

The term happens-before is always used in its formal sense. When we say that action A
happens-before action B, we mean that the standard guarantees visibility and ordering between
them.

Informal phrasing such as “runs before” or “executes earlier” is avoided.

Incorrect vs Correct Examples

Each incorrect example in this book is clearly marked and accompanied by a formal

explanation of its failure mode.

Example: Incorrect Data Sharing

int shared = 0;
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void writer() {
shared = 42;

void reader() {

int x = shared;

Explanation: This code contains a data race. There is no synchronization, and therefore no

happens-before relationship.

Example: Corrected Version

#include <atomic>
std::atomic<int> shared{0};
void writer() {

shared.store(42, std::memory_order_release);

void reader() {

int x = shared.load(std: :memory_order_acquire);

Explanation: The release-acquire pair establishes a happens-before relationship, making the
program well-defined.

Terminology Discipline

The following terms are used with strict meanings:

* Data race: Concurrent conflicting accesses without ordering.
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* Race condition: A logical error dependent on execution order.
* Undefined behavior: Behavior not specified by the standard.

* Synchronization: Establishing ordering and visibility.

These terms are never used interchangeably.

Assumptions and Guarantees

Whenever an assumption is made that is not guaranteed by the standard, it is explicitly labeled

as such. Guarantees are always attributed to standard mechanisms, never to implementations.

Common Mistakes

 Treating informal timing as a guarantee.
* Assuming sequential consistency without specifying it.
* Confusing logical ordering with happens-before.

* Ignoring the distinction between data races and race conditions.

Safety Checklist

* Are all shared objects synchronized?
* Are memory orders explicitly stated?
* Is every ordering claim backed by a happens-before relation?

* Are assumptions clearly separated from guarantees?
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Key Takeaways

Precision in language is essential for concurrency correctness.
Notation is a reasoning aid, not decoration.
Informal explanations are intentionally avoided.

The standard defines meaning; implementations do not.

Exercises

. Rewrite a past concurrency explanation you gave using strict happens-before

terminology.

Expected outcome: improved precision.

. Identify where you have previously relied on implicit memory ordering.

Expected outcome: explicit reasoning habits.

. Take a concurrent code snippet and annotate all actions and relations.

Expected outcome: formal execution modeling.

. Distinguish between a data race and a race condition in a real example.

Expected outcome: conceptual clarity.

. Commit to using explicit memory orders in all future atomic code.

Expected outcome: disciplined concurrency practice.



Part 11

Conceptual and Architectural Foundations
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Chapter 1

Concurrency, Parallelism, and Program

Structure

1.1 Definitions and Core Concepts

Chapter Goals

* Establish precise, standard-defined meanings of concurrency and parallelism.
* Build a correct mental model of logical versus physical execution in C++ programs.

* Explain when parallelism is unnecessary, counterproductive, or actively harmful.

Ground all discussion in the ISO C++ memory model and observable behavior.

* Prepare the reader for later chapters by eliminating common conceptual errors early.

1.1.1 Concurrency vs Parallelism
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Required Knowledge Before Examples

* Familiarity with basic C++ object lifetimes and value semantics.

* Understanding of single-threaded execution and sequencing.

* Basic knowledge of the Standard Library (<thread>, <atomic>).

Core Explanation

In ISO C++, concurrency and parallelism are related but fundamentally distinct concepts.

* Concurrency is a program structure property. A program is concurrent if it is composed

of multiple independent logical activities whose executions may overlap in time.

* Parallelism is an execution property. A program executes in parallel if multiple logical

activities make progress simultaneously on separate hardware resources.

Crucially:

* A concurrent program may execute without parallelism.

* Parallel execution is impossible without concurrency.

Concurrency is expressed by program structure (threads, tasks, asynchronous execution).
Parallelism depends on runtime conditions: core count, scheduling, contention, and hardware.
The ISO C++ Standard specifies concurrency semantics independently of whether the

implementation chooses to execute threads in parallel.
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Examples

Example: Concurrent but Not Parallel

#include <thread>

#include <iostream>

void task(char id)

{

for (int 1 = 0; i < 3; ++i) {
std::cout << id << " step " << i << '\n’;

}

3

int main()

{
std::thread ti1(task, 'A');
std: :thread t2(task, 'B');
t1.join();
t2.join();

b

Explanation

This program is concurrent by construction: two independent threads exist. However, on a
single-core system, or under strict scheduling, only one thread executes at any instant. The
observable behavior remains valid and well-defined.

Concurrency concerns overlapping logical execution, not CPU simultaneity.

Incorrect Example: Assuming Parallelism

#include <thread>

#include <atomic>
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std: :atomic<int> counter{0};

void work()

{

for (int i = 0; i < 1'000'000; ++i) {
++counter;

}

b

int main()

{
std: :thread t1(work);
std: :thread t2(work);
t1.join();
t2.join();

}

Failure Mode Explanation
Although this code is free of data races, assuming that it necessarily runs faster than a
single-threaded version is incorrect. Atomic contention may serialize progress, and the

runtime may schedule threads sequentially.

Design Note

Design for correctness under concurrency first. Treat parallelism as an optional performance

property that may or may not materialize.

Common Mistakes

* Treating concurrency and parallelism as interchangeable terms.
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* Inferring performance gains from thread count alone.

* Encoding assumptions about hardware topology into program logic.

Safety Checklist

* Does correctness depend on threads running simultaneously?
 Are shared objects synchronized even if execution is sequential?

* [s observable behavior valid under all interleavings?

1.1.2 Logical vs Physical Execution
Required Knowledge Before Examples
* Sequenced-before and happens-before relationships.
* Formal definition of a data race in the C++ memory model.

* Basic understanding of CPU cores and scheduling.

Core Explanation

The C++ memory model defines program behavior in terms of logical execution. Physical

execution details (cores, caches, pipelines) are intentionally abstracted away.

* Logical execution concerns threads, atomic operations, synchronization, and

happens-before relationships.

* Physical execution concerns cores, cache coherence, instruction reordering, and time

slicing.

A correct C++ program must remain correct under all permitted physical executions.
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1.1.3 When Parallelism Is Not Needed

Required Knowledge Before Examples
* Algorithmic complexity and cost models.
* Overheads associated with thread creation and synchronization.

* Basic performance measurement principles.

Core Explanation

Parallelism is not a default optimization strategy.

Many workloads derive no benefit from parallel execution and may even suffer:
* [/O-bound tasks
» Latency-sensitive control paths
* Small fixed-size computations
* Highly contended shared-state algorithms

Concurrency remains valuable in these scenarios for structuring programs, not for increasing

throughput.

Key Takeaways

» Concurrency is a structural property of programs.
* Parallelism is an execution property dependent on runtime conditions.
* The C++ memory model defines correctness independently of hardware behavior.

* Parallelism should be applied deliberately, not by default.
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Exercises

1. Identify a concurrent program that is guaranteed to execute sequentially and explain why

it is still correct.
2. Rewrite a simple sequential workflow as a concurrent but non-parallel design.
3. Construct a data race that appears to work on one system and explain why it is undefined.
4. Measure the overhead of thread creation relative to useful computation.

5. Classify components of a real application as concurrency-driven or parallelism-driven.

1.2 The Cost of Concurrency Errors

Section Goals
* Explain why concurrency errors are uniquely expensive and dangerous.
* Demonstrate how correct-looking programs can fail silently.
* Show how non-determinism invalidates testing assumptions.
* Analyze why many concurrency bugs appear only in production.

* Build a correctness-first mental model grounded in the C++ memory model.

1.2.1 Invisible Failures

Required Knowledge Before Examples

* Definition of a data race in the ISO C++ memory model.
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* Difference between undefined behavior and logical bugs.

* Basic familiarity with std: : thread and shared variables.

Core Explanation

Concurrency errors are often invisible: they do not necessarily cause crashes, exceptions, or
immediate misbehavior.

In C++, a data race results in undefined behavior. Undefined behavior does not mean
“sometimes wrong”’; it means the program has no defined semantics at all. Any observed
behavior is accidental.

Invisible failures are dangerous because:
* The program may appear correct for years.
* Testing cannot reliably expose the issue.

* Optimizations can transform latent bugs into failures.

Examples

Example: Silent Data Race

#include <thread>

#include <iostream>
int counter = 0;

void increment()
{
for (int i = 0; i < 1'000'000; ++i) {

++counter; // data race



54

}
int main()
{
std::thread ti1(increment);
std: :thread t2(increment);
t1.join();
t2.join();
std: :cout << counter << '\n’;
3

Failure Mode Explanation
This program has a data race on counter. Even if the printed value seems plausible, the
program is invalid.

No compiler, optimizer, or CPU is required to preserve intuitive behavior.

Corrected Version

#include <thread>
#include <atomic>

#include <iostream>
std: :atomic<int> counter{0};

void increment()

{
for (int i = 0; i < 1'000'000; ++i) {

counter.fetch_add(1, std::memory_order_relaxed);
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int main()

{
std: :thread t1(increment);
std: :thread t2(increment);

t1.join();
t2.join();

std: :cout << counter.load(std: :memory_order_relaxed) << '\n’;

Explanation
The atomic operation eliminates the data race. memory_order_relaxed is sufficient because

only atomicity, not ordering, is required.

Design Note

Invisible failures justify a strict rule: No shared mutable state without explicit

synchronization.

Common Mistakes

* Trusting observed output as proof of correctness.
* Assuming “small” races are harmless.

* Ignoring compiler optimizations when reasoning about behavior.

Safety Checklist

* [s every shared variable atomic or protected?

* Is undefined behavior ruled out by construction?
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* Would this remain correct under aggressive optimization?

1.2.2 Non-Deterministic Behavior

Required Knowledge Before Examples

» Concept of interleavings between threads.
* Sequenced-before and happens-before relations.

* Basic mutex usage.

Core Explanation

Concurrency introduces non-determinism: the same program, with the same inputs, can
produce different outcomes.

Non-determinism is not a bug by itself. Uncontrolled non-determinism is.

Testing assumes repeatability. Concurrency violates that assumption unless carefully

constrained.

Examples

Example: Order-Dependent Output

#include <thread>

#include <iostream>
void print(char c)

{

std: :cout << c;

int main()
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{
std: :thread t1(print, 'A");
std: :thread t2(print, 'B');
t1.join();
t2.join();

3

Explanation

The output may be AB or BA. Both outcomes are correct.

Incorrect Example: Hidden Dependency

#include <thread>

#include <iostream>
int value = 0;
void writer()

{

value = 42;

void reader()

{
std::cout << value << '\n’;
}
int main()
{

std: :thread t1(writer);
std::thread t2(reader);
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t1.join();
t2.join();
3

Failure Mode Explanation

There is no synchronization. The read may observe an old value or cause undefined behavior.

Corrected Version

#include <thread>
#include <atomic>

#include <iostream>
std: :atomic<int> value{0};
void writer()

{

value.store(42, std::memory_order_release);

void reader()

{
int v = value.load(std: :memory_order_acquire);
std: :cout << v << '\n’;

3

int main()

{

std::thread t1(writer);
std::thread t2(reader);

t1.join();
t2.join();
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Explanation
Acquire-release establishes a happens-before relationship, eliminating non-deterministic

visibility.

Design Note

If order matters, state it explicitly in code. Never rely on timing or scheduling.

Common Mistakes

* Relying on “it always runs this way”.
* Treating logging output as synchronization.

* Confusing scheduling luck with correctness.

Safety Checklist

* Are all ordering assumptions explicit?
* Does correctness rely on timing?

* Can all interleavings be reasoned about?

1.2.3 Production-Only Bugs

Required Knowledge Before Examples

* Difference between debug and optimized builds.
* Basic understanding of compiler reordering.

* Familiarity with long-running services.
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Core Explanation

Concurrency bugs often appear only in production because:

» Optimizers exploit undefined behavior aggressively.
* Thread timing differs under load.

* Debug builds mask races via instrumentation.

This leads to a false sense of security during development.

Examples

Example: Debug-Only Correctness

#include <thread>

#include <atomic>

bool ready = false;
int data = 0;

void producer()

{
data = 123;

ready = true;

void consumer()

{
while (!ready) {3}

int x = data; // undefined behavior
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int main()

{
std: :thread t1(producer);

std: :thread t2(consumer);

t1.join();
t2.join();

Failure Mode Explanation
This may “work” in debug builds but fail under optimization. The compiler may cache ready

or reorder accesses.

Corrected Version

#include <thread>

#include <atomic>

std: :atomic<bool> ready{false};

int data = 0;

void producer()
{
data = 123;

ready.store(true, std::memory_order_release);

void consumer()

{
while (!ready.load(std::memory_order_acquire)) {3}
int x = data;

(void)x;
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int main()

{
std: :thread t1(producer);
std: :thread t2(consumer);

t1.join();

t2.join();
}
Explanation

The atomic flag synchronizes access to non-atomic data via a happens-before relationship.

Design Note

If a bug appears only in production, assume undefined behavior until proven otherwise.

Common Mistakes

* Trusting debug builds for concurrency validation.
* Blaming hardware or compilers prematurely.

* Adding delays to “fix” races.

Safety Checklist

* Does the program remain correct under optimization?
* Are debug-only side effects masking races?

* Is every synchronization intentional and documented?
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Key Takeaways

Concurrency errors are often silent and non-reproducible.
Undefined behavior invalidates all reasoning.
Non-determinism must be constrained, not ignored.

Production-only bugs are a hallmark of concurrency mistakes.

Exercises

. Identify a silent data race and explain why tests may not catch it.

Modify a non-deterministic program to make its behavior explicit.

Demonstrate a bug that appears only with compiler optimizations.

. Replace timing-based coordination with proper synchronization.

. Analyze a real concurrency bug report and classify its failure mode.

1.3 First Illustrative Examples

Section Goals

Provide concrete, minimal examples that distinguish concurrency from parallelism.
Demonstrate how identical source code can exhibit different execution properties.
Compare observable behavior, performance expectations, and correctness guarantees.

Establish a correctness-first mindset grounded in the C++ memory model.
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1.3.1 Concurrent but Not Parallel Program
Required Knowledge Before Examples
* Thread creation and joining using std: : thread.
* Sequential consistency within a single thread.

* Understanding that scheduling is not under program control.

Core Explanation

A program is concurrent if it contains multiple threads of execution whose lifetimes overlap.
This does not imply that the threads execute simultaneously.

From the C++ Standard’s perspective:
» Threads are independent logical agents.
* The implementation is free to schedule them sequentially.

Concurrency therefore expresses structure, not performance.

Examples

Example: Concurrent Structure Without Parallel Execution

#include <thread>

#include <iostream>

void work(char id)
{
for (int 1 = 0; i < 3; ++i) {

std::cout << id << " step " << i << '"\n';



65

}

int main()

{
std::thread t1(work, 'A');
std::thread t2(work, 'B');
t1.join();
t2.join();

}

Explanation

This program is concurrent because two threads exist simultaneously. However, nothing
requires the implementation to run them in parallel.

Possible valid outputs include:
* All output from A, then all from B.
* All output from B, then all from A.
* Any interleaving.

Correctness does not depend on which interleaving occurs.

Incorrect Example: Assuming Parallel Progress

#include <thread>

#include <chrono>

void busy()

{
for (volatile int i = 0; i < 100000000; ++i) {}
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int main()

{

auto start = std::chrono::steady_clock: :now();

std: :thread t1(busy);
std: :thread t2(busy);

t1.join();
t2.join();

auto end = std::chrono::steady_clock: :now();

std: :cout << std::chrono::duration<double>(end - start).count() << '\n’;

Failure Mode Explanation
Measuring elapsed time does not prove parallel execution. On a single core, or under
scheduling pressure, the threads may run sequentially.

Elapsed time alone is not evidence of parallelism.

Design Note

Concurrency must be correct even if the system executes only one thread at a time. Any design

that assumes parallel progress is flawed by construction.

Common Mistakes

* Inferring parallelism from thread count.
» Using timing measurements as correctness indicators.

* Encoding assumptions about CPU cores into logic.
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Safety Checklist

* Does the program remain correct if threads execute sequentially?
* Is shared state protected regardless of scheduling?

* Are all interleavings acceptable?

1.3.2 Truly Parallel Program

Required Knowledge Before Examples

* Atomic operations and data races.
* Cost of synchronization versus independent work.

* Basic performance measurement using std: : chrono.

Core Explanation

A program executes in parallel only if:
* Multiple hardware execution units are available.
* The runtime schedules threads simultaneously.
* Threads perform mostly independent work.

Parallelism is therefore conditional and opportunistic.

Examples

Example: Independent CPU-Bound Work

#include <thread>
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#include <vector>
#include <numeric>

#include <iostream>

long long compute_sum(std::size_t n)

{
std: :vector<int> v(n, 1);
return std::accumulate(v.begin(), v.end(), OLL);
}
int main()
{
long long r1 = 0;
long long r2 = 0;
std::thread t1([&]{ r1 = compute_sum(50'000'000); });
std: :thread t2([&]{ r2 = compute_sum(50'000'000); });
t1.join();
t2.join();
std::cout << r1 + r2 << '\n’;
3
Explanation

Each thread operates on independent data. If hardware permits, both computations may
proceed in parallel.

Correctness does not depend on parallel execution; only performance does.

Incorrect Example: False Parallelism via Shared State

#include <thread>
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int shared = 0;

void work()

{

for (int i = 0; i < 1'000'000; ++i) {
++shared; // data race

}

}

int main()

{
std: :thread t1(work);
std: :thread t2(work);
t1.join();
t2.join();

}

Failure Mode Explanation
Parallel execution amplifies undefined behavior. This program is invalid regardless of how

many cores are available.

Corrected Version

#include <thread>

#include <atomic>
std: :atomic<int> shared{0};

void work()
{
for (int i = 0; i < 1'000'000; ++i) {

shared. fetch_add(1, std::memory_order_relaxed);
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}

}

int main()

{
std::thread t1(work);
std: :thread t2(work);
t1.join();
t2.join();

3

Explanation

Atomicity removes the data race. memory_order_relaxed is sufficient because no ordering is

required.

Design Note

True parallelism requires:
* Large enough workloads
* Minimal sharing

* Explicit synchronization where sharing is unavoidable

Common Mistakes

* Parallelizing shared mutable state.
» Expecting linear speedup.

* Ignoring memory contention.
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Safety Checklist

* Is shared data minimized or eliminated?
* Are atomics used with correct memory orders?

* [s correctness independent of performance?

1.3.3 Behavioral Comparison

Required Knowledge Before Examples

¢ Determinism versus non-determinism.

* Observable behavior versus performance characteristics.

Core Explanation
Concurrency and parallelism differ fundamentally in their behavioral impact:
* Concurrency affects correctness reasoning.

* Parallelism affects performance only.

A correct concurrent program must tolerate:
* Any interleaving
* Any scheduling decision

* Any execution speed
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Examples

Example: Same Logic, Different Execution

#include <thread>
#include <atomic>
#include <iostream>

std: :atomic<int> value{0};

void increment()

{

value.fetch_add(1, std::memory_order_relaxed);
3
int main()
{

std: :thread t1(increment);

std: :thread t2(increment);

t1.join();

t2.join();

std: :cout << value.load(std::memory_order_relaxed) << '\n’;
3
Explanation

Whether executed sequentially or in parallel, the result is well-defined. Behavior is stable; only
timing may vary.
Design Note

Behavioral stability is the primary goal. Performance variability is acceptable; incorrect

behavior is not.
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Common Mistakes

* Validating correctness via performance tests.

» Treating observed scheduling as guaranteed behavior.

Safety Checklist
* Is behavior deterministic where required?

* Are non-deterministic outcomes explicitly allowed?

Key Takeaways
* Concurrency describes structure; parallelism describes execution.
» Correctness must never depend on parallel execution.
* Parallelism is an optimization, not a semantic property.

* The C++ memory model is the only valid reasoning framework.

Exercises

—_—

. Modify a concurrent program so it remains correct under sequential execution.
2. Identify which parts of a program benefit from parallelism and which do not.
3. Replace shared mutable state with message passing.

4. Measure execution time with one versus two threads and explain the result.

5. Classify a real system component as concurrency-driven or parallelism-driven.
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Hardware Reality and Execution Model

2.1 Modern CPU Architecture Essentials

Section Goals

Establish a precise mental model of how modern CPUs execute C++ programs.
* Explain why hardware behavior directly shapes the C++ memory model.

* Connect cores, threads, instruction reordering, and memory hierarchy to concurrency

correctness.

* Eliminate hardware-level misconceptions that lead to undefined behavior in concurrent

code.

2.1.1 Cores, Threads, and SMT

74
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Required Knowledge Before Examples

* Basic understanding of what a CPU core is.
* Familiarity with operating-system threads at a conceptual level.

* Awareness that C++ threads are logical abstractions, not hardware entities.

Core Explanation
Modern CPUs expose multiple layers of execution abstraction:
* Core: a physical execution engine capable of issuing and retiring instructions.

* Hardware thread (SMT / Hyper-Threading): a logical execution context sharing core

resources.
* Software thread: an operating-system scheduled entity.

* C++ thread: a language-level abstraction mapping to a software thread.
Important constraints for C++ developers:

* The C++ Standard does not expose cores or SMT.
* Multiple std: : thread objects may execute on:

— The same core
— Different cores

— Different SMT contexts on the same core

* The mapping is unspecified and may change at runtime.

Concurrency correctness must therefore be independent of:
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¢ Core count
e SMT availability

* Scheduling decisions

Examples

Example: Logical Threads Without Hardware Guarantees

#include <thread>

#include <iostream>

void task(int id)

{
std::cout << "Task " << id << '\n’;
}
int main()
{
std::thread t1(task, 1);
std::thread t2(task, 2);
t1.join();
t2.join();
}
Explanation

This program creates two logical threads. Nothing guarantees that:
* They run on separate cores.
* They run simultaneously.

Correctness must not depend on such assumptions.
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Incorrect Example: Core-Based Reasoning

#include <thread>
int shared = 0;

void work()

{
shared = 42; // assumed "safe"” because "another core”
}
int main()
{
std: :thread t(work);
t.join();
}

Failure Mode Explanation
The code assumes hardware separation implies safety. This is false: cores do not provide

synchronization. The write is unsynchronized and unsafe if accessed concurrently elsewhere.

Corrected Version

#include <thread>

#include <atomic>
std: :atomic<int> shared{0};
void work()

{

shared.store(42, std::memory_order_relaxed);
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int main()

{
std: :thread t(work);

t.join();

Explanation

Atomic operations, not core placement, define correctness.

Design Note

Never reason about correctness in terms of:
* Physical cores
* SMT slots
* CPU topology

Reason only in terms of the C++ memory model.

Common Mistakes

* Assuming one thread equals one core.
* Using SMT as a correctness argument.

* Treating hardware isolation as synchronization.

Safety Checklist

* Is correctness independent of core count?

* [Is all shared state explicitly synchronized?
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2.1.2 Instruction Reordering

Required Knowledge Before Examples

» Sequenced-before within a single thread.
* Basic understanding of compiler optimizations.

¢ Awareness that CPUs execute out of order.

Core Explanation

Modern CPUs and compilers aggressively reorder instructions to improve performance.

Reordering occurs at multiple levels:
* Compiler instruction scheduling
* CPU out-of-order execution
* Speculative execution
* Store buffers and load queues

Key rule:

The observable behavior of a C++ program is defined by the C++ memory model,

not by source-code order or hardware intuition.
Examples

Example: Reordering Visibility Bug

#include <thread>

#include <atomic>
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int data = 0;

std: :atomic<bool> ready{false};

void producer()

{
data = 42;

ready.store(true, std::memory_order_relaxed);

void consumer()

{
while (!ready.load(std: :memory_order_relaxed)) {3}
int x = data; // undefined behavior
(void)x;

}

int main()

{
std: :thread t1(producer);
std: :thread t2(consumer);
t1.join();
t2.join();

}

Failure Mode Explanation

The compiler or CPU may reorder:
* The write to data
e The store to ready

The atomic flag does not establish ordering for non-atomic data.
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Corrected Version

#include <thread>

#include <atomic>

int data = 0;

std: :atomic<bool> ready{false};

void producer()

{
data = 42;

ready.store(true, std::memory_order_release);

void consumer()

{
while (!ready.load(std::memory_order_acquire)) {}
int x = data;
(void)x;

3

int main()

{
std: :thread t1(producer);
std: :thread t2(consumer);
t1.join();
t2.join();

3

Explanation

Acquire-release creates a happens-before relationship. Instruction reordering is constrained to

preserve correctness.
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Design Note

If one operation depends on another being visible:
» Use explicit synchronization.

* Never rely on source order alone.

Common Mistakes

* Believing “the compiler would not do that”.
* Treating atomics as implicit fences.

* Using memory_order_relaxed without reasoning.

Safety Checklist

* Is ordering explicitly expressed?

* Is the chosen memory order sufficient and minimal?

2.1.3 Memory Hierarchy

Required Knowledge Before Examples

* Concept of caches and cache coherence.
* Difference between latency and throughput.

* Awareness that memory access is not uniform.
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Core Explanation

Modern CPUs implement a deep memory hierarchy:
* Registers
e L1 /L2/L3 caches

* Main memory

Important consequences for concurrency:
* Writes are not immediately visible to all cores.
* Visibility is mediated by coherence protocols.
* Synchronization defines visibility, not caches.

The C++ memory model abstracts this hierarchy but does not remove its costs.

Examples

Example: False Sharing Illustration

#include <thread>

#include <atomic>

struct Counters {
std: :atomic<int> a{0};
std: :atomic<int> b{0};
Bg

Counters counters;

void inc_a()
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for (int i = 0; 1 < 1'000'000; ++i)

counters.a.fetch_add(1, std::memory_order_relaxed);

void inc_b()

{
for (int i = 0; i < 1'000'000; ++i)
counters.b.fetch_add(1, std::memory_order_relaxed);
}
int main()
{
std: :thread t1(inc_a);
std: :thread t2(inc_b);
t1.join();
t2.join();
3
Explanation

Although logically independent, a and b may share a cache line, causing contention and
reduced parallel performance.
Correctness is unaffected; performance is not.
Design Note
Memory hierarchy concerns:
* Performance tuning
* Scalability limits

They never justify weakening correctness guarantees.
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Common Mistakes

» Using cache behavior as synchronization.
* Optimizing memory layout before correctness.

* Assuming cache coherence implies ordering.

Safety Checklist

* [s correctness independent of cache behavior?

* Are performance optimizations isolated from logic?

Key Takeaways
* C++ threads are logical abstractions, not hardware promises.
* Instruction reordering is pervasive and intentional.
* Memory hierarchy affects performance, not correctness semantics.

* The C++ memory model is the sole authority on concurrent behavior.

Exercises

1. Identify where hardware assumptions leak into concurrency reasoning.
2. Convert a reordering-prone example into a well-synchronized one.
3. Measure performance impact of false sharing without changing correctness.

4. Explain why cache coherence does not replace atomics.
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5. Analyze a concurrency bug caused by instruction reordering.

2.2 Cache Coherency and Visibility

Section Goals

* Explain how cache coherency affects visibility of memory operations in concurrent C++

programs.

Clarify the role of cache lines in performance and correctness reasoning.
* Demonstrate false sharing as a performance hazard without correctness impact.
* Analyze NUMA effects and their implications for scalable concurrent design.

* Reinforce that correctness is defined solely by the C++ memory model, not by cache

behavior.

2.2.1 Cache Lines

Required Knowledge Before Examples

* Basic understanding of CPU caches (L1/L2/L3).
* Awareness that memory is transferred between caches in fixed-size blocks.

* Familiarity with atomic operations and data races.

Core Explanation

Modern CPUs do not operate on individual variables when accessing memory. Instead,

memory is transferred between main memory and caches in fixed-size units called cache lines.
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Key properties:
* A cache line typically spans multiple adjacent variables.
* Coherency protocols operate at cache-line granularity.
* Writes by one core invalidate or update entire cache lines in other cores.

The C++ memory model abstracts these details away for correctness, but their performance

implications are significant.

Examples

Example: Independent Atomics on the Same Cache Line

#include <thread>

#include <atomic>

struct Data {
std: :atomic<int> x{0};
std: :atomic<int> y{0};
}§

Data data;

void inc_x()
{
for (int i = 0; i < 1'000'000; ++i)

data.x.fetch_add(1, std::memory_order_relaxed);

void inc_y()

{
for (int i = 0; 1 < 1'000'000; ++i)
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data.y.fetch_add(1, std::memory_order_relaxed);

}

int main()

{
std: :thread t1(inc_x);
std: :thread t2(inc_y);
t1.join();
t2.join();

3

Explanation

Although x and y are logically independent and race-free, they may reside on the same cache
line. Updates to one cause coherence traffic affecting the other.

Correctness is preserved; performance may degrade.

Incorrect Example: Cache-Line-Based Correctness Assumption

#include <thread>

int a Q;

int b = 0;

void writer()

{

a=1; // assumed isolated

void reader()

{

int x = b; // assumed independent

(void)x;
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}

int main()

{
std::thread t1(writer);
std::thread t2(reader);
t1.join();
t2.join();

}

Failure Mode Explanation
Assuming cache-line separation implies safety is incorrect. There is no synchronization; the
program contains data races if shared elsewhere.

Cache behavior never establishes correctness.

Corrected Version

#include <thread>

#include <atomic>

std: :atomic<int> a{0};

std: :atomic<int> b{0};

void writer()

{

a.store(1, std::memory_order_relaxed);

void reader()

{
int x = b.load(std: :memory_order_relaxed);

(void)x;



90

}

int main()

{
std::thread t1(writer);
std::thread t2(reader);
t1.join();
t2.join();

}

Explanation

Atomic operations define correctness independently of cache-line placement.

Design Note

Cache lines matter for performance tuning, never for correctness reasoning.

Common Mistakes

* Assuming variables on different lines are automatically safe.
» Using cache alignment as a synchronization mechanism.

* Debugging concurrency bugs by inspecting cache behavior.

Safety Checklist

* Is correctness independent of cache-line layout?

* Are all shared variables synchronized explicitly?
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2.2.2 False Sharing

Required Knowledge Before Examples

* Cache-line granularity of coherence.
 Difference between correctness and performance.

* Atomic operations with relaxed ordering.

Core Explanation

False sharing occurs when multiple threads modify distinct variables that reside on the same
cache line.
Effects:

* Increased cache invalidation traffic.
* Reduced scalability under parallel execution.
* No impact on correctness.

False sharing is invisible at the language level and must be addressed through careful data

layout when performance matters.

Examples

Example: False Sharing Under Parallel Load

#include <thread>

#include <atomic>

struct Counters {

std: :atomic<int> a{0};
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std: :atomic<int> b{0};
Y5

Counters counters;
void inc_a()
{

for (int i = 0; i < 5'000'000; ++i)

counters.a.fetch_add(1, std::memory_order_relaxed);

void inc_b()

{
for (int i = 0; i < 5'000'000; ++i)
counters.b.fetch_add(1, std::memory_order_relaxed);
}
int main()
{
std: :thread t1(inc_a);
std: :thread t2(inc_b);
t1.join();
t2.join();
}
Explanation

Each atomic operation is correct. However, the two counters may contend on the same cache

line, reducing parallel efficiency.

Corrected Version: Padding for Performance

#include <thread>
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#include <atomic>

struct alignas(64) PaddedCounter {
std: :atomic<int> value{0};

}

PaddedCounter a;
PaddedCounter b;

void inc_a()
{
for (int i = @; i < 5'000'000; ++i)

a.value.fetch_add(1, std::memory_order_relaxed);

void inc_b()

{
for (int i = 0; i < 5'000'000; ++i)
b.value.fetch_add(1, std::memory_order_relaxed);
}
int main()
{
std: :thread t1(inc_a);
std: :thread t2(inc_b);
t1.join();
t2.join();
}
Explanation

Padding separates counters into different cache lines, reducing coherence traffic while

preserving correctness.
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Design Note

Address false sharing only after correctness is guaranteed and profiling demonstrates a

performance problem.

Common Mistakes

* Confusing false sharing with data races.
* Over-padding data structures prematurely.

* Treating padding as a semantic requirement.

Safety Checklist

* [s padding used purely for performance?

* Does removing padding preserve correctness?

2.2.3 NUMA Effects

Required Knowledge Before Examples

* Concept of Non-Uniform Memory Access (NUMA).
* Awareness that memory latency depends on location.

* Understanding that the C++ Standard does not expose NUMA APIs.

Core Explanation

In NUMA systems:

* Memory is physically distributed across nodes.
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* Access latency depends on which node owns the memory.

* Remote access is significantly slower than local access.
From the C++ perspective:

* NUMA is invisible at the language level.

* The memory model remains unchanged.

* Correctness does not depend on memory locality.

NUMA affects scalability and performance, not semantics.

Examples

Example: Shared Centralized State

#include <thread>
#include <atomic>
#include <vector>

std: :atomic<int> shared{0};

void worker ()

{
for (int i = 0; i < 1'000'000; ++i)
shared.fetch_add(1, std::memory_order_relaxed);
3
int main()
{

std: :vector<std::thread> threads;
for (int i = 0; i < 8; ++i)

threads.emplace_back(worker);
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for (auto& t : threads)
t.join();
3

Explanation

On NUMA systems, all threads contend on the same memory location, causing remote
accesses and poor scalability.

Correctness is unaffected; performance degrades.

Design Note

NUMA-aware designs typically:

* Reduce shared writable state.
* Partition data per thread or per task.

* Aggregate results after parallel work completes.

These are architectural choices above the C++ memory model.

Common Mistakes
* Assuming uniform memory latency.
* Treating NUMA effects as correctness issues.

* Attempting to encode NUMA policies in portable C++.

Safety Checklist

* Is correctness independent of memory placement?

* Are scalability assumptions validated by measurement?
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Key Takeaways

* Cache coherency operates at cache-line granularity.
* Visibility is defined by synchronization, not caches.
* False sharing affects performance, not correctness.

* NUMA impacts scalability but never changes C++ semantics.

Exercises

1. Identify a false-sharing scenario in an existing concurrent design.
2. Modify a shared-counter example to reduce coherence traffic.

3. Explain why cache alignment cannot fix a data race.

4. Compare centralized versus partitioned state under parallel load.

5. Classify performance issues as cache-related or synchronization-related.

2.3 Hardware-Level Illustrative Examples

Section Goals

* Demonstrate concrete hardware-driven effects that influence concurrent C++ programs.

* Show how instruction reordering manifests as observable bugs without proper

synchronization.

* [llustrate false sharing as a pure performance pathology.
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* Expose NUMA-related performance collapse without affecting correctness.

* Reinforce that the C++ memory model, not hardware intuition, defines correctness.

2.3.1 Reordering Effects

Required Knowledge Before Examples

* Sequenced-before and happens-before relationships.
* Basic atomic operations and memory orders.

* Understanding that compilers and CPUs may reorder instructions.

Core Explanation

Instruction reordering is a fundamental optimization technique used by:
» Compilers (instruction scheduling, reordering, elimination)
* CPUs (out-of-order execution, store buffers, speculation)

The C++ abstract machine allows reordering unless explicitly constrained by synchronization

operations. Source-code order alone provides no cross-thread visibility or ordering guarantees.

Examples

Example: Reordering-Induced Visibility Failure

#include <thread>

#include <atomic>

int data = 0;

std: :atomic<bool> ready{false};
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void producer()

{
data = 42;

ready.store(true, std::memory_order_relaxed);

void consumer ()

{
while (!ready.load(std::memory_order_relaxed)) {3}
int x = data; // undefined behavior
(void)x;

}

int main()

{
std: :thread t1(producer);
std: :thread t2(consumer);
t1.join();
t2.join();

}

Failure Mode Explanation
The relaxed atomic does not impose ordering on data. The compiler or CPU may reorder
stores such that ready becomes visible before data. The read of data is unsynchronized and

constitutes undefined behavior.

Corrected Version: Explicit Ordering

#include <thread>

#include <atomic>
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int data = 0;

std: :atomic<bool> ready{false};

void producer()

{
data = 42;

ready.store(true, std::memory_order_release);

void consumer()

{
while (!ready.load(std::memory_order_acquire)) {3}
int x = data;
(void)x;

3

int main()

{
std: :thread t1(producer);
std: :thread t2(consumer);
t1.join();
t2.join();

}

Explanation

The release-acquire pair establishes a happens-before relationship. All writes sequenced before
the release become visible to the acquiring thread.
Design Note

If one thread depends on another thread’s writes, ordering must be explicit. Never rely on

timing, compiler behavior, or hardware folklore.
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Common Mistakes

» Using relaxed atomics as implicit fences.
* Assuming source-code order implies visibility.

* Debugging reordering bugs with logging statements.

Safety Checklist

* Is every cross-thread dependency synchronized?

* Are memory orders chosen deliberately and minimally?

2.3.2 False Sharing Demonstration

Required Knowledge Before Examples

* Cache-line granularity of cache coherency.
* Difference between correctness and performance.

* Atomic operations with relaxed ordering.

Core Explanation

False sharing occurs when independent variables modified by different threads reside on the
same cache line. Coherency protocols cause unnecessary invalidation traffic, severely
degrading scalability.

False sharing:
* Does not cause data races.

¢ Does not affect correctness.
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* Can dominate performance costs.

Examples

Example: False Sharing Hotspot

#include <thread>

#include <atomic>

struct Counters {
std: :atomic<int> a{0};
std: :atomic<int> b{0};
g

Counters counters;
void inc_a()
{

for (int i = 0; 1 < 10'000'000; ++1i)

counters.a.fetch_add(1, std::memory_order_relaxed);

void inc_b()

{
for (int i = 0; i < 10'000'000; ++i)
counters.b.fetch_add(1, std::memory_order_relaxed);
}
int main()
{

std: :thread t1(inc_a);
std: :thread t2(inc_b);

t1.join();
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t2.join();

Explanation
Although a and b are logically independent and race-free, they may occupy the same cache line.

Each update invalidates the line in the other core’s cache.

Corrected Version: Cache-Line Separation

#include <thread>

#include <atomic>

struct alignas(64) Counter {
std: :atomic<int> value{0};

e

Counter a;

Counter b;

void inc_a()

{
for (int i = 0; i < 10'000'000; ++i)

a.value.fetch_add(1, std::memory_order_relaxed);

void inc_b()

{
for (int i = 0; i < 10'000'000; ++i)
b.value.fetch_add(1, std::memory_order_relaxed);
3
int main()

{
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std: :thread t1(inc_a);
std: :thread t2(inc_b);

t1.join();

t2.join();
}
Explanation

Padding separates counters into distinct cache lines. Correctness is unchanged; performance

scalability improves.

Design Note

False sharing should be addressed only after profiling confirms it. Padding is a performance

optimization, not a semantic requirement.

Common Mistakes

» Confusing false sharing with data races.

* Adding padding before correctness is established.

* Over-generalizing cache-line sizes.

Safety Checklist

* Does removing padding preserve correctness?

* Is padding justified by measurement?
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2.3.3 NUMA Performance Impact

Required Knowledge Before Examples

* Concept of Non-Uniform Memory Access (NUMA).
* Understanding that memory latency is location-dependent.

* Awareness that NUMA is not exposed by the C++ Standard.

Core Explanation

On NUMA systems, memory is physically distributed across nodes. Accessing remote
memory incurs significantly higher latency than local memory.

From the C++ perspective:
* NUMA is invisible to the language.
* The memory model remains unchanged.
* Correctness is unaffected by memory placement.

NUMA effects manifest as performance cliffs under contention.

Examples

Example: Centralized Shared State

#include <thread>
#include <atomic>

#include <vector>

std: :atomic<long long> total{0};
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void worker()

{
for (int i = 0; i < 5'000'000; ++i)
total.fetch_add(1, std::memory_order_relaxed);
3
int main()
{
std: :vector<std: :thread> threads;
for (int 1 = 0; i < 8; ++i)
threads.emplace_back(worker);
for (auto& t : threads)
t.join();
3
Explanation

All threads contend on a single memory location. On NUMA systems, this induces remote

memory traffic and coherence storms. The result is poor scalability.

Design Note

NUMA-friendly designs typically:

* Partition data per thread or task.

¢ Perform local accumulation.

* Merge results at synchronization points.

These strategies improve performance without altering correctness.
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Common Mistakes

* Assuming uniform memory access cost.
* Treating NUMA effects as correctness issues.

* Attempting to encode NUMA placement in portable C++.

Safety Checklist

* [s correctness independent of memory locality?

* Are scalability assumptions validated empirically?

Key Takeaways
* Instruction reordering is pervasive and intentional.
* Synchronization, not source order, defines visibility.
* False sharing degrades performance without affecting correctness.

* NUMA impacts scalability but never changes C++ semantics.

Exercises

1. Identify a reordering bug and repair it using acquire-release semantics.
2. Measure the performance difference caused by false sharing.
3. Modify a shared counter to reduce NUMA contention.

4. Explain why padding cannot fix a data race.
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5. Classify observed performance issues as reordering, cache, or NUMA related.



Part 111

The C++ Memory Model

109






Chapter 3

The C++ Memory Model Explained

3.1 Motivation and Historical Context

Section Goals

* Explain how concurrency was practiced in C++ before C++11.
* Demonstrate why pre-C++11 techniques were fundamentally unsound.
* Motivate the need for a formal, language-level memory model.

» Show how historical failures shaped the modern C++ memory model.

Establish the conceptual foundation required for precise reasoning in later sections.

3.1.1 Pre-C++11 Concurrency

Required Knowledge Before Examples

* Familiarity with C++98/03 language rules.

111
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* Basic understanding of threads at the operating-system level.

* Awareness of compiler optimizations such as reordering and caching.

Core Explanation

Before C++11, the C++ language had no formal notion of concurrency. The language

specification assumed a single-threaded abstract machine. As a result:

* Threads were created via platform-specific APIs.
» Synchronization relied on OS primitives outside the language.

* The C++ Standard made no guarantees about memory visibility.

The absence of a memory model meant that:

* Compilers freely optimized assuming no data races.

* Hardware reordering was invisible to the language.

* Correctness relied on undocumented conventions and folklore.
Concurrency “worked” only when:

* Compilers happened to be conservative.

* Hardware happened to behave intuitively.

* Programmers avoided triggering undefined behavior accidentally.

This situation was inherently unstable.
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Examples

Example: Typical Pre-C++11 Shared Flag

#include <thread>

#include <iostream>

bool ready = false;
int data = 0;

void producer()

{
data = 42;

ready = true;

void consumer()

{
while (!ready) {
// spin
}
std::cout << data << '\n’;
}
int main()
{
std: :thread t1(producer);
std: :thread t2(consumer);
t1.join();
t2.join();
}

Explanation
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This pattern was extremely common before C++11. It appears intuitive and often “works” on
specific systems.

However, under the C++ abstract machine:
e There is a data race on ready.
* There is a data race on data.
* The program has undefined behavior.

The Standard imposed no obligation on the compiler to preserve the apparent ordering.

Common Incorrect Justifications

Programmers often justified this code by arguing:
* “Writes happen before reads in real time.”
* “The CPU won’t reorder these instructions.”
* “This works on x86.”

All of these arguments are invalid at the language level.

Failure Mode Explanation

Without a memory model:
* The compiler may cache ready in a register.
* The compiler may reorder stores to data and ready.
* The loop may never terminate.

The observed behavior is unbounded and unreasoned.
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Design Note

Pre-C++11 concurrency relied on accidental correctness. Such designs cannot survive

optimization, new hardware, or scale.

Common Mistakes

* Assuming source-code order implies visibility.
* Treating hardware behavior as language guarantees.

* Believing “it works on my machine” implies correctness.

Safety Checklist

* Does the code rely on undocumented compiler behavior?

* Are there unsynchronized reads and writes?

3.1.2 Why a Formal Memory Model Was Needed

Required Knowledge Before Examples

* Understanding of undefined behavior.
* Awareness of compiler optimization goals.

* Basic knowledge of multi-core execution.

Core Explanation

As compilers and hardware evolved, the pre-C++11 concurrency model collapsed.

Three forces made a formal memory model unavoidable:
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1. Aggressive Compiler Optimizations
2. Out-of-Order and Speculative Execution

3. Widespread Multi-Core Hardware

Without a formal model:
» Compilers could not optimize safely.
* Programmers could not reason correctly.
* Portability was impossible.
A memory model provides:
* A precise definition of data races.
* A formal happens-before relation.
* Well-defined semantics for atomic operations.

C++11 introduced concurrency as a first-class language feature.

Examples

Example: Explicit Synchronization in Modern C++

#include <thread>
#include <atomic>

#include <iostream>

std: :atomic<bool> ready{false};

int data = 0;

void producer()
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data = 42;

ready.store(true, std::memory_order_release);

void consumer()

{
while (!ready.load(std::memory_order_acquire)) {
// spin
3
std::cout << data << '\n’;
3
int main()
{
std::thread t1(producer);
std::thread t2(consumer);
t1.join();
t2.join();
}
Explanation

This program is:
* Data-race free.
* Well-defined by the C++ Standard.
* Correct under all optimizations and hardware.

The release-acquire pair establishes a happens-before relationship that did not exist in

pre-C++11 C++.
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Failure Mode Avoided

The formal memory model prevents:
» Compiler reordering across synchronization points.
* Hardware visibility anomalies.

¢ Unbounded non-determinism.

Design Note

The memory model was not added for convenience. It was added because concurrency without

formal semantics is impossible to reason about.

Common Mistakes

* Treating the memory model as optional.
» Using atomics without understanding ordering.

* Mixing legacy concurrency assumptions with modern C++.

Safety Checklist

* Is every shared access synchronized?

* Is undefined behavior eliminated by construction?

Key Takeaways

* Pre-C++11 concurrency had no formal semantics.

* “Working” code could still be undefined.
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* Compiler and hardware evolution made informal rules obsolete.

* The C++ memory model provides a precise foundation for correctness.

Exercises
1. Identify undefined behavior in a pre-C++11 concurrency example.
2. Rewrite a legacy shared-flag pattern using modern atomics.
3. Explain why volatile does not solve concurrency problems.
4. Describe how compiler optimizations break informal synchronization.

5. Compare accidental correctness with formally guaranteed correctness.

3.2 Core Memory Model Concepts

Section Goals
* Provide formal, standard-aligned definitions of the core C++ memory model concepts.
* Explain why data races invalidate all reasoning about program behavior.
* Introduce the happens-before relationship as the foundation of concurrency correctness.

* Demonstrate how undefined behavior emerges in concurrent programs.

Establish a precise mental framework for writing provably correct concurrent C++ code.



120

3.2.1 Data Race (Formal Definition)

Required Knowledge Before Examples

* Understanding of reads and writes to shared objects.
* Familiarity with the notion of threads executing concurrently.

* Awareness that atomic and non-atomic operations differ semantically.

Core Explanation

A data race is a formally defined condition in the C++ Standard.

Informally stated, a data race occurs when:
* Two or more threads access the same memory location,
¢ At least one of the accesses is a write,
¢ At least one access is non-atomic,
* There is no happens-before relationship between the accesses.

Formally, if a program contains a data race, its behavior is undefined.

Key implications:
» Data races are not bugs with symptoms; they are violations of the language rules.
* Once undefined behavior occurs, all program behavior becomes unreasoned.
* The compiler may assume that data races do not exist.

The absence of data races is a precondition for meaningful reasoning about concurrent C++

programs.
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Examples

Example: Minimal Data Race

#include <thread>
int shared = 0;
void writer()

{

shared = 1;

void reader()

{
int x = shared;
(void)x;

}

int main()

{
std::thread t1(writer);
std::thread t2(reader);
t1.join();
t2.join();

}

Failure Mode Explanation

This program contains a data race:
* shared is accessed concurrently.

¢ One access is a write.
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* No synchronization exists.

The program is ill-formed at runtime and has undefined behavior.

Corrected Version: Atomic Variable

#include <thread>

#include <atomic>
std::atomic<int> shared{0};
void writer()

{

shared.store(1, std::memory_order_relaxed);

void reader()

{
int x = shared.load(std: :memory_order_relaxed);
(void)x;

3

int main()

{
std: :thread t1(writer);
std: :thread t2(reader);
t1.join();
t2.join();

3

Explanation

Atomic operations eliminate the data race. memory_order_relaxed is sufficient because no

ordering constraints exist.
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Design Note

The first question in any concurrent design must be:
Can this program be proven free of data races?

If the answer is no, no further reasoning is valid.

Common Mistakes

* Assuming that “mostly reads” avoids races.
 Treating data races as performance bugs.

* Using timing or delays to mask races.

Safety Checklist

* Are all shared variables either atomic or protected?

* [Is there any unsynchronized read/write pair?

3.2.2 Happens-Before Relationship

Required Knowledge Before Examples

* Sequenced-before within a single thread.
* Atomic operations and memory orders.

* Basic synchronization primitives.
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Core Explanation

The happens-before relationship is the central ordering concept in the C++ memory model.

If operation A happens-before operation B, then:

» All side effects of A are visible to B.

* Reordering that would violate this relationship is forbidden.
Happens-before relationships arise from:

» Sequenced-before within one thread.

* Synchronization operations across threads.

Without a happens-before relationship, visibility is not guaranteed.

Examples

Example: Establishing Happens-Before with Atomics

#include <thread>

#include <atomic>

int data = 0;

std: :atomic<bool> ready{false};

void producer()

{
data = 42;

ready.store(true, std::memory_order_release);

void consumer ()

{
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while (!ready.load(std: :memory_order_acquire)) {3}

int x = data;

(void)x;

3

int main()

{
std::thread t1(producer);
std: :thread t2(consumer);
t1.join();
t2.join();

}

Explanation

The release store synchronizes with the acquire load. All writes before the release

happen-before reads after the acquire.

Incorrect Example: Missing Happens-Before

#include <thread>

#include <atomic>

int data = 0;

std: :atomic<bool> ready{false};

void producer()

{
data = 42;

ready.store(true, std::memory_order_relaxed);

void consumer()
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{
while (!ready.load(std::memory_order_relaxed)) {3}
int x = data; // undefined behavior
(void)x;

}

int main()

{
std: :thread t1(producer);
std: :thread t2(consumer);
t1.join();
t2.join();

}

Failure Mode Explanation
Relaxed operations do not establish happens-before. The read of data is unsynchronized.
Design Note

Correct concurrent programs explicitly construct the happens-before graph required for

correctness.

Common Mistakes
* Assuming atomic implies ordered.
* Confusing visibility with atomicity.

* Using relaxed atomics without full reasoning.

Safety Checklist

* Is every dependency enforced by happens-before?
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* Are memory orders minimal but sufficient?

3.2.3 Undefined Behavior in Concurrent Programs

Required Knowledge Before Examples

* Definition of undefined behavior.
» Compiler optimization assumptions.

* Previous sections on data races and ordering.

Core Explanation

Undefined behavior in concurrent programs is particularly dangerous because:
* It may not manifest immediately.
* It may appear only under optimization.
* It invalidates all program reasoning.
In the concurrency domain, undefined behavior most commonly arises from:
* Data races.
* Accessing non-atomic objects without synchronization.
* Incorrect lifetime management across threads.

Once undefined behavior occurs, the C++ Standard imposes no constraints on program

execution.
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Examples

Example: Undefined Behavior Hidden by Testing

#include <thread>
bool done = false;

void worker()

{

while (!done) {
// spin

}

}

int main()

{
std: :thread t(worker);
done = true;
t.join();

}

Failure Mode Explanation

The compiler may assume done never changes in the loop. The loop may never terminate.

Corrected Version

#include <thread>

#include <atomic>
std: :atomic<bool> done{false};

void worker ()

{
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while (!done.load(std::memory_order_acquire)) {3}

int main()

{
std: :thread t(worker);
done.store(true, std::memory_order_release);

t.join();

Explanation

Synchronization removes undefined behavior and restores meaning.

Design Note

Undefined behavior is not a performance issue or a corner case. It is a correctness failure that

must be eliminated first.

Common Mistakes

* Debugging undefined behavior instead of removing it.
* Assuming undefined behavior is rare.

* Blaming hardware or compilers.

Safety Checklist

* Can the program be proven data-race free?

¢ Are all thread interactions well-defined?
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Key Takeaways
* Data races invalidate all program behavior.
* Happens-before is the foundation of visibility and ordering.

* Atomics provide tools, not guarantees by default.

Undefined behavior must be eliminated before optimization.

Exercises
1. Identify all data races in a given concurrent snippet.
2. Replace informal synchronization with happens-before relationships.
3. Demonstrate how relaxed atomics can still be incorrect.
4. Explain why undefined behavior cannot be tested away.

5. Construct a happens-before graph for a multi-threaded example.

3.3 Memory Model Illustrative Examples

Section Goals
* Present concrete, minimal examples that expose memory-model violations.
* Demonstrate how a classic data race invalidates all reasoning.

» Show two correct repair strategies: mutex-based and atomic-based.
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» Compare semantic guarantees, performance implications, and design trade-offs.

* Reinforce correctness-first reasoning grounded in the formal C++ memory model.

3.3.1 Classic Data Race Example

Required Knowledge Before Examples
* Definition of a data race in the C++ memory model.
 Distinction between atomic and non-atomic objects.

* Understanding that undefined behavior invalidates program semantics.

Core Explanation

A classic data race occurs when multiple threads access a shared object without
synchronization and at least one access is a write.
This is not a performance issue. It is a direct violation of the C++ abstract machine rules.

Once a data race exists:
* The program has undefined behavior.
» Compiler optimizations may assume the race never happens.

* Observed behavior is meaningless.

Examples

Example: Unsynchronized Shared Counter

#include <thread>

#include <iostream>
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int counter = 0;

void increment()

{
for (int i = 0; i < 1'000'000; ++i) {
++counter; // data race
3
3
int main()
{
std: :thread t1(increment);
std: :thread t2(increment);
t1.join();
t2.join();
std::cout << counter << '\n’;
3

Failure Mode Explanation

The increment operation expands to multiple machine instructions:
* Load
* Modify
* Store

Concurrent execution interleaves these steps unpredictably. Because counter is non-atomic
and unsynchronized, the program has undefined behavior.

The printed value is irrelevant to correctness.
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Design Note

If a program contains even a single data race, it is invalid by definition. Testing, logging, or

profiling cannot restore correctness.

Common Mistakes

* Treating lost updates as the only problem.
* Assuming simple types are “naturally atomic”.

* Believing that integer increments are safe.

Safety Checklist

* Is every shared write synchronized?

* Are compound operations protected atomically or by a mutex?

3.3.2 Mutex-Based Correction

Required Knowledge Before Examples

¢ Mutual exclusion and critical sections.
* RAIll-based locking using std: : lock_guard.

* Understanding that mutexes establish happens-before relationships.

Core Explanation

Mutexes provide:

¢ Mutual exclusion
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* Total ordering of critical sections
* Implicit acquire-release synchronization

A successful lock operation synchronizes-with the corresponding unlock, establishing a

happens-before relationship.

Examples

Example: Correct Counter Using a Mutex

#include <thread>
#include <mutex>

#include <iostream>

int counter = 0;

std: :mutex counter_mutex;

void increment()

{
for (int i = 0; i < 1'000'000; ++i) {
std: :lock_guard<std: :mutex> lock(counter_mutex);
++counter;
}
}
int main()
{

std::thread t1(increment);

std::thread t2(increment);

t1.join();
t2.join();
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std::cout << counter << '\n’;

}

Explanation

The mutex ensures:

* Only one thread accesses counter at a time.
 All increments are observed.

* The program is data-race free.

Correctness is guaranteed under all optimizations and hardware architectures.

Design Note
Mutexes are the simplest and most general correctness tool. They are ideal when:

* Operations are complex.
* Invariants span multiple variables.

¢ Contention is moderate.

Common Mistakes
* Locking too much code unnecessarily.
* Forgetting to protect all accesses consistently.

* Using multiple mutexes without a clear locking order.

Safety Checklist

* [s every access to shared state protected by the same mutex?

* Are lock lifetimes minimal and exception-safe?
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3.3.3 Atomic-Based Correction

Required Knowledge Before Examples

* Atomic operations and lock-free semantics.
* Memory orders and their meaning.

* Difference between atomicity and ordering.

Core Explanation

Atomics provide:
* Data-race freedom for individual operations.
* Fine-grained control over memory ordering.
* Potentially lower overhead than mutexes.
They are suitable when:
* Operations are simple.
* No compound invariants exist.

* Lock-free progress is desired.

Examples

Example: Correct Counter Using Atomics

#include <thread>
#include <atomic>

#include <iostream>
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std: :atomic<int> counter{0};

void increment()

{
for (int i = 0; 1 < 1'000'000; ++i) {
counter.fetch_add(1, std::memory_order_relaxed);
3
}
int main()
{
std::thread ti1(increment);
std::thread t2(increment);
t1.join();
t2.join();
std: :cout << counter.load(std: :memory_order_relaxed) << '\n’;
}
Explanation

fetch_add is an atomic read-modify-write operation. memory_order_relaxed is sufficient

because:
* Only atomicity is required.
* No ordering constraints exist between threads.

The program is data-race free and well-defined.

Incorrect Atomic Usage

#include <thread>
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#include <atomic>

std: :atomic<int> counter{0};

void bad_increment()

{
int tmp = counter.load(std: :memory_order_relaxed);
counter.store(tmp + 1, std::memory_order_relaxed);
}
int main()
{
std::thread t1(bad_increment);
std: :thread t2(bad_increment);
t1.join();
t2.join();
}

Failure Mode Explanation

Although the variable is atomic, the compound operation is not. The load and store are
separate operations, reintroducing lost updates.

Design Note

Atomics require precise reasoning. If you cannot clearly explain why a given memory order is
correct, a mutex is usually the safer choice.

Common Mistakes

* Replacing mutexes with atomics without analysis.

* Using relaxed atomics blindly.
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* Building complex protocols from simple atomics.

Safety Checklist

* Are all compound operations atomic?

* Is the chosen memory order minimal but sufficient?

Key Takeaways
* A data race invalidates all program behavior.
* Mutexes provide strong, simple correctness guarantees.
* Atomics require precise reasoning but can be efficient.

» Correctness must always precede performance considerations.

Exercises

1. Identify the exact data race in the classic counter example.
2. Rewrite a mutex-based solution using atomics correctly.

3. Explain why atomic load/store is insufficient for increments.
4. Compare mutex and atomic solutions under high contention.

5. Design a rule for choosing between mutexes and atomics.
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Atomic Types and Atomic Operations

4.1 Fundamental Atomic Concepts

Section Goals

* Establish a precise mental model for atomic operations in C++.

» Separate the notions of atomicity, visibility, and ordering.

* Demonstrate how misunderstanding these concepts leads to subtle bugs.
» Show correct usage patterns grounded in the formal memory model.

* Prepare the reader for advanced atomic patterns in later chapters.

4.1.1 Atomicity

Required Knowledge Before Examples

¢ Definition of a data race.

140
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» Difference between atomic and non-atomic objects.

* Basic understanding of machine instructions and read-modify-write sequences.

Core Explanation

Atomicity means that an operation is:
* Indivisible with respect to other threads.
* Observed as occurring entirely or not at all.
In C++, atomicity guarantees that:
* No data race occurs on the atomic object itself.
* Concurrent atomic operations are well-defined.
Crucially, atomicity alone:
* Does not guarantee visibility of other memory.
* Does not impose ordering constraints.
Atomicity answers only one question:

Can this object be accessed concurrently without undefined behavior?

Examples

Example: Non-Atomic Increment (Data Race)

#include <thread>

int counter = 0;
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void increment()

{
++counter; // not atomic
3
int main()
{
std: :thread t1(increment);
std: :thread t2(increment);
t1.join();
t2.join();
}

Failure Mode Explanation
The increment expands to a read-modify-write sequence. Interleaving these steps causes a data

race and undefined behavior.

Corrected Version: Atomic Increment

#include <thread>

#include <atomic>
std: :atomic<int> counter{0};

void increment()

{
counter.fetch_add(1, std::memory_order_relaxed);
3
int main()
{

std::thread t1(increment);
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std: :thread t2(increment);

t1.join();

t2.join();
3
Explanation

fetch_add is an atomic read-modify-write operation. Atomicity is guaranteed regardless of

interleaving.

Design Note

Use atomics when:

* The shared state is a single variable.

* Operations are simple and independent.

Use mutexes when invariants span multiple variables.

Common Mistakes

* Assuming atomic load + store is equivalent to atomic increment.

* Believing atomicity implies correctness of the whole algorithm.

Safety Checklist

* Are all compound operations truly atomic?

* Is atomicity sufficient for the intended semantics?
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4.1.2 Visibility

Required Knowledge Before Examples
* Happens-before relationship.
* Atomic memory orders.

* Understanding that CPUs and compilers reorder memory operations.

Core Explanation

Visibility answers the question:
When does a write performed by one thread become observable by another?
Atomicity alone does not guarantee visibility of:
* Non-atomic data.
* Prior writes in the same thread.

Visibility is controlled by synchronization and memory ordering.

Examples

Example: Atomic Flag Without Visibility

#include <thread>

#include <atomic>

int data = 0;

std: :atomic<bool> ready{false};

void producer()
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data = 42;

ready.store(true, std::memory_order_relaxed);

void consumer()

{
while (!ready.load(std::memory_order_relaxed)) {3}
int x = data; // undefined behavior
(void)x;

}

int main()

{
std: :thread t1(producer);
std: :thread t2(consumer);
t1.join();
t2.join();

}

Failure Mode Explanation
The atomic flag is visible, but the write to data is not synchronized. The consumer may

observe stale or indeterminate values.

Corrected Version: Acquire-Release Visibility

#include <thread>

#include <atomic>

int data = 0;

std: :atomic<bool> ready{false};
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void producer()

{
data = 42;

ready.store(true, std::memory_order_release);

void consumer ()

{
while (!ready.load(std::memory_order_acquire)) {3}
int x = data;
(void)x;

3

int main()

{
std::thread t1(producer);
std::thread t2(consumer);
t1.join();
t2.join();

}

Explanation

The release-acquire pair establishes a happens-before relationship. All prior writes become

visible to the consumer.

Design Note

Use relaxed atomics only when:
* No inter-thread visibility of other data is required.

* Atomicity alone is sufficient.
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Common Mistakes

* Assuming atomic implies visible.

* Using relaxed ordering without full reasoning.

Safety Checklist

* Are all dependent writes visible where needed?

* Is the chosen memory order sufficient?

4.1.3 Ordering

Required Knowledge Before Examples

* Source-level sequencing.
* Instruction reordering by compilers and CPUs.

* Atomic memory order taxonomy.

Core Explanation

Ordering constrains how operations may be observed across threads.

C++ defines ordering through:
* Sequenced-before (single thread).
* Happens-before (across threads).
* Memory order constraints on atomics.

Without explicit ordering:
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* Operations may appear out of order.

* Hardware and compiler optimizations are unconstrained.

Examples

Example: Missing Ordering Guarantee

#include <thread>

#include <atomic>

std::atomic<int> x{0};
std::atomic<int> y{0};

void threadl()
{

x.store(1, std::memory_order_relaxed);

y.store(1, std::memory_order_relaxed);

void thread2()

{
while (y.load(std::memory_order_relaxed) == 0) {3}
int v = x.load(std: :memory_order_relaxed); // may see @
(void)v;

}

int main()

{

std: :thread t1(threadl);
std: :thread t2(thread2);

t1.join();
t2.join();
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}

Failure Mode Explanation

Relaxed operations do not impose ordering. Seeing y == 1 does not guarantee visibility of x.

Corrected Version: Ordered Publication

#include <thread>

#include <atomic>

std: :atomic<int> x{0};

std: :atomic<int> y{03};

void threadl()
{

x.store(1, std::memory_order_relaxed);

y.store(1, std::memory_order_release);

void thread2()

{
while (y.load(std::memory_order_acquire) == 0) {}
int v = x.load(std: :memory_order_relaxed);
(void)v;

}

int main()

{

std: :thread t1(threadl);
std::thread t2(thread2);

t1.join();
t2.join();
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Explanation

Release-acquire enforces ordering: the write to x happens-before the read in thread?2.

Design Note
Ordering should be:
* Explicit.
e Minimal.

* Justified by reasoning.

Common Mistakes

* Assuming source order implies inter-thread order.

* Overusing sequential consistency without need.

Safety Checklist
* Is every ordering dependency explicit?

* Can the ordering be weakened safely?

Key Takeaways

* Atomicity prevents data races but does not imply visibility or ordering.
* Visibility requires synchronization.
* Ordering must be explicitly enforced using memory orders.

* Correct atomic code is a product of precise reasoning, not intuition.
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Exercises
1. Identify which guarantees are missing in an atomic-only example.
2. Rewrite a mutex-based solution using atomics with proper ordering.
3. Demonstrate a bug caused by relaxed ordering.
4. Determine when sequential consistency is required.

5. Build a happens-before graph for a multi-atomic interaction.

4.2 Standard Atomic Operations

Section Goals

* Precisely define the semantics of standard atomic operations in ISO C++.

* Distinguish between load/store, read-modify-write, and compare-and-exchange

operations.
* Explain how memory ordering interacts with each class of operation.
* Demonstrate correct and incorrect usage patterns with executable examples.

* Build a rigorous foundation for lock-free and wait-free designs.

4.2.1 Load and Store

Required Knowledge Before Examples

* Definition of atomicity and data races.
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* Basic understanding of memory orders.

* Awareness that atomics do not imply ordering by default.

Core Explanation

Atomic load and store operations are the simplest atomic primitives. They provide:
* Atomic access to a single object.
* Optional visibility and ordering guarantees via memory orders.

A load reads the value of an atomic object. A store writes a value to an atomic object.

Important properties:
» Load/store operations prevent data races on the atomic object itself.

* They do not, by themselves, synchronize other memory unless ordered.

Examples

Example: Atomic Load and Store Without Ordering
#include <thread>
#include <atomic>

std: :atomic<int> value{0};

void writer()

{

value.store(42, std::memory_order_relaxed);

void reader()

{
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int x = value.load(std: :memory_order_relaxed);

(void)x;

3

int main()

{
std::thread t1(writer);
std: :thread t2(reader);
t1.join();
t2.join();

3

Explanation

This program is data-race free. However, no ordering or visibility of other memory is

guaranteed.

Incorrect Example: Assuming Visibility of Non-Atomic Data

#include <thread>

#include <atomic>

int data = 0;

std: :atomic<bool> ready{false};

void producer()

{
data = 7;

ready.store(true, std::memory_order_relaxed);

void consumer()

{
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while (!ready.load(std: :memory_order_relaxed)) {3}

int x = data; // undefined behavior

(void)x;

3

int main()

{
std::thread t1(producer);
std: :thread t2(consumer);
t1.join();
t2.join();

}

Failure Mode Explanation
The atomic flag is updated atomically, but no happens-before relationship exists. The read of

data is unsynchronized and undefined.

Corrected Version: Release-Acquire Load/Store

#include <thread>

#include <atomic>

int data = 0;

std: :atomic<bool> ready{false};

void producer()

{
data = 7;

ready.store(true, std::memory_order_release);

void consumer()
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{
while (!ready.load(std::memory_order_acquire)) {3}
int x = data;
(void)x;

}

int main()

{
std: :thread t1(producer);
std: :thread t2(consumer);
t1.join();
t2.join();

}

Explanation

The release-acquire pair establishes a happens-before relationship. All prior writes become

visible to the consumer.

Design Note

Use atomic load/store for:
» Simple flags and state indicators.

* Publication of data when paired with ordering.

Common Mistakes

» Using relaxed loads/stores as synchronization.

* Assuming atomic implies visibility of all memory.
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Safety Checklist

* Is the chosen memory order sufficient?

* Are non-atomic dependencies synchronized?

4.2.2 Read-Modify-Write Operations

Required Knowledge Before Examples

* Atomicity of compound operations.
* Memory orders and their guarantees.

 Difference between atomic and non-atomic updates.

Core Explanation

Read-modify-write (RMW) operations perform:
* An atomic read.
* A modification.
* An atomic write.

All three steps are indivisible with respect to other threads.

Examples include:
* fetch_add
» fetch_sub

e fetch_or
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Examples

Example: Correct Atomic Counter

#include <thread>
#include <atomic>
#include <iostream>

std: :atomic<int> counter{0};

void increment()

{
for (int i = 0; i < 1'000'000; ++i) {
counter.fetch_add(1, std::memory_order_relaxed);
}
3
int main()
{
std::thread t1(increment);
std: :thread t2(increment);
t1.join();
t2.join();
std: :cout << counter.load(std: :memory_order_relaxed) << '\n’;
3
Explanation

Each increment is atomic. Relaxed ordering is sufficient because no cross-variable ordering is

required.
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Incorrect Example: Manual RMW with Atomics

#include <thread>

#include <atomic>
std: :atomic<int> counter{0};

void bad_increment()

{
int tmp = counter.load(std: :memory_order_relaxed);
counter.store(tmp + 1, std::memory_order_relaxed);
}
int main()
{
std: :thread t1(bad_increment);
std::thread t2(bad_increment);
t1.join();
t2.join();
}

Failure Mode Explanation
The load and store are separate operations. Interleaving causes lost updates despite atomic

accesses.

Design Note

Always use built-in RMW operations when performing compound updates. Never reassemble

them manually.
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Common Mistakes

* Replacing mutex-protected logic with naive atomic sequences.

* Assuming atomic load/store implies atomic composition.

Safety Checklist

* Is the entire update atomic?

* Is relaxed ordering truly sufficient?

4.2.3 Compare-and-Exchange

Required Knowledge Before Examples

* Atomic read-modify-write semantics.
* Optimistic concurrency concepts.

* Understanding of spurious failure.

Core Explanation

Compare-and-exchange (CAS) is the fundamental primitive for lock-free algorithms.
It:

* Compares the atomic value with an expected value.
* Replaces it if equal.
* Reports success or failure.

C++ provides:
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e compare_exchange_strong

* compare_exchange_weak

Examples

Example: CAS Loop Increment

#include <thread>

#include <atomic>
std: :atomic<int> counter{0};

void increment()

{
int expected;
do {
expected = counter.load(std::memory_order_relaxed);
} while (!counter.compare_exchange_weak(
expected,
expected + 1,
std: :memory_order_relaxed,
std: :memory_order_relaxed));
}
int main()
{

std::thread t1(increment);
std::thread t2(increment);

t1.join();
t2.join();
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Explanation

The loop retries on contention or spurious failure. Atomicity is preserved without locks.

Incorrect Example: Missing Retry Logic

#include <thread>

#include <atomic>
std: :atomic<int> value{0};

void bad_update()

{
int expected = 0;
value.compare_exchange_strong(
expected, 1, std::memory_order_relaxed);
}
int main()
{
std::thread t1(bad_update);
std::thread t2(bad_update);
t1.join();
t2.join();
}

Failure Mode Explanation

Only one thread may succeed. The other silently fails, leaving state inconsistent with intent.
Design Note

Use CAS when:

* Lock-free progress is required.
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» Updates depend on previous values.

Otherwise, prefer higher-level synchronization.

Common Mistakes

* Ignoring spurious failure.

» Using CAS where simpler atomics suffice.

Safety Checklist

* Isretry logic correct and bounded?

* Are success and failure memory orders justified?

Key Takeaways
* Load/store operations provide atomic access, not implicit synchronization.
* RMW operations must be used for compound updates.
* Compare-and-exchange enables lock-free algorithms but requires careful reasoning.

* Memory ordering choices are part of correctness, not optimization.

Exercises
1. Identify missing ordering in a load/store example.
2. Replace a mutex-protected counter with an atomic RMW solution.

3. Demonstrate a lost update caused by incorrect atomic composition.
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4. Implement a CAS-based update with bounded retries.

5. Compare CAS and fetch-add in terms of semantics and complexity.

4.3 Atomic Usage Examples

Section Goals

* Demonstrate correct, production-grade atomic usage patterns.
» Expose common incorrect assumptions about atomics and their consequences.

* Analyze atomic designs at the architectural level, separating correctness from

performance.
* Reinforce correctness-first reasoning using the formal C++ memory model.

* Provide guidance for choosing atomics versus higher-level synchronization.

4.3.1 Correct Atomic Usage

Required Knowledge Before Examples

* Atomicity, visibility, and ordering concepts.
* Acquire-release semantics and happens-before relationships.

* Understanding that atomics are low-level primitives.
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Core Explanation

Correct atomic usage requires explicitly answering three questions:
1. Is atomicity sufficient to prevent data races?
2. Is visibility of other memory required?
3. What ordering constraints are necessary?

A correct atomic design satisfies all three deliberately. Atomics are not a replacement for

mutexes; they are tools for specific use cases.

Examples

Example: Publication Pattern with Atomics

#include <thread>

#include <atomic>

struct Payload {

int value;

B

Payload payload;
std: :atomic<bool> published{false};

void producer()

{
payload.value = 123;

published.store(true, std::memory_order_release);

void consumer()
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{
while (!published.load(std: :memory_order_acquire)) {3}
int x = payload.value;
(void)x;

}

int main()

{
std: :thread t1(producer);
std: :thread t2(consumer);
t1.join();
t2.join();

}

Explanation

The release-acquire pair establishes a happens-before relationship. All writes to payload

become visible to the consumer. No data race exists, and correctness is guaranteed.

Example: Relaxed Atomic Counter

#include <thread>
#include <atomic>

#include <vector>
std: :atomic<int> counter{0};

void worker()

{
for (int i = 0; i < 100'000; ++i) {

counter.fetch_add(1, std::memory_order_relaxed);
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int main()

{
std: :vector<std: :thread> threads;
for (int 1 = 0; i < 4; ++i)

threads.emplace_back(worker);

for (auto& t : threads)
t.join();

Explanation
Only atomicity is required. No inter-thread ordering or visibility of other data is needed.

Relaxed ordering is correct and sufficient.

Design Note
Correct atomic usage is minimalistic:
» Use the weakest ordering that satisfies correctness.

* Limit atomic scope to the smallest possible state.

Common Mistakes

* Overusing sequential consistency without justification.

» Using atomics for complex invariants.

Safety Checklist

* Is every cross-thread dependency explicitly synchronized?

* Can the chosen ordering be formally justified?
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4.3.2 Incorrect Atomic Assumptions

Required Knowledge Before Examples

 Difference between atomicity and ordering.

* Undefined behavior caused by data races.

Core Explanation

Many concurrency bugs arise not from misuse of syntax, but from incorrect assumptions about
what atomics guarantee.

Common false assumptions include:
* “Atomic means thread-safe.”
* “Atomic operations are automatically ordered.”

* “Replacing a mutex with atomics preserves correctness.”

Examples

Example: Atomic Flag Without Synchronization

#include <thread>

#include <atomic>

int data = 0;

std: :atomic<bool> ready{false};

void producer()

{
data = 99;

ready.store(true, std::memory_order_relaxed);
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void consumer ()

{
while (!ready.load(std: :memory_order_relaxed)) {3}
int x = data; // undefined behavior
(void)x;

}

int main()

{
std::thread t1(producer);
std: :thread t2(consumer);
t1.join();
t2.join();

}

Failure Mode Explanation
The atomic flag prevents a race on ready, but does not synchronize access to data. The read of

data is unsynchronized and undefined.

Example: Incorrect Atomic Composition

#include <thread>

#include <atomic>
std: :atomic<int> counter{0};

void increment()
{
int tmp = counter.load(std: :memory_order_relaxed);

counter.store(tmp + 1, std::memory_order_relaxed);
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}

int main()

{
std::thread ti1(increment);
std: :thread t2(increment);
t1.join();
t2.join();

}

Failure Mode Explanation
Atomic load and store are individually safe, but the compound operation is not atomic. Lost

updates occur despite atomic types.

Design Note

Incorrect atomic assumptions are more dangerous than mutex misuse, because failures are

subtle, intermittent, and optimization-sensitive.

Common Mistakes

* Replacing locks with atomics mechanically.

* Ignoring the need for happens-before relationships.

Safety Checklist

* Does every atomic operation serve a clear purpose?

* Are compound operations truly atomic?
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4.3.3 Design-Level Analysis
Required Knowledge Before Examples
 All prior atomic concepts.

* Understanding of invariants and shared-state design.

Core Explanation
At the design level, atomics should be evaluated by:
» Correctness guarantees.
* Complexity of reasoning.
* Performance under contention.
Atomics excel when:
» State is small and independent.
* Progress guarantees matter.
They fail when:
* Invariants span multiple variables.

* Control flow depends on multiple conditions.

Examples

Example: Local Aggregation Before Atomic Update

#include <thread>

#include <atomic>
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#include <vector>

std::atomic<int> total{0};

void worker()

{
int local = 0;
for (int i = 0; i < 100'000; ++i)
++local;
total.fetch_add(local, std::memory_order_relaxed);
3
int main()
{
std: :vector<std: :thread> threads;
for (int 1 = 0; i < 4; ++i)
threads.emplace_back(worker);
for (auto& t : threads)
t.join();
3
Explanation

Local aggregation reduces contention. Atomic usage is minimal and well-defined. Correctness

is preserved independently of performance.

Design Note

Design for clarity first. If atomic reasoning becomes difficult to explain or verify, use a mutex

or a higher-level abstraction.
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Common Mistakes
* Over-optimizing atomic paths prematurely.

* Treating atomics as universally superior to locks.

Safety Checklist

* Can the design be explained with a clear happens-before graph?

¢ Is the atomic state minimal and isolated?

Key Takeaways

» Correct atomic usage requires explicit reasoning about ordering and visibility.
* Atomic types prevent data races, not design mistakes.
* Incorrect assumptions about atomics lead to undefined behavior.

* Atomic design should prioritize correctness and simplicity.

Exercises

1. Identify missing synchronization in an atomic flag example.

2. Convert an incorrect atomic composition into a correct RMW operation.
3. Decide whether a given shared invariant should use atomics or a mutex.
4. Explain why relaxed atomics are correct in a specific example.

5. Draw a happens-before graph for a publication pattern.
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Memory Ordering Semantics

5.1 Ordering Models

Section Goals

* Precisely define the three fundamental C++ memory ordering models.

* Explain what each ordering guarantees and what it deliberately does not.

* Demonstrate correct and incorrect usage with executable examples.

* Build an explicit mental model for reasoning about reordering and visibility.

* Provide design guidance for choosing the weakest correct ordering.

5.1.1 Relaxed Ordering

Required Knowledge Before Examples

* Definition of atomicity and data races.
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* Understanding that atomic operations do not imply ordering by default.

* Awareness of compiler and CPU reordering.

Core Explanation

Relaxed ordering (std: :memory_order_relaxed) provides:
* Atomicity of the operation itself.
* No ordering guarantees with respect to other operations.
* No visibility guarantees for non-atomic memory.
Relaxed ordering answers exactly one question:
Is this atomic object accessed without data races?
It does not answer:
* When other writes become visible.

* In what order operations appear across threads.

Examples

Example: Correct Use of Relaxed Ordering

#include <thread>
#include <atomic>
#include <vector>

std: :atomic<int> counter{0};

void worker()
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{
for (int i = 0; 1 < 100'000; ++i) {
counter.fetch_add(1, std::memory_order_relaxed);
}
3
int main()
{
std: :vector<std: :thread> threads;
for (int 1 = 0; i < 4; ++i)
threads.emplace_back(worker);
for (auto& t : threads)
t.join();
3
Explanation

Only atomicity is required. No thread depends on observing other memory effects. Relaxed

ordering is correct and minimal.

Incorrect Example: Relaxed Ordering as Synchronization

#include <thread>

#include <atomic>

int data = 0;

std: :atomic<bool> ready{false};

void producer()

{
data = 42;

ready.store(true, std::memory_order_relaxed);
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void consumer()

{
while (!ready.load(std: :memory_order_relaxed)) {3}
int x = data; // undefined behavior
(void)x;

}

int main()

{
std: :thread t1(producer);
std: :thread t2(consumer);
t1.join();
t2.join();

}

Failure Mode Explanation
Relaxed ordering does not establish a happens-before relationship. The read of data is

unsynchronized and undefined.

Design Note

Relaxed ordering is ideal for:
* Counters
* Statistics
* Independent state

It must never be used for inter-thread coordination.
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Common Mistakes
* Treating relaxed atomics as cheap mutexes.

* Assuming relaxed implies visibility.

Safety Checklist
* [s atomicity the only requirement?

* Is no other memory dependent on this operation?

5.1.2 Acquire / Release Ordering
Required Knowledge Before Examples

* Happens-before relationship.

* Publication and consumption patterns.

¢ Atomic load/store semantics.

Core Explanation

Acquire-release ordering provides:

* Directional synchronization between threads.
* Visibility of prior writes across threads.

* Partial ordering with minimal constraints.
Rules:

* A release operation publishes prior writes.

* A corresponding acquire operation observes them.
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Examples

Example: Correct Publication Pattern

#include <thread>

#include <atomic>

int data = 0;

std: :atomic<bool> ready{false};

void producer()

{
data = 100;

ready.store(true, std::memory_order_release);

void consumer()

{
while (!ready.load(std::memory_order_acquire)) {3}
int x = data;
(void)x;

3

int main()

{
std::thread t1(producer);
std: :thread t2(consumer);
t1.join();
t2.join();

3

Explanation

The release store synchronizes with the acquire load. All writes before the release become
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visible after the acquire.

Incorrect Example: Missing Directional Pairing

#include <thread>

#include <atomic>

int data = 0;

std: :atomic<bool> ready{false};

void producer()

{
data = 5;

ready.store(true, std::memory_order_release);

void consumer()

{
while (!ready.load(std: :memory_order_relaxed)) {3}
int x = data; // undefined behavior
(void)x;

}

int main()

{
std: :thread t1(producer);
std: :thread t2(consumer);
t1.joinQ);
t2.join();

}

Failure Mode Explanation
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Release without acquire does not establish happens-before. Synchronization requires both

sides.

Design Note

Acquire-release is the default choice for:
* Producer-consumer relationships.
* One-time initialization.

* Lock-free publication.

Common Mistakes

» Using release on both sides.

* Mixing relaxed and acquire incorrectly.

Safety Checklist

* Is every release paired with an acquire?

* [s the synchronization direction correct?

5.1.3 Sequential Consistency

Required Knowledge Before Examples

* All prior ordering models.

* Understanding of global total order.
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Core Explanation

Sequential consistency (std: :memory_order_seq_cst) provides:
* A single total order of all sequentially consistent operations.
» Behavior closest to intuitive interleaving.

Guarantees:
 All threads observe operations in the same order.
 Strongest ordering semantics.

Costs:
* Reduced optimization opportunities.

* Potential performance penalties.

Examples

Example: Sequentially Consistent Flags

#include <thread>

#include <atomic>

std: :atomic<int> x{0};
std: :atomic<int> y{0};

void threadl()
{

x.store(1);

y.store(1);
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void thread2()

{
while (y.load() == 0) {}
int v = x.load();
(void)v;

3

int main()

{
std: :thread t1(threadl);
std::thread t2(thread2);
t1.join();
t2.join();

3

Explanation

Sequential consistency ensures intuitive ordering. If y == 1 is observed, x == 1 must also be

observed.

Design Note

Use sequential consistency when:
» Simplicity outweighs performance.
 Correctness reasoning is paramount.
» Concurrency is sparse.

Avoid it in highly contended hot paths.
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Common Mistakes

» Using seq_cst everywhere by default.

* Assuming seq_cst fixes design flaws.

Safety Checklist

* Is seq_cst required for correctness?

* Can ordering be weakened safely?

Key Takeaways
* Relaxed ordering provides atomicity only.
* Acquire-release establishes directional synchronization.
* Sequential consistency enforces a global order.

* Correctness depends on choosing the weakest sufficient ordering.

Exercises

1. Identify which ordering is sufficient for a given atomic counter.
2. Convert a seq_cst example to acquire-release safely.

3. Demonstrate a bug caused by misuse of relaxed ordering.

4. Explain why acquire without release is insufficient.

5. Draw happens-before graphs for all three ordering models.
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5.2 Ordering Selection Rules

Section Goals

* Provide principled rules for selecting the weakest correct memory ordering.
» Separate correctness requirements from performance considerations.
* Demonstrate how over-ordering harms scalability without improving safety.

* Establish a repeatable decision process for professional code reviews.

5.2.1 Minimal Correct Ordering

Required Knowledge Before Examples

* Formal definition of data races and happens-before.
* Semantics of relaxed, acquire/release, and sequentially consistent orderings.

* Understanding that ordering is part of correctness, not an optimization hint.

Core Explanation

The minimal correct ordering is the weakest memory ordering that:
 Eliminates data races.
* Establishes all required happens-before relationships.
* Preserves program invariants under all allowed executions.

Stronger ordering than necessary:
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* Does not increase correctness.
* Reduces optimization freedom.
* Increases synchronization cost.
The selection process should follow a strict hierarchy:
1. If only atomicity is required, use memory_order_relaxed.
2. If publication or dependency exists, use acquire/release.

3. Use sequential consistency only when global ordering is required.

Examples

Example: Minimal Ordering for a Counter

#include <thread>
#include <atomic>
#include <vector>

std: :atomic<int> counter{0};

void worker ()

{
for (int i = 0; 1 < 50'000; ++i) {
counter.fetch_add(1, std::memory_order_relaxed);
}
}
int main()
{

std: :vector<std::thread> threads;

for (int i = 0; i < 8; ++i)
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threads.emplace_back(worker);

for (auto& t : threads)
t.join();

Explanation
Only atomicity is required. No thread depends on observing other memory. Relaxed ordering

is minimal and correct.

Incorrect Example: Over-Ordering Without Need

#include <thread>

#include <atomic>
std: :atomic<int> counter{0};

void worker()

{
counter.fetch_add(1, std::memory_order_seq_cst);
3
int main()
{
std: :thread t1(worker);
std: :thread t2(worker);
t1.join();
t2.join();
b

Failure Mode Explanation
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This code is correct but over-ordered. Sequential consistency imposes a global order that is

unnecessary. Correctness does not improve; performance may degrade.

Corrected Version

#include <thread>

#include <atomic>
std: :atomic<int> counter{0};

void worker()

{
counter.fetch_add(1, std::memory_order_relaxed);
3
int main()
{
std: :thread t1(worker);
std: :thread t2(worker);
t1.join();
t2.join();
}
Design Note

Minimal correct ordering is a proof obligation. If you cannot explain why a weaker ordering is

correct, the stronger ordering may be necessary—but only until proven otherwise.

Common Mistakes

* Defaulting to sequential consistency everywhere.
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* Choosing ordering based on intuition rather than dependencies.

Safety Checklist
* What invariants require visibility across threads?

* Which operations must participate in happens-before?

5.2.2 Performance Trade-offs

Required Knowledge Before Examples
* Hardware-level effects of memory fences.
* Cache coherency and contention.

* Understanding that performance is workload-dependent.

Core Explanation

Memory ordering directly affects performance by constraining:

* Compiler reordering.
¢ CPU out-of-order execution.

¢ Cache and store-buffer behavior.
Stronger ordering implies:

* More fences.
* Reduced instruction-level parallelism.

¢ Increased inter-core coordination.

Performance considerations must be applied after correctness is established.
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Examples

Example: Acquire/Release vs Sequential Consistency

#include <thread>

#include <atomic>

int data = 0;

std: :atomic<bool> ready{false};

void producer()

{
data = 10;

ready.store(true, std::memory_order_release);

void consumer()

{
while (!ready.load(std::memory_order_acquire)) {3}
int x = data;
(void)x;

3

int main()

{
std::thread t1(producer);
std: :thread t2(consumer);
t1.join();
t2.join();

3

Explanation

Acquire/release provides exactly the required ordering. Replacing this with sequential
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consistency would not improve correctness, but would restrict execution more severely.

Incorrect Example: Performance-Driven Weakening

#include <thread>

#include <atomic>

int data = 0;

std: :atomic<bool> ready{false};

void producer()

{
data = 10;

ready.store(true, std::memory_order_relaxed);

void consumer()

{
while (!ready.load(std: :memory_order_relaxed)) {3}
int x = data; // undefined behavior
(void)x;

}

int main()

{
std: :thread t1(producer);
std: :thread t2(consumer);
t1.joinQ);
t2.join();

}

Failure Mode Explanation
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Ordering was weakened without preserving correctness. Performance gains are meaningless in

the presence of undefined behavior.

Design Note

Performance tuning rules:
* Never weaken ordering unless correctness is preserved.
» Measure after correctness is established.

* Prefer algorithmic improvements over weaker ordering.

Common Mistakes

* Treating memory ordering as a performance knob.

* Optimizing before profiling.

Safety Checklist

* Does the ordering choice preserve all happens-before edges?

* Is performance justified by measurement, not assumption?

Key Takeaways

* The weakest correct ordering is always the right starting point.
* Over-ordering harms scalability without improving correctness.
* Performance trade-offs are secondary to formal correctness.

* Ordering decisions must be explainable and reviewable.
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Exercises
1. Identify the minimal correct ordering for a given atomic flag.
2. Replace sequential consistency with acquire/release safely.
3. Explain why relaxed ordering fails in a publication pattern.
4. Analyze the performance impact of over-ordering in a hot path.

5. Create a checklist for reviewing atomic ordering choices.

5.3 Ordering Examples

Section Goals
* Demonstrate how memory ordering choices affect correctness in real code.
* Contrast incorrect and correct ordering in a producer—consumer pattern.
* Reinforce happens-before reasoning through concrete executions.

* Provide a repeatable analysis method for ordering bugs.

5.3.1 Producer—Consumer Pattern

Required Knowledge Before Examples

* Formal definition of happens-before.

¢ Semantics of memory_order_relaxed, memory_order_acquire, and

memory_order_release.
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* Understanding that atomics alone do not imply ordering.

Core Explanation
The producer—consumer pattern is the canonical example where:
* One thread publishes data.
* Another thread consumes data after observing a signal.
Correctness requires that:

» All writes performed by the producer before publication become visible to the consumer

after observation.
* This visibility must be guaranteed on all architectures.

This requirement translates directly into an acquire-release happens-before edge.

Examples

Example: Baseline Producer—-Consumer Structure

#include <atomic>

#include <thread>

struct Payload {
int value;

B

Payload data;

std: :atomic<bool> ready{false};

void producer()

{
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data.value = 42;

ready.store(true, std::memory_order_release);

void consumer()

{

while (!ready.load(std::memory_order_acquire)) {
// spin

}
int x = data.value;
(void)x;

}

int main()

{
std: :thread p(producer);
std: :thread c(consumer);
p.join();
c.join();

}

Explanation

* The release-store publishes all prior writes in the producer.

* The acquire-load synchronizes with that store.

* A happens-before relationship is established.

This is the minimal correct ordering for this pattern.
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5.3.2 Incorrect Ordering Example

Required Knowledge Before Examples

* Understanding that relaxed operations do not create ordering.

* Awareness that data races are not the only source of undefined behavior.

Core Explanation

A common error is to assume that atomicity alone is sufficient. This assumption is incorrect

when visibility is required.

Example: Incorrect Relaxed Ordering

#include <atomic>

#include <thread>

struct Payload {
int value;

B

Payload data;

std: :atomic<bool> ready{false};

void producer()

{

data.value = 42;

ready.store(true, std::memory_order_relaxed);

void consumer()

{
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while (!ready.load(std: :memory_order_relaxed)) {

// spin
}
int x = data.value; // undefined behavior
(void)x;
}
int main()
{
std: :thread p(producer);
std: :thread c(consumer);
p.join();
c.join();
}

Explanation of Failure Mode

* The consumer may observe ready == true.
* There is no happens-before edge for data.value.
* The read of data.value is not synchronized.

¢ This constitutes undefined behavior.

The bug may only appear on specific architectures or optimization levels, making it particularly

dangerous.

Common Mistakes

* Assuming atomics imply visibility of non-atomic data.

 Using relaxed ordering in publication patterns.
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Safety Checklist

* Does observing the flag require seeing other writes?

* Is a happens-before edge explicitly established?

5.3.3 Correct Ordering Example

Required Knowledge Before Examples

* Understanding acquire—release synchronization.

* Ability to reason about transitive visibility.

Core Explanation

The correct solution strengthens ordering only where required. No global ordering is

introduced, and performance remains scalable.

Example: Correct Acquire-Release Ordering

#include <atomic>

#include <thread>

struct Payload {
int value;

3

Payload data;

std: :atomic<bool> ready{false};

void producer()

{
data.value = 42;
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ready.store(true, std::memory_order_release);

void consumer()

{

while (!ready.load(std::memory_order_acquire)) {
// spin

}
int x = data.value;
(void)x;

}

int main()

{
std: :thread p(producer);
std: :thread c(consumer);
p.join();
c.join();

}

Correctness Argument

1. The release-store publishes prior writes.
2. The acquire-load synchronizes with that store.
3. All writes to data happen-before the read.

4. The program is free of undefined behavior.

Design Note

This pattern generalizes to:
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* One-time initialization.
* Work queues with single-producer signaling.
* State-machine transitions.

Sequential consistency is unnecessary here and should be avoided.

Common Mistakes

* Replacing acquire/release with sequential consistency by habit.

* Weakening ordering without re-evaluating invariants.

Safety Checklist

* Is the synchronization edge minimal and sufficient?

* Are all dependent writes covered by the release?

Key Takeaways
* Producer—consumer patterns require explicit ordering.
* Relaxed atomics do not provide visibility guarantees.
* Acquire—release is the minimal correct solution.

* Ordering errors often manifest only in production.
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Exercises

1. Rewrite the example using sequential consistency and explain why it is correct but

suboptimal.
2. Identify all happens-before edges in the correct example.
3. Modify the example to support multiple consumers safely.
4. Explain why adding a mutex would also solve the problem.

5. Construct a test that would likely expose the incorrect relaxed version.



Part IV

PART III — Thread Management and

Lifetime Control
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Chapter 6

Chapter 6 — Thread Creation and

Ownership

6.1 Thread Lifecycle

Section Goals

* Precisely define the lifecycle of a C++ thread from creation to termination.
* Explain the semantic differences between joining and detaching threads.
 Establish a rigorous ownership model for thread objects.

* Identify failure modes caused by incorrect lifecycle management.

6.1.1 Creation

203
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Required Knowledge Before Examples
* Basic understanding of callable objects and value categories.
* Awareness that threads execute concurrently with their creator.

* Knowledge of object lifetime rules in C++.

Core Explanation

A thread represents an independently executing flow of control. In C++, a thread is created by
constructing a std: : thread object with a callable target.

Key properties of thread creation:
* Execution may begin immediately after construction.
* Arguments are copied or moved into the new thread’s context.
* Failure to create a thread results in an exception.

Thread creation is a resource acquisition operation. The thread of execution is the resource,

and the std: : thread object is its owner.

Examples

Example: Minimal Thread Creation

#include <thread>

#include <iostream>

void worker ()

{

std::cout << "Hello from worker\n”;
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int main()

{
std::thread t(worker);
t.join();

Explanation

* The thread starts executing worker.
* The main thread continues concurrently.
* join() synchronizes completion.
Common Incorrect Example: Dangling Reference

#include <thread>

void worker(int& x)

{
X = 42;
}
int main()
{
int value = 0;
std: :thread t(worker, value); // error: passed by value
t.join();
}

Explanation of Failure Mode

* The argument is copied, not referenced.
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* The worker modifies a local copy.
* The programmer’s intent is violated.

Corrected Version

#include <thread>

#include <functional>

void worker(int& x)

{
X = 42;
}
int main()
{
int value = 0;
std::thread t(worker, std::ref(value));
t.join();
}
Design Note

Thread arguments should be:
* Trivially copyable, or

» Explicitly wrapped to document reference semantics.

Common Mistakes

* Assuming reference semantics by default.

» Capturing pointers to short-lived objects.
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Safety Checklist

* Are all arguments valid for the thread’s entire lifetime?

* Is ownership of data clearly defined?

6.1.2 Join and Detach

Required Knowledge Before Examples

* Understanding of blocking synchronization.

* Awareness of program termination rules.

Core Explanation

Once created, a thread must be either:
* joined, or
e detached.

Failing to do either before destruction of the std: : thread object results in immediate program

termination.

Examples

Example: Join Semantics

#include <thread>
void work() {3}

int main()
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{
std: :thread t(work);
t.join();

3

Explanation

* The calling thread blocks until completion.
* A happens-before relationship is established.
Example: Detach Semantics
#include <thread>
void background_task() {3}
int main()

{
std: :thread t(background_task);

t.detach();

Explanation of Failure Mode

Detached threads:
* Have no synchronization with program shutdown.
* May access destroyed objects.

* Are a frequent source of latent bugs.
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Design Note
Detachment is appropriate only when:
* The thread owns all data it accesses.

* The program does not depend on its completion.

Common Mistakes

* Detaching threads that access shared state.

» Using detachment to avoid explicit lifecycle design.

Safety Checklist

* Does the detached thread outlive all referenced objects?

¢ [s termination behavior well-defined?

6.1.3 Ownership Semantics

Required Knowledge Before Examples

¢ Move semantics.

* RAII principles.

Core Explanation
A std: :thread object:
* s non-copyable.

¢ [s movable.
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This models exclusive ownership of the thread of execution.

Examples

Example: Transferring Ownership

#include <thread>
void task() {3}

int main()

{
std::thread t1(task);
std::thread t2 = std::move(tl);
t2.join();

Explanation

* Ownership transfers to t2.

* t1 becomes non-joinable.

Incorrect Example: Double Join

#include <thread>
void task() {}

int main()
{
std: :thread t(task);
t.join();
t.join(); // undefined behavior
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Explanation of Failure Mode

* The thread is no longer joinable.

* The second join violates preconditions.

Design Note

Thread ownership should mirror:
* Task responsibility.

* Scope-based lifetime control.

Common Mistakes

» Storing raw std: : thread objects in containers without a clear owner.

* Letting thread ownership escape function boundaries unintentionally.

Safety Checklist

* [s exactly one entity responsible for joining?

» Are ownership transfers explicit and visible?

Key Takeaways
» Thread creation is resource acquisition.

* Every thread must be joined or detached.
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* Ownership of threads must be explicit and unique.

» Lifecycle errors often result in termination or undefined behavior.

Exercises

1. Refactor a detached-thread example to use joining instead.

2. Design a function that safely returns a running thread.

3. Explain why copying std: : thread is forbidden.

4. Rewrite examples using std: : jthread and compare semantics.

5. Identify all lifetime assumptions in a multi-threaded function.

6.2 Lifetime Hazards

Section Goals

* Identify the most common lifetime-related concurrency hazards in real C++ code.
* Explain why these hazards often escape testing and appear only in production.
* Demonstrate incorrect patterns and rigorously correct alternatives.

* Establish design rules that prevent lifetime bugs by construction.

6.2.1 Dangling References

Required Knowledge Before Examples

* C++ object lifetime and scope rules.
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* Argument passing semantics of std: : thread.

* Basic understanding of concurrency overlap between threads.

Core Explanation

A dangling reference occurs when a thread accesses an object whose lifetime has already

ended. In concurrent programs, this often happens because:

» Thread execution outlives the scope that created it.
* Reference semantics are assumed implicitly.

* Lifetime assumptions are based on execution order rather than guarantees.

The C++ memory model provides no protection against lifetime violations. Such errors are

pure undefined behavior and cannot be repaired with atomics or memory ordering.

Examples

Example: Dangling Reference via Local Variable

#include <thread>

#include <iostream>

void worker(int& value)

{

value = 100;

void start_thread()
{
int local = 0;
std: :thread t(worker, std::ref(local));
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t.detach();
}
int main()
{
start_thread();
3

Explanation of Failure Mode

* local is destroyed when start_thread returns.
* The detached thread may still be running.

* Accessing local is undefined behavior.

This program may appear to work under light testing but is fundamentally invalid.

Corrected Version: Ownership Transfer

#include <thread>

#include <memory>

void worker(std::shared_ptr<int> value)

{

*value = 100;

void start_thread()

{
auto value = std::make_shared<int>(0);
std: :thread t(worker, value);
t.detach();
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int main()
{
start_thread();
}
Explanation
* Lifetime is explicitly extended via shared ownership.
* No object is accessed after destruction.
* Ownership semantics are visible in the type system.
Design Note

If a thread may outlive its creator:
* It must own all data it accesses, or

* Ownership must be shared explicitly.

Common Mistakes

* Passing references to stack variables into detached threads.

* Assuming thread completion order based on intuition.

Safety Checklist

* Does the thread outlive the creating scope?

* Are all referenced objects guaranteed to remain alive?
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6.2.2 Shared Ownership Errors
Required Knowledge Before Examples
* std::shared_ptr and reference counting semantics.

* Basic understanding of data races.

Core Explanation

Shared ownership solves lifetime problems but introduces new hazards:
* Unclear responsibility for synchronization.
* False assumptions about thread safety.

std: : shared_ptr manages lifetime, not concurrency.

Examples

Example: Incorrect Shared Ownership Assumption

#include <thread>

#include <memory>

struct Data {
int value;

B
void worker(std::shared_ptr<Data> d)

{

d->value += 1; // data race

int main()
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{
auto d = std::make_shared<Data>();
d->value = 0;
std::thread ti1(worker, d);
std::thread t2(worker, d);
t1.join();
t2.join();

}

Explanation of Failure Mode

* Lifetime is safe.
* Access is unsynchronized.

¢ A data race occurs on value.

This is undefined behavior despite correct ownership.

Corrected Version: Internal Synchronization

#include <thread>
#include <memory>

#include <mutex>

struct Data {
int value;
std: :mutex m;

};

void worker(std::shared_ptr<Data> d)

{
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std: :lock_guard<std: :mutex> lock(d->m);

d->value += 1;

3

int main()

{
auto d = std::make_shared<Data>();
d->value = 0;
std::thread t1(worker, d);
std: :thread t2(worker, d);
t1.join();
t2.join();

3

Design Note

Shared ownership should be combined with:

* Internal synchronization, or

¢ Immutable shared state.

Avoid designs where lifetime safety masks concurrency errors.

Common Mistakes

* Treating shared_ptr as thread-safe data.

* Mixing shared ownership with ad-hoc locking.
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Safety Checklist

* Does shared ownership imply shared mutation?

* Is synchronization centralized and consistent?

Key Takeaways

* Lifetime bugs are independent of the memory model.

Detached threads are the primary source of dangling references.
» Shared ownership solves lifetime but not synchronization.

* Correct designs make ownership explicit and enforceable.

Exercises
1. Identify all lifetime assumptions in a detached-thread example.
2. Refactor a dangling-reference example to use value ownership.
3. Convert a shared-mutable design into an immutable one.
4. Explain why atomics cannot fix lifetime violations.

5. Design a thread-safe shared object with explicit ownership rules.

6.3 Thread Management Examples
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Section Goals

* Demonstrate how incorrect thread management leads to real crashes.
* Show how lifetime violations manifest in production systems.
* Provide rigorously safe thread designs based on ownership rules.

* Establish reusable patterns that eliminate entire classes of bugs.

6.3.1 Crash Due to Lifetime Violation
Required Knowledge Before Examples
* Object lifetime and scope-based destruction.
* Semantics of std::thread: :detach.

* The fact that the C++ memory model does not track object lifetime.

Core Explanation

One of the most frequent causes of crashes in concurrent C++ programs is a lifetime violation
caused by detached threads.

The failure pattern is:
1. A thread is detached.
2. The creating scope exits.
3. The detached thread continues execution.
4. The thread accesses destroyed objects.

This failure is non-deterministic and often appears only under load.
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Examples

Example: Crashing Detached Thread

#include <thread>

#include <iostream>

void worker(const intx value)

{
std: :this_thread: :sleep_for(std: :chrono::milliseconds(10));

std::cout << *value << '\n’'; // use-after-free

void start()

{
int local = 42;
std: :thread t(worker, &local);
t.detach();
}
int main()
{
start();
std: :this_thread: :sleep_for(std: :chrono::milliseconds(50));
}

Explanation of Failure Mode
* local is destroyed when start() returns.
* The detached thread dereferences a dangling pointer.
* The program exhibits undefined behavior and may crash.

This code may appear correct during testing and fail catastrophically in production.
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Common Mistakes
* Treating detached threads as “fire-and-forget”.
* Passing raw pointers to stack objects.

* Assuming execution order based on sleep durations.

Safety Checklist
* Does the thread outlive the creating scope?

* Are all accessed objects guaranteed to remain alive?

6.3.2 Safe Thread Design

Required Knowledge Before Examples
* RAII and ownership-based design.
* Move semantics and exclusive ownership.

* Basic synchronization guarantees of join().

Core Explanation
A safe thread design obeys the following principles:
* Thread lifetime is bounded by an owning scope.

* Ownership of both thread and data is explicit.

* Completion is synchronized deterministically.
The simplest safe rule is:

If a thread accesses shared state, it must be joined.
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Examples

Example: Safe Join-Based Design

#include <thread>

#include <iostream>

void worker(int value)

{
std: :cout << value << '\n’;
3
int main()
{
std::thread t(worker, 42);
t.join();
3
Explanation

* The worker owns its data by value.
* The thread is joined before leaving scope.
 Lifetime and execution are fully ordered.

Example: Safe Shared Ownership for Background Work

#include <thread>
#include <memory>

#include <iostream>

void worker(std: :shared_ptr<int> value)

{
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std: :this_thread: :sleep_for(std::chrono::milliseconds(10));

std::cout << *value << '\n’;

}
int main()
{
auto value = std::make_shared<int>(42);
std: :thread t(worker, value);
t.join();
}
Explanation
* Lifetime is explicitly shared.
* No dangling references are possible.
* Ownership intent is visible in the function signature.
Design Note

Prefer the following hierarchy:
1. Join threads whenever possible.
2. Pass data by value.
3. Use shared ownership only when necessary.

4. Avoid detachment unless the thread owns all its state.

Common Mistakes

» Using detachment to simplify control flow.
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* Mixing ownership models inconsistently.

* Relying on timing instead of synchronization.

Safety Checklist

* Is thread completion deterministic?
* Are ownership boundaries explicit?

* Can this design be reasoned about locally?

Key Takeaways

* Lifetime violations are a primary cause of concurrency crashes.

Detached threads are inherently dangerous.
» Safe designs make ownership explicit and enforceable.

* Joining threads is the default-safe strategy.

Exercises

1. Modify the crashing example to fail more reliably and explain why.
2. Rewrite a detached-thread design using scoped ownership.

3. Identify all lifetime assumptions in a multi-threaded function.

4. Convert a pointer-based thread API into a value-based one.

5. Explain why atomics cannot repair lifetime errors.
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Chapter 7 — Cooperative Cancellation
and std: : jthread

7.1 Cancellation Fundamentals

Section Goals
* Explain why forced thread termination is fundamentally unsafe in C++.
* Introduce the cooperative cancellation model adopted by the standard.

 Establish the conceptual foundations of std: : jthread and cancellation tokens.

* Provide a correctness-first mental model for cancellation-aware thread design.

7.1.1 Forced Termination Pitfalls

226
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Required Knowledge Before Examples
* Thread lifetime and ownership rules.
* RAII and destructor-based cleanup.

* Understanding that C++ does not support asynchronous thread killing.

Core Explanation

In many programming environments, developers look for a way to forcibly stop a running
thread. In C++, this concept is deliberately absent.

The reason is fundamental:

* A thread may hold locks.
* A thread may own resources.

* A thread may be in the middle of a critical invariant update.

Forcefully terminating such a thread would violate program invariants and break the C++
object model. Any mechanism that stops a thread from the outside would necessarily bypass
destructors and leave the program in an undefined state.

For this reason:

C++ does not and cannot provide safe forced thread termination.

Examples

Example: Incorrect Forced-Termination Mental Model

#include <thread>

#include <atomic>
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std: :atomic<bool> stop{false};

void worker ()

{

while (!stop.load()) {
// work

}

}

int main()

{
std: :thread t(worker);
stop.store(true);
t.join();

}

Explanation of Failure Mode

While this example appears benign, it illustrates a flawed mental model:
* The worker thread has no obligation to check stop.
* Cleanup logic is not structured.

* Cancellation points are ad hoc and error-prone.

As systems grow, such patterns lead to:
* Unresponsive shutdown.
* Resource leaks.

 Subtle deadlocks during termination.
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Design Note

Any cancellation mechanism that relies on:
* Global flags,
* External interruption,
* Or implicit timing assumptions

is inherently fragile.

Common Mistakes

* Attempting to emulate thread killing with shared flags.

* Assuming a thread will periodically observe a stop request.

Safety Checklist

* Can the thread exit at any point without violating invariants?

* Is cleanup guaranteed regardless of exit timing?

7.1.2 Cooperative Cancellation Model

Required Knowledge Before Examples

* Move semantics and RAIL.
* Understanding of join-based thread lifetime.

* Familiarity with condition-based loop termination.
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Core Explanation

C++20 introduced a standardized cooperative cancellation model based on:

e std::jthread

e std::stop_token

e std::stop_source

The key principle is:

Threads are never forced to stop; they choose to stop.

Cancellation is:

» Explicit

¢ Observable

e Structured

std: : jthread enforces this model by:

* Owning the thread of execution.

* Requesting cancellation in its destructor.

* Joining automatically.
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Examples

Example: Minimal Cooperative Cancellation

#include <thread>

#include <stop_token>

void worker(std::stop_token st)

{
while (!st.stop_requested()) {
// work
3
3
int main()
{
std::jthread t(worker);
3
Explanation

* The stop token is injected automatically.
* Cancellation is requested on scope exit.

* The thread terminates cooperatively.

No explicit join or stop signaling is required.

Example: Structured Cleanup on Cancellation

#include <thread>
#include <stop_token>

#include <iostream>
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void worker(std::stop_token st)

{
while (!st.stop_requested()) {
// work
}
std::cout << "clean shutdown\n";
}
int main()
{
{
std::jthread t(worker);
}
}

Correctness Argument

* Cancellation is visible to the worker.
* Cleanup code executes deterministically.

* Thread lifetime is scope-bound.

Design Note

Cooperative cancellation scales naturally to:
* Nested operations.
* Thread pools.
* Long-running background services.

It also composes cleanly with RAII and exception safety.
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Common Mistakes

* Ignoring the stop token inside loops.

* Mixing std: : thread and std: : jthread inconsistently.

Safety Checklist

* Are there well-defined cancellation points?

* [s cleanup guaranteed after cancellation?

Key Takeaways
* Forced thread termination is incompatible with C++ semantics.
* Cancellation must be cooperative to be safe.
* std::jthread encodes correct lifetime and cancellation by default.

* Cancellation logic should be explicit and structured.

Exercises

1. Rewrite a flag-based cancellation loop using std: : stop_token.

2. Identify all implicit cancellation points in a worker function.

3. Compare manual joining with std: : jthread destruction semantics.

4. Design a cancellable long-running computation with deterministic cleanup.

5. Explain why cancellation cannot be implemented safely from outside a thread.
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7.2 Modern C++ Thread Facilities

Section Goals

* Introduce the modern thread facilities added in C++20 and refined through C++26.
* Explain how std: : jthread corrects fundamental design issues of std: : thread.
* Present std: : stop_token as the foundation of structured cooperative cancellation.

 Establish best-practice patterns for lifetime-safe, cancellation-aware thread design.

7.2.1 std::jthread

Required Knowledge Before Examples

* Ownership and lifetime rules of std: : thread.
* RAII as the primary C++ resource-management model.

* Understanding of why detached threads are dangerous.

Core Explanation

std:: jthread is a joinable thread with built-in lifetime and cancellation semantics. It directly

addresses the two most common sources of concurrency bugs:

* Forgotten joins leading to program termination.

¢ Unsafe ad-hoc cancellation mechanisms.
Key properties of std: : jthread:

* Automatically joins on destruction.



235

* Automatically provides a std: : stop_token to the thread function.

* Requests cancellation before joining.
This design enforces correct thread ownership by construction.

Examples

Example: Minimal std: : jthread

#include <thread>

void worker()

{
// work
}
int main()
{
std::jthread t(worker);
3
Explanation

* No explicit join() is required.
* Thread lifetime is bound to scope.
* Program termination is impossible due to a forgotten join.

Common Incorrect Example: Mixing Ownership Models

#include <thread>
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void worker() {}
int main()

{
std::jthread t(worker);

t.detach(); // design error

Explanation of Failure Mode
* Detachment defeats the lifetime guarantees of std: : jthread.
* Cancellation and joining semantics are bypassed.
* The design intent of std: : jthread is violated.

Corrected Version

#include <thread>

void worker() {}

int main()

{

std::jthread t(worker);

// no detach, no manual join

Design Note

Use std: : jthread whenever:

* A thread has a well-defined owning scope.
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* Cancellation may be required.

¢ Deterministic shutdown matters.

Common Mistakes

* Treating std: : jthread as a drop-in replacement without rethinking design.

* Attempting to manually manage lifetime.

Safety Checklist

* Is thread lifetime bound to a clear scope?

* Is ownership unambiguous?

7.2.2 std: :stop_token

Required Knowledge Before Examples

» Cooperative cancellation principles.
* Loop-based task execution.

* Awareness that cancellation must be voluntary.

Core Explanation

std: :stop_token is a lightweight, thread-safe object used to query whether cancellation has
been requested.

Important characteristics:

* It does not stop a thread.
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¢ [t communicates intent, not force.

* It composes across call boundaries.

Cancellation becomes an explicit part of the function contract.

Examples

Example: Cancellation-Aware Worker

#include <thread>

#include <stop_token>

void worker(std::stop_token st)

{
while (!st.stop_requested()) {
// work
}
}
int main()
{
std::jthread t(worker);
3
Explanation

* The stop token is injected automatically.
* Cancellation is requested when t is destroyed.

» The worker cooperatively terminates.
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Example: Propagating Cancellation

#include <thread>

#include <stop_token>

void subtask(std::stop_token st)

{
while (!st.stop_requested()) {
// sub-work

void worker(std::stop_token st)

{
subtask(st);
3
int main()
{
std::jthread t(worker);
3

Correctness Argument

* Cancellation intent propagates naturally.
* No global state or shared flags are required.

* Termination remains structured and predictable.

Design Note

Prefer std: : stop_token over:
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* Global atomic flags.
¢ Volatile booleans.

* Timeout-based termination logic.

Common Mistakes

* Ignoring the stop token inside long-running loops.

* Treating cancellation as an afterthought.

Safety Checklist

* Are there well-defined cancellation points?

* Is cleanup guaranteed after cancellation?

Key Takeaways
* std::jthread encodes correct thread ownership by default.
* std::stop_token provides structured cooperative cancellation.
* Modern C++ favors cancellation by agreement, not force.

* These facilities eliminate entire classes of lifetime and shutdown bugs.

Exercises

1. Convert a std: : thread-based example to std: : jthread.

2. Identify all implicit cancellation points in a worker function.
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3. Refactor a global-flag cancellation design using std: : stop_token.
4. Explain why cancellation cannot safely be enforced externally.

5. Design a cancellable background service with deterministic shutdown.

7.3 Cancellation Examples

Section Goals

* Demonstrate cooperative cancellation in realistic long-running workloads.
* Show how to design graceful shutdown paths that preserve invariants.
» Contrast incorrect, non-cooperative approaches with correct, structured solutions.

* Provide reusable patterns for cancellation-aware thread design using standard facilities.

7.3.1 Long-Running Thread

Required Knowledge Before Examples

* Thread ownership and lifetime rules.
* Cooperative cancellation semantics.

* Basic loop invariants and cleanup requirements.

Core Explanation

Long-running threads are common in:

* Background services.
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* Monitoring and polling loops.
* Streaming or pipeline stages.
The essential requirement is that such threads:
* Remain responsive to shutdown requests.
 Exit without violating invariants.
* Release all owned resources deterministically.

Polling global flags or relying on timeouts produces brittle designs. Cooperative cancellation

provides a structured alternative.

Examples

Example: Incorrect Long-Running Loop

#include <thread>

#include <atomic>
std: :atomic<bool> stop{false};

void worker ()

{
while (!stop.load()) {
// long-running work
}
}
int main()
{

std: :thread t(worker);

stop.store(true);
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t.join();

Explanation of Failure Mode

 Cancellation intent is implicit and global.
* No guarantee that cleanup is executed.

* The loop structure does not scale across call boundaries.

This pattern becomes unmaintainable as logic grows.

Corrected Version: Cooperative Cancellation

#include <thread>

#include <stop_token>

void worker(std::stop_token st)

{
while (!st.stop_requested()) {
// long-running work
}
}
int main()
{
std::jthread t(worker);
}

Correctness Argument

* Cancellation intent is explicit and local.
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* The loop is cancellation-aware by construction.

* The thread exits when cancellation is requested.

Design Note

Every long-running loop should:
* Accept a stop token explicitly.

* Check for cancellation at well-defined points.

Common Mistakes

* Checking cancellation too infrequently.

* Ignoring cancellation in nested loops.

Safety Checklist

* Are cancellation checks guaranteed to execute?

* Can the loop exit without corrupting state?

7.3.2 Graceful Shutdown

Required Knowledge Before Examples

* RAIll-based cleanup.
* Exception safety basics.

* Deterministic destruction ordering.
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Core Explanation

Graceful shutdown requires more than stopping execution. It requires:
* Completing or abandoning in-progress work safely.
* Releasing resources in a known order.
* Leaving the program in a valid final state.

Cooperative cancellation enables graceful shutdown by allowing the thread to decide how to

stop.

Examples

Example: Graceful Shutdown with Cleanup

#include <thread>
#include <stop_token>

#include <iostream>

void worker(std::stop_token st)

{

while (!st.stop_requested()) {

// work

}

// cleanup phase

std::cout << "shutting down cleanly\n";
3
int main()
{



246

std::jthread t(worker);

} // cancellation requested, cleanup executed

Explanation
* Cancellation is requested when the scope ends.
* The worker observes the request.

* Cleanup code executes deterministically.

Example: Multi-Stage Graceful Shutdown

#include <thread>

#include <stop_token>

void stage(std::stop_token st)

{
while (!st.stop_requested()) {
// stage work

void worker(std::stop_token st)

{
stage(st);
// final cleanup
}
int main()
{

std::jthread t(worker);



247

Correctness Argument

» Cancellation propagates through all stages.
* No global coordination is required.

* Shutdown behavior is composable and predictable.

Design Note

Graceful shutdown should be:
* Local to each component.
» Triggered by shared cancellation intent.

* Independent of external timing assumptions.

Common Mistakes

* Performing cleanup only in destructors.

* Mixing forced shutdown logic with cooperative cancellation.

Safety Checklist

* Is cleanup guaranteed after cancellation?

¢ Does shutdown leave all invariants intact?

Key Takeaways

* Long-running threads must be cancellation-aware by design.
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» Cooperative cancellation enables graceful shutdown.
e std::jthread and std: : stop_token enforce correct patterns.

* Structured cancellation scales with system complexity.

Exercises
1. Refactor a polling-based worker to use std: : stop_token.
2. Identify all cancellation points in a long-running algorithm.
3. Design a two-phase shutdown sequence using cooperative cancellation.
4. Explain why sleeping-based shutdown is unreliable.

5. Extend the examples to support multiple coordinated workers.
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Synchronization Primitives
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Chapter 8

Mutexes and Locking Rules

8.1 Mutex Fundamentals

Section Goals

* Establish precise criteria for when a mutex is the correct synchronization primitive.
* Explain the real costs of locking in terms of correctness, performance, and scalability.
* Contrast mutex-based synchronization with alternatives such as atomics.

* Provide rigorous, production-grade examples that demonstrate correct and incorrect

usage.

8.1.1 When to Use a Mutex

Required Knowledge Before Examples

* Definition of a data race and the happens-before relation.
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* Thread interleaving and non-deterministic execution.

* Basic RAII principles in C++.

Core Explanation
A mutex is the primary tool for protecting compound invariants. 1t should be used when:
* Multiple memory locations must be updated atomically as a group.
* The protected operation cannot be expressed as a single atomic instruction.
e Strong ordering and mutual exclusion are required.
A mutex establishes:
* Mutual exclusion: only one thread executes the critical section.
* A synchronization point: unlock synchronizes-with the next successful lock.

This guarantees both atomicity and visibility for the protected region.

Examples

Example: Correct Use of a Mutex to Protect an Invariant

#include <mutex>

struct Counter {
int value = 0;
int checksum = 0;

std: :mutex m;

void increment()

{
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std: :lock_guard<std: :mutex> lock(m);
++value;

checksum += value;
1
Correctness Argument
* Both fields form a single invariant.
* The mutex ensures no interleaving can observe a partial update.

* Lock acquisition establishes a happens-before relationship.

Example: Incorrect Attempt Using Atomics

#include <atomic>

struct BrokenCounter {
std: :atomic<int> value{0};

std: :atomic<int> checksum{0};

void increment()

{

++value;

checksum += value.load();
5

Explanation of Failure Mode

» Each atomic operation is individually safe.

* The combined invariant is not protected.
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* Other threads may observe inconsistent states.

This is a logical race, even though no data race exists.

Corrected Version

#include <mutex>

struct FixedCounter {
int value = 0;
int checksum = 0;

std: :mutex m;

void increment()

{
std: :lock_guard<std: :mutex> lock(m);
++value;
checksum += value;
}
Y
Design Note

If correctness depends on a relationship between multiple values, a mutex (or equivalent

higher-level primitive) is required.
Common Mistakes
* Replacing mutexes with atomics without re-evaluating invariants.

* Protecting only part of a shared state.

* Locking in one function but accessing data unlocked elsewhere.
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Safety Checklist

* Are all accesses to the invariant protected?

* Is the mutex the sole authority over the shared state?

8.1.2 Locking Costs

Required Knowledge Before Examples

» Context switching and scheduling basics.
» Cache coherence at a conceptual level.

¢ Contention versus uncontended execution.

Core Explanation

Mutex locking has costs that are often misunderstood. These costs are not constant:
* Uncontended locks are usually cheap.
* Contended locks can serialize execution.
* Blocking may involve kernel transitions.

However, the cost of incorrect synchronization is always higher.

Examples

Example: Measuring Lock Overhead (Illustrative)

#include <mutex>

#include <chrono>
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int main()

{
std: :mutex m;
auto start = std::chrono::steady_clock: :now();
for (int i = 0; 1 < 1'000'000; ++i) {

std: :lock_guard<std: :mutex> lock(m);

auto end = std::chrono::steady_clock: :now();

auto duration = end - start;

Interpretation

* This measures uncontended locking only.

* Results vary by platform and build configuration.

* No universal performance claim should be made.

Example: False Optimization by Removing a Mutex
#include <vector>

std: :vector<int> data;

void push(int x)

{

data.push_back(x); // undefined behavior if concurrent



257

Explanation of Failure Mode

¢ The container is not thread-safe.
¢ Concurrent modification causes data races.

* Any performance gain is meaningless.

Corrected Version

#include <vector>

#include <mutex>

std: :vector<int> data;

std: :mutex m;

void push(int x)

{
std: :lock_guard<std: :mutex> lock(m);
data.push_back(x);

}

Design Note

* Optimize locking only after correctness is established.
* Reduce lock scope before removing locks.

¢ Measure under realistic contention.

Common Mistakes

* Avoiding mutexes based on folklore.

* Assuming atomics are always faster.
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* Measuring uncontended performance only.

Safety Checklist

* [s the mutex protecting a real invariant?

* Is lock scope minimal but sufficient?

Key Takeaways
* Use a mutex whenever multiple operations must appear atomic.
* Atomics do not replace mutexes for compound invariants.
* Locking costs exist but are secondary to correctness.

* Measure performance only after achieving correctness.

Exercises
1. Identify an invariant in an existing codebase and protect it with a mutex.
2. Rewrite a broken atomic-based design using a mutex.
3. Measure uncontended versus contended lock behavior.
4. Reduce the scope of a critical section without breaking correctness.

5. Explain why removing a mutex can introduce undefined behavior.
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8.2 Mutex Variants

Section Goals

* Explain the semantic differences between the standard mutex types.
 Establish precise rules for selecting the correct mutex variant.
* Demonstrate correct and incorrect usage patterns for each mutex type.

» Highlight performance, safety, and design trade-offs.

8.2.1 std: :mutex

Required Knowledge Before Examples

¢ Data race definition and mutual exclusion.
* RAIll-based locking with std: : lock_guard.

* Happens-before relationships induced by locking.

Core Explanation

std: :mutex is the fundamental mutual exclusion primitive. It provides:
* Exclusive ownership.
* Non-recursive locking semantics.
* Strong ordering guarantees.

A thread attempting to re-lock the same std: :mutex it already owns results in deadlock.
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Examples

Example: Correct Use of std: :mutex

#include <mutex>

class SafeCounter {
int value = 0;

std::mutex m;

public:
void increment()

{
std: :lock_guard<std: :mutex> lock(m);

++value;

int get() const

std: :lock_guard<std: :mutex> lock(m);

return value;
Y5

Example: Incorrect Recursive Locking

#include <mutex>
std: :mutex m;

void f()

{
std: :lock_guard<std: :mutex> lock(m);
/] ...
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f(); // deadlock

Explanation of Failure Mode

* std: :mutex does not track ownership count.

* The second lock attempt blocks forever.

Design Note

Use std: :mutex by default. If recursion appears necessary, re-evaluate the design first.

Common Mistakes

* Recursive locking assumptions.

* Locking across function boundaries without clear ownership.

Safety Checklist

* [s the mutex locked exactly once per execution path?

* Are lock scopes minimal and well-defined?

8.2.2 std::timed_mutex

Required Knowledge Before Examples

* Blocking vs non-blocking synchronization.

* Timeouts and progress guarantees.
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Core Explanation

std::timed_mutex extends std: :mutex with timed locking:
e try_lock_for
* try_lock_until

It is useful when:
* Deadlock avoidance is required.

* Bounded waiting is a correctness requirement.

Examples

Example: Timed Lock Attempt

#include <mutex>

#include <chrono>
std::timed_mutex tm;

void work()

{
if (tm.try_lock_for(std::chrono::milliseconds(10))) {
tm.unlock();
} else {
// fallback or recovery
}
}

Example: Incorrect Assumption of Progress

void unreliable()
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tm. try_lock_for(std: :chrono::milliseconds(1));

// assumes success

Explanation of Failure Mode

* Timed locking does not guarantee acquisition.

* Ignoring the return value causes logic errors.

Corrected Version

void reliable()

{
if ('tm.try_lock_for(std::chrono::milliseconds(1)))
return;
tm.unlock();
}
Design Note

Timed mutexes express liveness constraints, not performance optimization.

Common Mistakes

* Ignoring timeout failures.

* Using timed mutexes to mask design flaws.

Safety Checklist

* [s failure to acquire handled correctly?
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* Is bounded waiting a real requirement?

8.2.3 std: :recursive_mutex

Required Knowledge Before Examples

* Call stack reentrancy.

* Ownership semantics of mutexes.

Core Explanation

std: :recursive_mutex allows the same thread to acquire the mutex multiple times. Each
lock must be matched with an unlock.

This comes at a cost:
* Higher overhead.

* Weaker design discipline.

Examples

Example: Legal Recursive Locking

#include <mutex>
std: :recursive_mutex rm;

void f(int depth)
{
std: :lock_guard<std: :recursive_mutex> lock(rm);
if (depth > 0)
f(depth - 1);
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Example: Design Smell

void api()
{

std: :lock_guard<std::recursive_mutex> lock(rm);
helper();

void helper()
{

std: :lock_guard<std::recursive_mutex> lock(rm);

Explanation of Failure Mode

* The design hides locking structure.

* Refactoring becomes dangerous.

Design Note

std: :recursive_mutex should be a last resort. Prefer restructuring code to avoid reentrant

locking.

Common Mistakes

» Using recursive mutexes as a convenience.

* Forgetting to unlock the correct number of times.

Safety Checklist

¢ [s recursion unavoidable?
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» Can ownership be made explicit instead?

Key Takeaways
* std: :mutex is the default and safest choice.
* std::timed_mutex encodes liveness constraints.
* std::recursive_mutex trades safety for flexibility.

* Mutex selection is a design decision, not an implementation detail.

Exercises
1. Replace a recursive mutex with a non-recursive design.
2. Demonstrate a deadlock caused by incorrect mutex choice.
3. Add timeout handling to an existing mutex-protected section.
4. Measure uncontended locking costs for different mutex types.

5. Refactor code to make lock ownership explicit.

8.3 Mutex Examples

Section Goals

* Demonstrate correct mutex-based synchronization.

* Analyze a real deadlock scenario with precise failure reasoning.
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* Present principled techniques for deadlock prevention and resolution.

* Reinforce disciplined locking rules suitable for large-scale systems.

8.3.1 Correct Locking

Required Knowledge Before Examples

¢ Data races and mutual exclusion.
¢ RAII and deterministic destruction.

* Happens-before relationships induced by mutex locking.

Core Explanation

Correct locking ensures:
» Exclusive access to shared state.
* (Clear ownership and bounded lock scope.
* Strong ordering guarantees across threads.
The lock must:
* Be acquired before accessing shared data.
* Be released automatically using RAII.

* Protect a clearly defined invariant.
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Examples
Example: Correct Mutex Usage with RAII

#include <mutex>

class Account {
int balance = 0;

mutable std::mutex m;

public:
void deposit(int amount)
{
std: :lock_guard<std: :mutex> lock(m);
balance += amount;
}

bool withdraw(int amount)

{
std: :lock_guard<std: :mutex> lock(m);
if (balance < amount)
return false;
balance -= amount;
return true;
}

int get_balance() const

std: :lock_guard<std: :mutex> lock(m);

return balance;

I
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Design Note

The mutex protects a single invariant: balance is always consistent. All accesses are serialized.

Common Mistakes

* Locking too broadly.
* Locking inside getters but not setters.

* Manual lock() / unlock() pairs.

Safety Checklist

* Is every shared access protected?

* [s the lock scope minimal?

8.3.2 Deadlock Scenario

Required Knowledge Before Examples

* Mutual exclusion and lock ordering.

¢ Circular wait condition.

Core Explanation

Deadlock occurs when all of the following hold:
e Mutual exclusion.
* Hold-and-wait.

* No preemption.
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¢ Circular wait.

Examples

Example: Classic Two-Mutex Deadlock

#include <mutex>

#include <thread>

std: :mutex mi;

std: :mutex m2;

void thread_a()
{

std: :lock_guard<std:
std: :lock_guard<std:

void thread_b()
{

std: :lock_guard<std:
std: :lock_guard<std:

mutex>

:mutex>

:mutex>

mutex>

Explanation of Failure Mode

lock1(m1);
lock2(m2);

lock2(m2);
lock1(m1);

¢ thread_a holds m1 and waits for m2.

¢ thread_b holds m2 and waits for m1.

* Neither thread can make progress.

This is a deterministic deadlock, not a race.
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Common Mistakes

* Inconsistent lock ordering.

* Assuming scheduling will “avoid” deadlock.

Safety Checklist

* Are multiple mutexes acquired?

* Is lock order globally consistent?

8.3.3 Deadlock Resolution

Required Knowledge Before Examples

* Lock ordering discipline.

* Atomic lock acquisition.

Core Explanation

Deadlock can be prevented by:
* Enforcing a global lock order.
* Acquiring multiple locks atomically.

* Reducing lock granularity.

Examples

Example: Deadlock-Free Locking with std: : lock

#include <mutex>
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std: :mutex mi1;

std: :mutex m2;

void safe_function()

{
std::lock(ml, m2);
std: :lock_guard<std: :mutex> lock1(ml, std::adopt_lock);
std: :lock_guard<std: :mutex> lock2(m2, std::adopt_lock);
3

Explanation of Correctness

* std: :1lock acquires both mutexes atomically.

* Deadlock is avoided by internal retry logic.

Alternative: Global Lock Ordering

void ordered_function()

{
std: :lock_guard<std: :mutex> lock1(ml);
std: :lock_guard<std: :mutex> lock2(m2);
}
Design Note

std: : lock is preferred when ordering cannot be guaranteed statically.

Common Mistakes

* Mixing ordered and unordered locking.

» Forgetting std: :adopt_lock.
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Safety Checklist

* Is every multi-lock acquisition deadlock-free?

* s the strategy documented and enforced?

Key Takeaways
* Correct locking relies on disciplined ownership and scope.
* Deadlocks are deterministic design failures.
* std: :lock and strict ordering are primary prevention tools.

* Mutex usage must follow architectural rules, not ad-hoc fixes.

Exercises
1. Identify a deadlock risk in existing code and refactor it.
2. Replace nested locking with atomic lock acquisition.
3. Measure contention impact with coarse vs fine-grained locks.
4. Design a lock hierarchy for a multi-resource system.

5. Prove deadlock freedom using lock ordering.



Chapter 9

Lock Management and RAII

9.1 RAII-Based Lock Management

Section Goals

* Explain why RAII is the foundation of safe lock management in C++.
* Compare std: :lock_guard and std: :unique_lock in depth.
* Demonstrate correct and incorrect locking patterns.

* Provide design guidance for selecting the appropriate RAII lock wrapper.

9.1.1 std::lock_guard
Required Knowledge Before Examples
¢ Basic mutex semantics.

¢ RAII and deterministic destruction.
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* Exception propagation and stack unwinding.

Core Explanation

std: :lock_guard is the simplest and most restrictive RAII lock wrapper. Its defining

properties are:

Acquires the mutex at construction.

Releases the mutex at destruction.

Cannot be unlocked early.

Cannot be moved or copied.

This strictness is intentional: it minimizes misuse and encourages small, well-defined critical

sections.

Examples

Example: Minimal Correct Usage

#include <mutex>

std: :mutex m;

int shared_value = 0;

void increment()
{
std: :lock_guard<std: :mutex> lock(m);

++shared_value;
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Explanation

* The mutex is locked before accessing shared_value.

* The lock is released automatically, even if an exception is thrown.

* The critical section is minimal and explicit.

Example: Incorrect Manual Locking

void unsafe_increment()

{
m.lock();
++shared_value;
m.unlock();

}

Explanation of Failure Mode

If an exception occurs between lock () and unlock(), the mutex remains locked indefinitely,

leading to deadlock.

Design Note

Use std: : lock_guard by default. If it is insufficient, that is a design signal—not a limitation.

Common Mistakes

* Using lock_guard for long-running operations.

* Locking inside functions that call user-provided callbacks.
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Safety Checklist

¢ Is the critical section minimal?

* [Is early unlock unnecessary?

9.1.2 std::unique_lock

Required Knowledge Before Examples

* Deferred locking.
* Condition variables.

¢ Move semantics.

Core Explanation

std: :unique_lock is a more flexible RAII lock wrapper. It supports:
* Deferred locking.
* Manual lock and unlock.
* Ownership transfer via move semantics.
» Compatibility with condition variables.

This flexibility comes with increased responsibility.

Examples

Example: Deferred Locking

#include <mutex>
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std: :mutex m;
int data = 0;

void process()

{
std: :unique_lock<std: :mutex> lock(m, std::defer_lock);
// perform non-critical work
lock.lock();
++data;
}
Explanation

¢ The mutex is not locked at construction.

* Lock acquisition is explicit and controlled.

Example: Early Unlock

void partial_lock()
{

std: :unique_lock<std::mutex> lock(m);
int local = data;

lock.unlock(); // release early

// long computation without holding the mutex

local *= 2;

lock.lock();

data = local;
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Explanation of Correctness

* Shared data is accessed only while the mutex is held.

» Lock ownership is explicit and verifiable.

Example: Incorrect Assumption of Ownership

void incorrect_usage()

{
std: :unique_lock<std: :mutex> lock(m, std::defer_lock);

++data; // undefined behavior: mutex not locked

Explanation of Failure Mode

Accessing shared state without holding the mutex constitutes a data race, resulting in undefined

behavior.

Design Note

Choose std: :unique_lock only when:
* You need deferred locking.
* You must unlock and relock within the same scope.

¢ You interact with condition variables.

Common Mistakes

* Forgetting to lock after defer_lock.

* Holding a unique_lock longer than necessary.
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Safety Checklist

* Is the lock always held when accessing shared state?

* Is flexibility actually required?

Key Takeaways

RAII is mandatory for safe lock management.

std: :lock_guard should be the default choice.
* std::unique_lock trades safety for flexibility.

* Increased flexibility requires stricter discipline.

Exercises
1. Refactor manual mutex usage to RAII-based locking.
2. Replace a unique_lock with lock_guard where possible.
3. Identify a case where deferred locking is required.
4. Demonstrate an exception-safe critical section using RAII.

5. Design a locking policy for a multi-stage pipeline.

9.2 Advanced Lock Techniques
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Section Goals
* Explain advanced RAII-based locking patterns that go beyond basic mutex usage.
* Demonstrate deferred locking and its correct application.
* Analyze lock ownership transfer using move semantics.

* Provide precise guidance on when these techniques are justified.

9.2.1 Deferred Locking

Required Knowledge Before Examples

* RAIl-based lock management.
* Mutex ownership rules.

» Exception safety guarantees.

Core Explanation

Deferred locking allows the construction of a lock object without immediately acquiring the
associated mutex. This technique is supported by std: :unique_lock through the
std: :defer_lock tag.

Deferred locking is useful when:
* Lock acquisition must be postponed until after preparatory work.
* Multiple mutexes are involved and must be locked together.

* Locking is conditional.
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Examples

Example: Correct Deferred Locking

#include <mutex>

std: :mutex m;

int shared_data = 0;

void update(bool should_update)

{
std: :unique_lock<std: :mutex> lock(m, std::defer_lock);
if (!should_update)
return;
lock.lock();
++shared_data;
3
Explanation

* The mutex is not locked unless the condition is satisfied.
* Lock ownership is explicit and unambiguous.

* RAII still guarantees unlock on scope exit.

Example: Incorrect Deferred Lock Usage

void unsafe_update()
{
std: :unique_lock<std: :mutex> lock(m, std::defer_lock);

++shared_data; // data race: mutex not locked
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Explanation of Failure Mode

Accessing shared state without holding the mutex causes a data race, resulting in undefined

behavior.

Design Note

Deferred locking should be rare and deliberate. If most code paths require the lock, deferred

locking adds unnecessary risk.

Common Mistakes

* Forgetting to call lock().

* Mixing deferred locks with complex control flow.

Safety Checklist

* Is every shared access protected by a locked mutex?

* Is deferred locking truly necessary?

9.2.2 Lock Ownership Transfer

Required Knowledge Before Examples

* Move semantics.
* Unique ownership models.

* Function-level synchronization design.
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Core Explanation

std: :unique_lock supports ownership transfer through move semantics. This enables
patterns where a lock is acquired in one scope and safely transferred to another.

Ownership transfer is impossible with std: : lock_guard by design.

Examples
Example: Returning a Locked Resource

#include <mutex>

std: :mutex m;
int data = 0;

std: :unique_lock<std: :mutex> acquire_lock()

{

return std::unique_lock<std: :mutex>(m);

void use_data()

{
auto lock = acquire_lock();
++data;

3

Explanation

e The mutex is locked inside acquire_lock.
* Ownership is transferred to the caller.

* The mutex is released when lock goes out of scope.
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Example: Incorrect Ownership Assumption

void incorrect_transfer()

{
std: :unique_lock<std::mutex> lock1(m);

std: :unique_lock<std::mutex> lock2 = lockl; // compilation error

Explanation of Failure Mode

Copying a std: :unique_lock is disallowed to prevent multiple owners of the same mutex.

Corrected Version

void correct_transfer()

{

std: :unique_lock<std: :mutex> lock1(m);

std: :unique_lock<std::mutex> lock2 = std::move(lock1);
}
Design Note

Ownership transfer should model real ownership semantics. If lock lifetime becomes difficult

to reason about, redesign the interface.

Common Mistakes

* Overusing ownership transfer for convenience.

» Extending lock lifetimes beyond necessary scope.

Safety Checklist

* Is ownership transfer clearly documented?
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* Does the lock protect only the required operations?

Key Takeaways
* Deferred locking is powerful but error-prone.
* Lock ownership transfer enables advanced synchronization designs.
* std: :unique_lock flexibility requires disciplined usage.

* Prefer simpler locking strategies unless complexity is justified.

Exercises
1. Refactor a function to use deferred locking correctly.
2. Identify a misuse of deferred locking and correct it.
3. Design an API that transfers lock ownership safely.
4. Compare a design using ownership transfer with one using callbacks.

5. Explain why std: : lock_guard forbids ownership transfer.

9.3 Lock Management Examples

Section Goals

* Demonstrate correct usage of deferred locking with RAII.

* Illustrate safe lock ownership transfer using move semantics.
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* Highlight common incorrect assumptions and their consequences.

* Reinforce disciplined lock lifetime reasoning.

9.3.1 Deferred Lock Example

Required Knowledge Before Examples

* Basic mutex usage and RAII.
 Difference between std: : lock_guard and std: :unique_lock.

 Data race definition and mutex-based synchronization.

Core Explanation

Deferred locking allows construction of a lock object without immediately acquiring the
associated mutex. This is achieved by passing std: :defer_lock to std: :unique_lock. The
mutex is only acquired when lock() is explicitly called.

Deferred locking is useful when:
* Lock acquisition is conditional.
* Preparatory work should occur outside the critical section.

* Multiple locks must be coordinated manually.

Examples

Example: Correct Deferred Lock Usage

#include <mutex>

std: :mutex m;
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int shared_value = 0;

void conditional_update(bool do_update)

{
std: :unique_lock<std: :mutex> lock(m, std::defer_lock);
if (!do_update)
return;
lock.lock();
++shared_value;
3
Explanation

¢ The mutex is not locked unless the condition is satisfied.
* All accesses to shared_value occur while holding the mutex.

* RAII guarantees the mutex is released on scope exit.

Example: Incorrect Deferred Lock Assumption

void incorrect_update()

{

std: :unique_lock<std: :mutex> lock(m, std::defer_lock);

++shared_value; // undefined behavior: mutex not locked

Explanation of Failure Mode

The mutex is never acquired, so the increment introduces a data race. The program has

undefined behavior even if it appears to work in testing.



289

Design Note
Deferred locking should be used sparingly. If most code paths require locking, immediate
acquisition is safer and clearer.
Common Mistakes
* Forgetting to call lock().

* Accessing shared state before acquiring the lock.

Safety Checklist
* Is every shared access dominated by a successful lock() call?

* [s deferred locking genuinely necessary?

9.3.2 Ownership Transfer Example

Required Knowledge Before Examples
* Move semantics and non-copyable types.
* Unique ownership models.

* Function-level synchronization boundaries.

Core Explanation

std: :unique_lock supports ownership transfer through move semantics. This enables
patterns where a mutex is locked in one scope and safely transferred to another scope or
function.

Ownership transfer is intentionally forbidden for std: : lock_guard to prevent ambiguous lock

lifetimes.
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Examples
Example: Transferring Lock Ownership

#include <mutex>

std: :mutex m;
int data = 0;

std: :unique_lock<std: :mutex> acquire()

{

return std::unique_lock<std::mutex>(m);

void use_data()

{
auto lock = acquire();
++data;

3

Explanation

e The mutex is locked inside acquire.
* Ownership is transferred to the caller via move semantics.

* The mutex is released when lock goes out of scope.

Example: Invalid Ownership Duplication

void invalid_copy()
{

std: :unique_lock<std: :mutex> lock1(m);

std: :unique_lock<std::mutex> lock2 = lockl; // compilation error
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Explanation of Failure Mode
Copying a std: :unique_lock would imply two owners of the same mutex. The type system

prevents this error at compile time.

Corrected Version

void valid_transfer()

{

std: :unique_lock<std::mutex> lockl1(m);

std: :unique_lock<std: :mutex> lock2 = std::move(lock1);
}
Design Note

Ownership transfer should reflect real ownership semantics. If lock flow becomes difficult to

follow, redesign the interface.

Common Mistakes

* Overusing ownership transfer for convenience.

» Extending lock lifetimes beyond the critical section.

Safety Checklist

* Is lock ownership clearly documented?

* Does the lock protect only the necessary operations?

Key Takeaways

* Deferred locking increases flexibility but also risk.



292

* Ownership transfer is a powerful but advanced technique.
* std::unique_lock trades simplicity for expressiveness.

¢ Clear lock lifetimes are essential for correctness.

Exercises
1. Refactor a function to use deferred locking safely.
2. Identify a deferred lock misuse and explain the resulting data race.
3. Design an API that returns a locked resource using ownership transfer.
4. Compare a design using ownership transfer with one using callbacks.

5. Explain why std: :lock_guard forbids deferred locking and moves.



Chapter 10

Condition Variables and Coordination

10.1 Condition Variable Concepts

Section Goals

* Establish a precise mental model for condition variables.
* Explain why predicates are mandatory for correctness.
* Demonstrate the reality and implications of spurious wakeups.

* Provide rigorously correct usage patterns grounded in the C++ memory model.

10.1.1 Predicates
Required Knowledge Before Examples
* Mutex-based mutual exclusion and RAII locking.

* The definition of a data race and happens-before.

293
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* Basic understanding of std: :condition_variable.

Core Explanation

A condition variable does not represent a condition. It represents a notification mechanism
used to block threads until a shared-state condition may have become true.

The actual condition is expressed as a predicate: a Boolean expression over shared state
protected by a mutex.

Formally:
* The predicate is evaluated while holding the mutex.

* A successful return from wait establishes a synchronizes-with relationship with the

notifying thread, only if the predicate is true.
* Notifications are not queued and have no memory.

Therefore, correctness depends entirely on rechecking the predicate.

Examples

Example: Minimal Correct Predicate-Based Wait

#include <condition_variable>

#include <mutex>

std: :mutex m;
std::condition_variable cv;

bool ready = false;

void worker()

{

std: :unique_lock<std::mutex> lock(m);
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cv.wait(lock, [1 { return ready; });

// safe to proceed: ready == true and happens-before is established

Explanation

» The mutex protects access to ready.

* The predicate is evaluated while holding the mutex.

* The lambda is rechecked after every wakeup.

Example: Incorrect Wait Without Predicate

void broken_worker ()

{
std: :unique_lock<std::mutex> lock(m);
cv.wait(lock); // incorrect
// assumes condition is satisfied

3

Explanation of Failure Mode

This code is incorrect because:
* Wakeups may occur without a corresponding notification.
* Even after a real notification, the condition may no longer hold.

Proceeding without rechecking shared state leads to logical races, even though no data race

occurs.
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Corrected Version

void corrected_worker()

{
std: :unique_lock<std::mutex> lock(m);
while (!ready) {
cv.wait(lock);
}
}
Design Note

Prefer the predicate overload of wait. It encodes correctness directly in the API and eliminates

accidental misuse.

Common Mistakes

* Treating condition variables as event queues.

* Assuming one notification wakes exactly one waiter meaningfully.

Safety Checklist

* [s every wait guarded by a predicate?

* Is the predicate protected by the same mutex?

10.1.2 Spurious Wakeups

Required Knowledge Before Examples

* OS-level scheduling is outside the C++ abstract machine.

* Mutex unlock/lock boundaries define memory visibility.
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Core Explanation

A spurious wakeup occurs when wait returns even though no thread called notify_one or
notify_all, or when the condition is not satisfied.

The C++ standard explicitly allows spurious wakeups. They are not bugs; they are a
fundamental design constraint.

Reasons include:
* Performance optimizations.
* Interaction with platform primitives.
* Avoiding missed wakeup races.

Correct code must be immune to spurious wakeups.

Examples

Example: Spurious Wakeup Safe Loop

void robust_worker()

{
std: :unique_lock<std::mutex> lock(m);
while (!ready) {
cv.wait(lock);
}
// guaranteed: ready == true
}
Explanation

* The loop enforces the predicate invariant.

* Spurious wakeups only cause extra iterations.
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» Correctness is preserved.

Example: Timing Illustration (Not a Performance Claim)

#include <chrono>

void timed_wait_example()

{
std: :unique_lock<std: :mutex> lock(m);
cv.wait_for(lock, std::chrono::milliseconds(10),
[1 { return ready; });
}
Explanation
* The predicate is still mandatory.
* Timeout does not imply failure or success.
* Only the predicate determines correctness.
Design Note

Spurious wakeups are the reason condition variables are always used with predicates. Any

design that ignores this is broken by definition.

Common Mistakes

* Writing if instead of while.

* Assuming wakeups imply progress.
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Safety Checklist

* Is every wait in a loop or predicate overload?

* Does the loop re-check all required invariants?

Key Takeaways
* Condition variables do not store state.
¢ Predicates define correctness, not notifications.
* Spurious wakeups are guaranteed to exist.

* Correct code must tolerate arbitrary wakeups.

Exercises
1. Rewrite a wait-based algorithm using predicate overloads.
2. Identify a logical race caused by missing a predicate.
3. Convert an if-based wait into a correct loop.
4. Explain why spurious wakeups cannot be eliminated.

5. Design a shared-state invariant suitable for a condition variable.

10.2 Correct Usage Rules



300

Section Goals
* Define rigorously correct waiting patterns for condition variables.
* Establish safe and deterministic notification patterns.
» Connect condition-variable usage to the C++ memory model.

* Eliminate missed wakeups, logical races, and brittle coordination.

10.2.1 Waiting Patterns

Required Knowledge Before Examples

* Mutex ownership and RAII locking (std: :unique_lock).
¢ Shared-state invariants and data-race freedom.

* The meaning of happens-before.

Core Explanation

Waiting on a condition variable is never about waiting for a notification. It is about waiting for
a state predicate to become true.

The correct mental model is:
* The waiting thread owns a mutex.
* It repeatedly checks a predicate over shared state.
* If the predicate is false, it atomically:

— releases the mutex,
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— blocks,

— re-acquires the mutex before returning.
This pattern is the only one that guarantees correctness in the presence of:
* spurious wakeups,
¢ lost notifications,

* competing waiters.

Examples

Example: Canonical Waiting Loop

#include <condition_variable>

#include <mutex>

std::mutex m;
std::condition_variable cv;

bool ready = false;

void wait_for_ready()

{
std: :unique_lock<std::mutex> lock(m);
while (!ready) {
cv.wait(lock);
}
}
Explanation

* The mutex protects ready.
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* The predicate is checked under mutual exclusion.

* Spurious wakeups only cause extra loop iterations.

Example: Predicate Overload (Preferred)

void wait_for_ready_safe()

{
std: :unique_lock<std::mutex> lock(m);
cv.wait(lock, [1 { return ready; });
}
Explanation

The predicate overload encodes the loop semantics directly. It is semantically equivalent to the

manual loop and less error-prone.

Example: Incorrect Waiting Pattern

void broken_wait()

{
std: :unique_lock<std::mutex> lock(m);
if (!ready) {
cv.wait(lock); // incorrect
}
}

Explanation of Failure Mode

This code is incorrect because:
* A spurious wakeup may bypass the condition.

* Another thread may consume the condition first.
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* Logical races occur even without data races.

Corrected Version

Replace the if with a while loop or use the predicate overload.

Design Note

If correctness matters more than brevity (which it should), never use wait without a predicate

or loop.

Common Mistakes

 Treating condition variables as event queues.

* Assuming wakeups imply state validity.

Safety Checklist

* Is the predicate checked under the same mutex?

* Is the predicate re-checked after every wakeup?

10.2.2 Notification Patterns

Required Knowledge Before Examples

* Lock release establishes visibility.

* Notifications do not synchronize by themselves.
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Core Explanation

Notifications must follow a strict rule:

Modify shared state first, then notify.

The notifying thread must ensure that:
* the predicate becomes true under mutex protection,
* the mutex is released before or after notification.
The happens-before chain is:
¢ shared state write — mutex unlock,
* mutex unlock — mutex lock in waiter.

The notification itself carries no data.

Examples

Example: Correct Notification Pattern

void signal_ready()
{

std: :lock_guard<std: :mutex> lock(m);
ready = true;

3

cv.notify_one();



305

Explanation

* State is modified under the mutex.
* Unlock publishes the write.
* Notification wakes waiting threads.

Example: Incorrect Notification Order

void broken_signal()

{
cv.notify_one(); // incorrect
std: :lock_guard<std: :mutex> lock(m);
ready = true;

}

Explanation of Failure Mode

* Waiting threads may wake before the condition is true.

* No guarantee of visibility or ordering.

* Results in missed wakeups.

Corrected Version

Always update shared state first, then notify.

Example: notify_all for Broadcast Conditions

void broadcast_ready()

{
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std: :lock_guard<std: :mutex> lock(m);

ready = true;

3
cv.notify_all();
}
Design Note

* Use notify_one for single-consumer conditions.

* Use notify_all when multiple waiters depend on the same state.

Common Mistakes

* Notifying without holding or coordinating with a mutex.

* Assuming notifications carry memory visibility.

Safety Checklist

* Is shared state fully updated before notification?

* Can multiple waiters safely observe the predicate?

Key Takeaways
* Waiting is about predicates, not notifications.
* Always wait in a loop or predicate overload.
* Always update state before notifying.

* Condition variables require disciplined design.
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Exercises
1. Rewrite a broken wait using a correct predicate loop.
2. Identify a missed-wakeup scenario in existing code.
3. Convert a single-consumer design to a broadcast design.
4. Explain why notifications do not establish happens-before.

5. Design a shared-state predicate for a bounded buffer.

10.3 Coordination Examples

Section Goals

* Expose common incorrect usages of condition variables and explain precisely why they
fail.

* Demonstrate a correct, production-grade producer—consumer design.

* Reinforce predicate-based reasoning and happens-before guarantees.

10.3.1 Incorrect Usage

Required Knowledge Before Examples

* Mutex-protected shared state.
* Condition-variable waiting semantics.

* Difference between data races and logical races.
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Core Explanation

Incorrect usage of condition variables almost never results in undefined behavior. Instead, it
produces logically incorrect synchronization: missed wakeups, stalled threads, or
non-deterministic hangs.

The root cause is nearly always one of the following:
* waiting without a predicate,
* notifying before updating shared state,

* accessing shared state outside mutex protection.

Examples

Example: Waiting Without a Predicate

#include <condition_variable>

#include <mutex>

std: :mutex m;
std::condition_variable cv;

bool ready = false;

void broken_waiter()

{
std: :unique_lock<std::mutex> lock(m);
cv.wait(lock); // incorrect
// assumes ready == true

3

Explanation of Failure Mode

This code is incorrect because:
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* spurious wakeups are permitted,

* notifications do not guarantee predicate truth,

* another thread may consume the condition first.
The thread may proceed while ready == false.

Corrected Version

void correct_waiter()

{
std: :unique_lock<std::mutex> lock(m);
cv.wait(lock, [1 { return ready; });
3
Design Note

If a condition variable does not guard a predicate, it is being used incorrectly.

Example: Notification Before State Update

void broken_notifier()

{
cv.notify_one(); // incorrect
std: :lock_guard<std: :mutex> lock(m);
ready = true;

}

Explanation of Failure Mode

* The waiting thread may wake before the state change.

* No happens-before relationship is established.
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* The notification can be permanently lost.

Corrected Version

void correct_notifier()

{
{
std: :lock_guard<std: :mutex> lock(m);
ready = true;
}
cv.notify_one();
}

Common Mistakes

* Treating notifications as signals with memory semantics.

* Using if instead of while when waiting.

Safety Checklist

* Is every wait guarded by a predicate?

* Is shared state always modified before notification?

10.3.2 Producer—Consumer Pattern

Required Knowledge Before Examples

* Mutex-based critical sections.
* Condition-variable wait and notify rules.

* Queue invariants.
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Core Explanation

The producer—consumer pattern is the canonical use case for condition variables.

Key invariants:
» producers add items to a shared buffer,
e consumers remove items from the same buffer,
* access is serialized by a mutex,
* condition variables coordinate availability.
Two predicates are typically required:
e buffer not empty,

* optionally, buffer not full.

Examples

Example: Correct Producer—-Consumer Implementation

#include <condition_variable>
#include <mutex>

#include <queue>
std: :mutex m;
std::condition_variable cv;

std: :queue<int> buffer;

void producer(int value)

{

std: :lock_guard<std: :mutex> lock(m);
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buffer.push(value);
}

cv.notify_one();

int consumer()

{
std: :unique_lock<std::mutex> lock(m);
cv.wait(lock, [1 { return !buffer.empty(); });
int value = buffer.front();
buffer.pop();
return value;

3

Explanation

* The queue is always accessed under the mutex.
* The consumer waits on a clear predicate.

* The mutex unlock publishes the pushed value.

The happens-before chain is:
* producer writes to queue,
* mutex unlock,
¢ mutex lock in consumer,

e consumer observes the value.
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Example: Incorrect Consumer Without Loop

int broken_consumer()

{
std: :unique_lock<std::mutex> lock(m);
if (buffer.empty()) {
cv.wait(lock); // incorrect
}
int value = buffer.front(); // unsafe
buffer.pop();
return value;
}

Explanation of Failure Mode
* Multiple consumers may race logically.
* Spurious wakeups may bypass the condition.

* Queue access may occur when empty.

Corrected Version

Use a predicate-based wait or explicit loop.

Design Note

The producer—consumer pattern scales naturally to:

* multiple producers,
* multiple consumers,

¢ bounded buffers.

The correctness rules do not change.
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Common Mistakes

* Forgetting to notify after producing.

* Accessing the buffer outside the mutex.

Safety Checklist

* Is the queue invariant always preserved?
* Are all waits predicate-based?

* Are notifications issued after state changes?

Key Takeaways

¢ Condition variables coordinate state, not events.
* Incorrect usage causes logical races, not UB.

* Producer—consumer correctness relies on simple, strict rules.

Exercises

1. Identify all logical races in a broken consumer implementation.
2. Extend the producer—consumer example with a bounded buffer.
3. Convert notify_one to notify_all and explain the effect.

4. Explain why condition variables cannot replace mutexes.

5. Design a multi-producer, multi-consumer queue using the same rules.
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Chapter 11

Lock-Free and Wait-Free Concepts

11.1 Progress Guarantees

Section Goals

* Define and rigorously distinguish lock-free, wait-free, and obstruction-free progress

guarantees.

* Explain what progress guarantees mean in terms of system-wide and per-thread forward

progress.
* Demonstrate correct reasoning about progress using standard C++ atomic operations.

* Identify common misconceptions and incorrect assumptions about lock-free

programming.
11.1.1 Lock-Free

317
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Required Knowledge Before Examples

* The C++ memory model and atomic operations.
* Read—modify—write operations (e.g., compare_exchange).

* The definition of a data race and atomicity.

Core Explanation

An algorithm is lock-free if it guarantees that:
At least one thread makes forward progress in a finite number of steps.

This is a system-wide progress guarantee. Individual threads may starve, but the system as a
whole continues to move forward.

Lock-free algorithms avoid mutual exclusion primitives and rely on atomic operations.
Contention is resolved through retries rather than blocking.

Lock-free does not mean:
* no waiting,
* no retries,

* no starvation.

Examples

Example: Lock-Free Counter

#include <atomic>

std: :atomic<int> counter{0};
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void increment()

{
int old = counter.load(std: :memory_order_relaxed);
while (!counter.compare_exchange_weak(
old,
old + 1,
std: :memory_order_release,
std: :memory_order_relaxed))
{
// retry with updated value in old
}
}
Explanation

* compare_exchange_weak may fail spuriously or due to contention.
* At least one thread will succeed in updating the counter.

* No thread holds exclusive ownership of the counter.
This algorithm is lock-free because system-wide progress is guaranteed.
Common Mistakes
* Assuming lock-free implies fairness.
* Treating retry loops as busy waiting without understanding progress semantics.

Safety Checklist

¢ Are all shared variables atomic?

* Are memory orders explicitly chosen and justified?
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11.1.2 Wait-Free

Required Knowledge Before Examples

* Lock-free progress guarantees.

* Bounded execution steps.

Core Explanation

An algorithm is wait-free if it guarantees that:
Every thread completes its operation in a finite number of steps.

This is a per-thread progress guarantee. No starvation is possible.
Wait-free algorithms are strictly stronger than lock-free algorithms. Every wait-free algorithm
is lock-free, but not vice versa.

In practice, wait-free algorithms are:
* difficult to design,
* expensive in terms of memory or complexity,

* rare in general-purpose libraries.

Examples

Example: Wait-Free Atomic Store

#include <atomic>
std: :atomic<int> value{0};

void store_value(int v)
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{

value.store(v, std::memory_order_release);
3
Explanation

» The operation completes in a single step.
* No retries or loops are involved.

* Progress of one thread is independent of others.

This operation is wait-free.

Design Note

Most non-trivial wait-free algorithms require:
* per-thread resources,
* helping mechanisms,

* bounded contention assumptions.

Common Mistakes

* Claiming wait-freedom without proving bounded completion.

* Confusing lock-free retry loops with wait-free execution.

Safety Checklist

* Can every thread complete regardless of others?

* Is the number of steps bounded?
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11.1.3 Obstruction-Free
Required Knowledge Before Examples
* Atomic operations and retry loops.

¢ Contention scenarios.

Core Explanation

An algorithm is obstruction-free if it guarantees that:
A thread makes progress if it eventually executes in isolation.

This is the weakest progress guarantee.

Under contention:
* no progress is guaranteed,
* livelock is possible.
Obstruction-free algorithms rely on external mechanisms (e.g., backoff, scheduling fairness) to
ensure progress.
Examples
Example: Obstruction-Free Update
#include <atomic>

std: :atomic<int> data{0};

void update()
{

int expected = data.load(std::memory_order_relaxed);



323

while (!data.compare_exchange_weak(
expected,
expected + 1,
std: :memory_order_release,

std: :memory_order_relaxed))

{
// no backoff or helping
}
}
Explanation

¢ If a thread runs alone, it succeeds.

* Under contention, threads may interfere indefinitely.

This algorithm is obstruction-free but not lock-free.

Design Note

Obstruction-free algorithms are typically:

* theoretical building blocks,

* used with contention management layers.

Common Mistakes

* Assuming obstruction-free implies lock-free.

* Ignoring livelock scenarios.
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Safety Checklist

* Is there a strategy to handle contention?

* Is livelock acceptable for this use case?

Key Takeaways
* Progress guarantees define forward progress, not performance.
* Lock-free guarantees system-wide progress.
» Wait-free guarantees per-thread progress.

* Obstruction-free guarantees progress only in isolation.

Exercises
1. Classify a mutex-protected operation by progress guarantee.
2. Identify whether a retry loop is lock-free or obstruction-free.
3. Explain why wait-free algorithms are rare in practice.
4. Modity a lock-free algorithm to reduce starvation.

5. Analyze progress guarantees of std: :atomic: :fetch_add.

11.2 Practical Constraints
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Section Goals

* Identify the practical limits imposed by the ISO C++ standard on lock-free and wait-free

programming.

» Explain why theoretical progress guarantees do not automatically translate into

real-world performance.
* Analyze common performance pitfalls in low-level concurrent algorithms.

* Provide engineering guidance for deciding when lock-free techniques are appropriate.

11.2.1 Standard Limitations

Required Knowledge Before Examples

* Progress guarantees: lock-free, wait-free, obstruction-free.
* The distinction between abstract machine guarantees and hardware behavior.

* Atomic operations and memory ordering.

Core Explanation

The ISO C++ standard specifies semantic guarantees, not hardware capabilities. As a result,
lock-free and wait-free programming in standard C++ is constrained by several fundamental

limitations.

* The standard does not require lock-free implementations for all atomic types.
* Lock-freedom is specified per operation, not per algorithm.

* Progress guarantees say nothing about fairness or latency.
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For example, std: :atomic<T> provides the query:
e is_lock_free()
However, the result:
* may vary by platform,
* may vary by type,
* may vary by alignment.

The standard explicitly permits atomic operations to be implemented using internal locks.

Examples

Example: Querying Lock-Free Support

#include <atomic>

#include <iostream>
int main()
{

std: :atomic<long long> value{0};

std: :cout << std::boolalpha << value.is_lock_free() << '\n’;

Explanation

* A return value of true indicates lock-free behavior for this type on this platform.

¢ A return value of false does not violate the standard.

An algorithm built on such atomics cannot be assumed lock-free across all environments.
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Design Note

Standard C++ favors portability over guaranteeing lock-free execution. Any algorithm that

requires lock-free behavior must:
* detect platform capabilities,
* provide fallbacks,

* or explicitly constrain its deployment targets.

Common Mistakes

* Assuming std: :atomic always implies lock-free execution.

* Treating progress guarantees as performance guarantees.

Safety Checklist

* Have you verified lock-free status for all required atomic types?

* Is there a correct fallback when lock-free support is unavailable?

11.2.2 Performance Pitfalls

Required Knowledge Before Examples

* Cache coherence and false sharing.
* Contention and retry loops.

* Memory ordering costs.
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Core Explanation

Lock-free algorithms are often assumed to be faster than mutex-based designs. This
assumption is frequently incorrect.

Common performance pitfalls include:

* excessive contention on shared atomics,

* cache line bouncing,

e unbounded retry loops,

* overly strong memory orderings.
Progress guarantees do not limit:

* the number of retries,

¢ the amount of wasted CPU time,

* the latency of individual operations.

Examples

Example: Contended Lock-Free Increment

#include <atomic>
std: :atomic<int> counter{0};

void increment()

{
int expected = counter.load(std: :memory_order_relaxed);
while (!counter.compare_exchange_weak(

expected,
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expected + 1,
std: :memory_order_acq_rel,

std: :memory_order_relaxed))

{
// high contention may cause many retries
}
3
Explanation

* Under heavy contention, most threads spin without making progress.
* Cache coherence traffic dominates execution time.

» System-wide progress is preserved, but throughput collapses.

A mutex-based approach may outperform this design under moderate contention.

Example: Overly Strong Memory Ordering

#include <atomic>
std: :atomic<int> data{0};

void publish(int v)

{

data.store(v, std::memory_order_seq_cst);
3
Explanation

» Sequential consistency imposes a single total order.

* This ordering is often stronger than required.
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 Strong ordering increases synchronization costs.

Design Note

Performance-oriented lock-free design requires:

* minimizing shared state,

* reducing contention hot spots,

* using the weakest correct memory ordering.
Lock-free algorithms are most effective when:

e contention is low,

* operations are short,

* progress under failure is critical.

Common Mistakes

* Replacing mutexes with atomics without profiling.
* Using memory_order_seq_cst by default.

* Ignoring cache-level effects.

Safety Checklist

* Have you measured contention under realistic workloads?
* Are memory orderings justified and minimal?

* Would a mutex provide simpler and faster behavior?
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Key Takeaways

* The C++ standard prioritizes portability over lock-free guarantees.
* Lock-free does not imply fast, fair, or scalable.

* Performance depends more on contention and memory effects than on progress

guarantees.

* Lock-free techniques should be applied selectively and measured rigorously.

Exercises

1. Identify which atomic types are lock-free on your target platform.

2. Compare a mutex-based counter with a lock-free counter under contention.
3. Rewrite a sequentially consistent atomic operation using weaker ordering.
4. Analyze cache contention in a shared atomic variable.

5. Decide whether a given workload truly benefits from lock-free design.

11.3 Lock-Free Examples

Section Goals

* Demonstrate how code that appears lock-free can still fail to provide real progress.
* Explain livelock as a distinct failure mode from deadlock.

» Show how incorrect retry logic undermines lock-free guarantees.
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* Provide concrete guidance for diagnosing and mitigating lock-free pathologies.

11.3.1 Pseudo Lock-Free Failure

Required Knowledge Before Examples

* Definition of lock-free progress: system-wide progress is guaranteed.
* Atomic read-modify-write operations.

* Compare-and-exchange semantics.

Core Explanation

A common misconception is that using std: : atomic and compare_exchange automatically
yields a lock-free algorithm.

In reality, many algorithms are only syntactically lock-free:
* They use atomic operations.
* They contain no explicit locks.

Yet they fail to provide meaningful progress under contention.

Such designs are referred to here as pseudo lock-free:
 progress is theoretically guaranteed,

* but practically unachievable under load.

Examples

Example: Naive Lock-Free Stack Push

#include <atomic>
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struct Node

{

int value;
Node* next;

B§
std: :atomic<Node*> head{nullptr};

void push(Node* n)
{

Node* old_head = head.load(std: :memory_order_relaxed);
do
{

n->next = old_head;

b

while (!head.compare_exchange_weak(
old_head,
n,
std: :memory_order_release,

std: :memory_order_relaxed));

Explanation of Failure Mode

* Under contention, multiple threads repeatedly fail CAS.
* Each failure invalidates progress for that thread.

* One thread may succeed repeatedly while others starve.

The algorithm is lock-free by definition, yet individual threads may make no observable

progress for unbounded time.
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Corrected Perspective

This code is:
¢ Jock-free,
* not wait-free,
* not starvation-free.

Correctness is preserved, but latency and fairness are not.

Design Note

Lock-free does not imply:
¢ bounded retries,
¢ fairness,

* predictable latency.

Such algorithms must be evaluated under expected contention patterns.

Common Mistakes

* Assuming CAS loops are cheap under contention.

* Ignoring starvation scenarios.

Safety Checklist

* Have retry bounds been analyzed?

* Is starvation acceptable for this workload?
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11.3.2 Livelock Example

Required Knowledge Before Examples

¢ Difference between deadlock and livelock.
» Cooperative retry behavior.

* Progress conditions.

Core Explanation

A livelock occurs when:
¢ threads remain active,
* threads respond to each other,
* but no useful progress is made.
In lock-free algorithms, livelock typically arises from:
* overly aggressive retries,
* symmetric contention,

* lack of backoff strategies.

Examples

Example: Livelock via Symmetric CAS Retry

#include <atomic>

std::atomic<int> slot{0};
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void try_acquire(int id)

{
int expected = 0;
while (!slot.compare_exchange_weak(
expected,
id,
std: :memory_order_acq_rel,
std: :memory_order_relaxed))
{
expected = 0; // immediate retry
}
}

Explanation of Failure Mode

* Two threads repeatedly attempt acquisition.
* Each invalidates the other’s progress.

* Both spin indefinitely under symmetric timing.

The system remains active, yet makes no forward progress.

Corrected Version with Backoff

#include <atomic>

#include <thread>
std: :atomic<int> slot{0};
void try_acquire_with_backoff(int id)

{

int expected = 0;
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while (!slot.compare_exchange_weak(
expected,
id,
std: :memory_order_acq_rel,

std: :memory_order_relaxed))

expected = 0;
std::this_thread: :yield();

Explanation

* Introducing backoff breaks symmetry.

* One thread eventually succeeds.

* Livelock probability is reduced, not eliminated.

Design Note

Lock-free designs often require:

¢ randomized backoft,

* exponential delay,

* or contention-aware strategies.

These techniques are outside the core progress guarantee definitions but essential for real

systems.
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Common Mistakes

* Treating livelock as impossible in lock-free code.

* Using tight CAS loops without mitigation.

Safety Checklist

* Is livelock possible under symmetric contention?

* Are retries bounded or mitigated?

Key Takeaways

* Lock-free code can fail catastrophically under contention.
* Pseudo lock-free algorithms preserve correctness but not usability.
* Livelock is an active failure mode distinct from deadlock.

* Practical lock-free design requires contention management.

Exercises

1. Identify starvation scenarios in a CAS-based stack.

2. Modify a lock-free loop to introduce bounded retries.

3. Compare livelock and deadlock with concrete examples.
4. Measure retry counts under varying contention levels.

5. Decide whether a mutex-based design is preferable for a given workload.
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Atomic Pitfalls and the ABA Problem

12.1 The ABA Problem

Section Goals

* Precisely define the ABA problem in the context of lock-free algorithms.
* Explain why ABA arises despite correct use of atomic operations.
* Connect ABA to the C++ memory model and compare-and-exchange semantics.

* Build the mental model required to recognize ABA risks in real designs.

12.1.1 Definition

Required Knowledge Before Examples

* Atomic read-modify-write operations.
* compare_exchange semantics.

339
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¢ Pointer-based lock-free data structures.

Core Explanation

The ABA problem occurs when a thread observes a memory location in the following

sequence:

* Value is read as A.
* Value changes to B by another thread.

* Value changes back to A.

From the observing thread’s perspective, nothing appears to have changed, even though the
underlying state may be fundamentally different.

In lock-free algorithms, this is catastrophic because:
» compare_exchange validates equality, not history.

* Structural invariants may be silently violated.

Examples

Example: ABA on a Pointer

#include <atomic>

struct Node

{
int value;

Node* next;

B

std: :atomic<Node*> head{nullptr};
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void pop()

{
Node* old_head = head.load(std: :memory_order_acquire);
if (!old_head)

return;
Node* next = old_head->next;

// CAS succeeds even if old_head was removed and reinserted
head. compare_exchange_strong(

old_head,

next,

std: :memory_order_acq_rel,

std: :memory_order_acquire);

Explanation of Failure Mode

Thread T1 reads old_head = A.

Thread T2 removes node A, frees it, and allocates a new node at the same address.

* The address stored in head becomes A again.

T1’s CAS succeeds, despite operating on a logically different node.

The atomic operation is correct, but the algorithm is not.

Design Note

The ABA problem is not a data race. It is a logical correctness failure caused by insufficient

state r epresentation.
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Common Mistakes
* Assuming pointer equality implies object identity.

* Believing atomics alone prevent all concurrency hazards.

Safety Checklist

* Does equality imply unchanged semantic state?

* Can memory be reclaimed or reused concurrently?

12.1.2 Why It Occurs

Required Knowledge Before Examples

* Memory reclamation in concurrent systems.
* Lock-free retry loops.

* Weak versus strong CAS.

Core Explanation

ABA occurs because:
* CAS compares only the current value.
* The C++ memory model does not track object lifetimes.
* Memory reuse is invisible to atomic operations.

From the standard’s perspective:

* A == A is sufficient for success.
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¢ Historical transitions are irrelevant.

This design is intentional and fundamental to performance.

Examples

Example: Value-Based ABA

#include <atomic>
std::atomic<int> state{1};

void update()

{
int expected = 1;
// state: 1 -> 2 -> 1 (by another thread)
state.compare_exchange_strong(
expected,
3,
std: :memory_order_acq_rel,
std: :memory_order_acquire);
}

Explanation of Failure Mode

¢ Thread observes state == 1.
¢ Another thread mutates state twice.

* CAS succeeds despite missing intermediate transitions.

This demonstrates that ABA is not limited to pointers.
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Design Note

The C++ standard deliberately avoids tracking modification history. Any solution must be

implemented at the algorithm level.

Common Mistakes

* Treating ABA as a bug in atomics.

* Assuming strong CAS prevents ABA.

Safety Checklist

* Are intermediate states semantically relevant?

* [s state reuse possible without synchronization?

Key Takeaways

* ABA is a logical error, not a data race.

CAS validates equality, not history.
* ABA arises naturally in lock-free designs.

* Detecting ABA requires careful state modeling.

Exercises
1. Identify ABA risk in a lock-free stack implementation.

2. Explain why memory order does not solve ABA.
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3. Construct a non-pointer ABA example.
4. Describe how memory reuse contributes to ABA.

5. Decide whether ABA matters for a given algorithm.

12.2 Standard Mitigations

Section Goals

» Explain the standard, widely used mitigation techniques for the ABA problem.
* Demonstrate tagged (versioned) values using only ISO C++ atomics.
* Clarify the inherent limitations of standard mitigations within the C++ memory model.

* Establish realistic expectations for lock-free correctness versus guarantees.

12.2.1 Tagged Values

Required Knowledge Before Examples

* Atomic read-modify-write operations.
e compare_exchange semantics.

* Basic understanding of the ABA problem.

Core Explanation

The most common standard-level mitigation for the ABA problem is to extend the compared

state so that equality implies both:
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* The same logical value.

* The same modification generation.

This is typically achieved by tagging the value with a counter (version, epoch, or stamp) that
increments on every modification.

Instead of comparing A, the algorithm compares (A, tag).

Examples

Example: Tagged Pointer Using a Counter

#include <atomic>

#include <cstdint>

struct TaggedPtr

{
std: :uintptr_t ptr;
std::uint32_t tag;
Be

static_assert(std::is_trivially_copyable_v<TaggedPtr>);
std: :atomic<TaggedPtr> head;

void update(TaggedPtr expected, std::uintptr_t new_ptr)
{
TaggedPtr desired{
new_ptr,
static_cast<std::uint32_t>(expected.tag + 1)
¥

head. compare_exchange_strong(
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expected,
desired,
std: :memory_order_acq_rel,

std: :memory_order_acquire);

Explanation of Correctness

* Even if ptr cycles back to the same address, the tag changes.
¢ ABA becomes detectable as (A, tagl) != (A, tag2).

* The atomic comparison now encodes semantic history.

Example: Integer State with Versioning

#include <atomic>

#include <cstdint>

struct VersionedState

{

int value;
std::uint64_t version;

Bg
std: :atomic<VersionedState> state;

void transition(int new_value)

{
VersionedState expected = state.load(std::memory_order_acquire);

VersionedState desired{ new_value, expected.version + 1 };

state.compare_exchange_strong(

expected,
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desired,
std: :memory_order_acq_rel,

std: :memory_order_acquire);

Design Note
Tagged values trade space and atomic width for correctness. This is the only mitigation
directly expressible using standard atomics alone.
Common Mistakes
* Forgetting to increment the tag on every modification.
* Assuming small counters can never overflow.

* Believing tagging makes an algorithm wait-free.

Safety Checklist
* [s the tag incremented on every successful state change?
* Is overflow behavior acceptable for the algorithm?

* Is the atomic type lock-free on the target platform?

12.2.2 Limitations

Required Knowledge Before Examples
* Lock-free versus wait-free guarantees.
* Atomic width and alignment constraints.

* Progress guarantees.
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Core Explanation

Standard mitigations for ABA have fundamental limitations:

Tagged values increase atomic size.

Large atomics may not be lock-free.

Version counters can wrap.

ABA is mitigated, not eliminated.

The C++ standard does not provide:

* Automatic memory reclamation.

* Hazard pointers.

* Epoch-based reclamation.

Therefore, some ABA scenarios remain unsolvable using standard facilities alone.

Examples
Example: Tag Overflow Risk

#include <cstdint>

std::uint8_t tag = 255;
++tag; // wraps to 0
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Explanation of Failure Mode

If the tag space is finite:

» After wraparound, historical distinction is lost.

* ABA becomes possible again.

This is not undefined behavior, but it is a correctness risk.

Design Note

ABA mitigation is probabilistic unless the tag space is effectively infinite for the system’s

lifetime.

Common Mistakes

* Assuming tagged atomics are always lock-free.

* Ignoring platform-specific atomic width guarantees.

* Treating standard mitigations as complete solutions.

Safety Checklist

* s the tagged atomic lock-free on all targets?

* [s wraparound acceptable or provably unreachable?

* Does the algorithm require memory reclamation?
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Key Takeaways

» Tagged values are the primary standard mitigation for ABA.
* They extend equality to include modification history.
* They do not eliminate ABA in all cases.

» Standard C++ provides no complete ABA solution.

Exercises

1. Design a tagged counter with a bounded lifetime guarantee.

2. Analyze tag overflow impact on a lock-free stack.

3. Determine whether a given atomic type is lock-free on your platform.
4. Explain why tagging does not imply wait-freedom.

5. Identify scenarios where tagging is insufficient.

12.3 ABA Examples

Section Goals

* Demonstrate a concrete, simplified ABA scenario using standard C++ atomics.
* Analyze the behavior step-by-step to expose why ABA is subtle and dangerous.
» Connect observable behavior to the formal C++ memory model.

* Prepare the reader to reason about ABA in real lock-free algorithms.
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12.3.1 Simplified ABA Scenario

Required Knowledge Before Examples

* Atomic load and compare-and-exchange.
* The definition of the ABA problem.

¢ Basic lock-free stack intuition.

Core Explanation

The ABA problem occurs when a thread observes a value A, another thread changes it to B, and
then changes it back to A before the first thread resumes.

From the perspective of the first thread, nothing appears to have changed, yet the
underlying system state is different.

The following example uses integers to represent pointers or node identities. While simplified,

it captures the essential hazard.

Examples

Example: Minimal ABA Demonstration

#include <atomic>
#include <thread>

#include <cassert>
std: :atomic<int> shared{1};

void thread_one()
{
int expected = 1;

// Pause here to simulate preemption
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std: :this_thread: :yield();

bool success = shared.compare_exchange_strong(
expected,
3,
std: :memory_order_acq_rel,

std: :memory_order_acquire);

assert(success); // This succeeds despite intermediate changes

void thread_two()

{
shared.store(2, std::memory_order_release);
shared.store(1, std::memory_order_release);
}
int main()
{
std: :thread t1(thread_one);
std: :thread t2(thread_two);
t1.join();
t2.join();
}

Explanation of Failure Mode

e thread_one reads shared ==
* thread_two changes the value to 2, then back to 1.

* thread_one resumes and successfully performs compare_exchange.
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No data race occurs. All atomic operations are correctly synchronized. Yet the semantic
meaning of the value has changed.
This is the ABA problem.

Design Note

The correctness of compare_exchange is defined only in terms of bitwise equality, not

historical meaning.

Common Mistakes

* Assuming atomics detect all intermediate changes.
* Believing memory ordering can prevent ABA.

 Treating integer examples as unrealistic and therefore harmless.

Safety Checklist
* Does equality imply semantic equivalence?
* Can intermediate state changes occur undetected?

* Is the value reused or recycled?

12.3.2 Behavioral Analysis

Required Knowledge Before Examples
* Happens-before relationships.
* Progress guarantees (lock-free vs wait-free).

* Basic reasoning about interleavings.
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Core Explanation

ABA is not a memory ordering bug. It is a logical correctness bug that arises even under
sequentially consistent atomics.

The C++ memory model guarantees:
* Visibility of writes.
* Atomicity of updates.

It does not guarantee:

* Preservation of semantic history.

¢ Detection of transient states.

Examples

Example: Sequential Consistency Does Not Save You

#include <atomic>
std: :atomic<int> value{0};

void f()
{
int expected = 0;
value.compare_exchange_strong(
expected,
42,

std: :memory_order_seq_cst);

Even with memory_order_seqg_cst, ABA remains possible if the value cycles back to the

expected state.



356

Explanation

Sequential consistency enforces a single total order of atomic operations. It does not encode

historical uniqueness.

Design Note

ABA must be addressed at the algorithmic level, not by stronger memory ordering.

Common Mistakes
» Using memory_order_seqg_cst as a correctness crutch.
» Confusing data races with logical races.

* Ignoring object lifetime and reuse.

Safety Checklist
* s the algorithm sensitive to transient state changes?
* Are values reused or reclaimed?

* Does equality truly imply identity?

Key Takeaways

* ABA can occur even with perfectly synchronized atomics.
* Memory ordering does not prevent ABA.
* The problem is semantic, not mechanical.

» Real-world lock-free structures frequently encounter ABA.
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Exercises

1. Modify the simplified example to include a version counter.

2. Explain why compare_exchange cannot detect ABA by itself.
3. Identify where ABA could appear in a lock-free stack.

4. Analyze whether ABA can occur without memory reclamation.

5. Describe how semantic identity differs from bitwise equality.
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Chapter 13

Futures and Promises

13.1 Shared State Fundamentals

Section Goals

* Establish a precise mental model of the shared state used by std: : future and

std: :promise.

» Explain lifetime rules governing shared state creation, fulfillment, observation, and

destruction.
* Clarify ownership semantics and how they differ from ordinary object ownership.

* Demonstrate correct and incorrect usage patterns with executable examples.

13.1.1 Lifetime

360
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Required Knowledge Before Examples

* Basic understanding of std: : future and std: :promise.
* Thread creation and joining.

* Exception propagation across threads.

Core Explanation

A shared state is an internal object managed by the C++ runtime. It is created implicitly when
a std: :promise is constructed or when an asynchronous provider such as std: :async is
invoked.

Key properties of the shared state lifetime:
* It exists independently of the lifetime of any single C++ object.
* It is destroyed only when all references to it are gone.
* The last reference may be a std: : future, std: : shared_future, or the provider itself.

The shared state is not a user-visible object. It is governed by strict rules defined by the C++

standard.

Examples

Example: Basic Shared State Lifetime

#include <future>
#include <thread>

#include <iostream>

int main()

{
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std: :promise<int> p;

std: :future<int> f = p.get_future();

std: :thread producer([p = std::move(p)]() mutable {
p.set_value(42);
s

std::cout << f.get() << '\n’;

producer.join();

Explanation

* The shared state is created when the promise is constructed.
* [t remains alive after the promise is moved into the thread.
* It remains alive after set_value.

* It is destroyed only after f.get () completes and all objects are destroyed.

Example: Broken Promise Due to Lifetime Violation

#include <future>

int main()

{

std: :future<int> f;

std: :promise<int> p;
f = p.get_future();

} // promise destroyed without setting a value
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try {
f.getQ);
} catch (const std::future_error&) {

// broken promise detected

Explanation of Failure Mode

Destroying a promise without fulfilling the shared state marks it as ready with an exception.

This is a controlled failure, not undefined behavior.

Design Note

Shared state lifetime is decoupled from lexical scope. Always reason about who is responsible

for fulfilling the state.

Common Mistakes

* Assuming scope exit destroys the shared state immediately.
* Forgetting to set a value or exception.

* Treating std: : future like a simple value container.

Safety Checklist

* Is the shared state always fulfilled?
e Can destruction occur before fulfillment?

* Are exceptions intentionally propagated?
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13.1.2 Ownership

Required Knowledge Before Examples

* Move semantics.
* Single-owner vs shared-owner models.

¢ Difference between std: : future and std: : shared_future.

Core Explanation

Ownership of a shared state is logical, not physical.
* std: :promise owns the right to fulfill.
e std::future owns the right to observe once.

e std::shared_future owns the right to observe multiple times.

The ownership rules are enforced by the type system.

Examples

Example: Single-Consumer Ownership

#include <future>

#include <iostream>

int main()

{
std: :promise<int> p;
std: :future<int> f1 = p.get_future();

// std::future<int> f2 = f1; // error: copy disabled



365

std: : future<int> f2 = std::move(f1);

p.set_value(10);
std::cout << f2.get() << '\n’;

Explanation

std: : future enforces single ownership of the observation right. This prevents multiple

unsynchronized consumers.

Example: Shared Ownership with std::shared_future

#include <future>
#include <thread>

#include <iostream>

int main()

{
std: :promise<int> p;

std: :shared_future<int> sf = p.get_future();

std: :thread t1([sf] { std::cout << sf.get() << '"\n’'; });
std: :thread t2([sf] { std::cout << sf.get() << '\n’'; });

p.set_value(7);

t1.join();
t2.join();
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Explanation

The shared state supports multiple observers safely. The value is stored once and read many

times.

Design Note
Choose:
* std:: future for strict single-consumer pipelines.

¢ std::shared_future for fan-out or broadcast semantics.

Common Mistakes

* Attempting to copy a std: : future.
* Using std: :shared_future when exclusivity is required.

* Confusing ownership of state with ownership of threads.

Safety Checklist

* Is observation single or multiple?
* Is ownership transfer explicit?

¢ Are moves intentional and documented?

Key Takeaways

* Futures and promises communicate via an invisible shared state.

 Shared state lifetime is reference-based, not scope-based.
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* Ownership rules are enforced at compile time.

* Broken promises are detected and reported safely.

Exercises

1. Demonstrate a shared state that outlives both producer and consumer scopes.
2. Convert a single-consumer future pipeline into a shared-future broadcast.

3. Explain why std: : future: :get() can be called only once.

4. Create an example that intentionally propagates an exception via a promise.

5. Identify a scenario where premature destruction of a promise is acceptable.

13.2 Promise—Future Usage

Section Goals

* Provide a rigorous, implementation-aware understanding of std: : promise,

std: :future, and std: : shared_future.
* Explain correct usage patterns and failure modes under the C++ memory model.
* Demonstrate how shared state, synchronization, and exception propagation interact.

* Establish production-grade patterns suitable for professional concurrent systems.
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13.2.1 std::promise

Required Knowledge Before Examples

* Thread creation and joining.
* Move semantics and non-copyable types.

* Exception handling across threads.

Core Explanation

A std: :promise<T> is a write-end of a shared state. It represents the exclusive right to make a

shared state ready by:

* storing a value via set_value, or

* storing an exception via set_exception.
Key properties:

* A promise is move-only.

* Exactly one readiness transition is permitted.

* Destruction without fulfillment produces a broken-promise error.

Examples

Example: Basic Promise Fulfillment

#include <future>
#include <thread>

#include <iostream>
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int main()

{
std: :promise<int> p;
std: :future<int> f = p.get_future();

std: :thread worker([p = std::move(p)]() mutable {
p.set_value(100);
D

std::cout << f.get() << '\n’;

worker.join();

Example: Incorrect Double Fulfillment

#include <future>

int main()

{
std: :promise<int> p;
p.set_value(1);

try {
p.set_value(2);
} catch (const std::future_error&) {

// second fulfillment rejected

Explanation of Failure Mode

The shared state allows only one transition to ready. A second attempt violates the state

machine and raises std: : future_error.
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Design Note

Use promises when you must explicitly control:
* the execution context,
* the timing of fulfillment,

* and exception semantics.

Common Mistakes

* Forgetting to set a value or exception.
* Allowing a promise to be destroyed prematurely.

* Attempting multiple fulfillments.

Safety Checklist

* [s fulfillment guaranteed on all code paths?
* Is ownership of the promise unambiguous?

* Are exceptions propagated intentionally?

13.2.2 std::future

Required Knowledge Before Examples

* Blocking and waiting semantics.
* Move-only types.

* Happens-before relationships.
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Core Explanation

A std: : future<T> is the read-end of a shared state. It provides:
* blocking access via get (),
* non-blocking checks viawait_for and wait_until.
Calling get():
* synchronizes-with the corresponding set_value or set_exception,
* establishes a happens-before relationship,

¢ consumes the stored result.

Examples

Example: Single-Use Consumption

#include <future>

#include <iostream>

int main()

{
std: :promise<int> p;
std: :future<int> f = p.get_future();

p.set_value(5);
std::cout << f.get() << '\n’;

// f.get(); // undefined logical use: state already consumed
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Explanation of Failure Mode

After get (), the future no longer refers to a valid shared state. Any further use violates its

postconditions.

Design Note

std:: future is ideal for:
* pipeline stages,
e strict one-consumer workflows,

* enforcing linear data flow.

Common Mistakes

* Attempting to copy a future.
* Calling get () multiple times.

* Polling aggressively instead of blocking.

Safety Checklist

* Is the future moved exactly once?
e Is get() called at most once?

* Is blocking acceptable at this call site?
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13.2.3 std::shared_future
Required Knowledge Before Examples
* Shared ownership semantics.
* Const-correctness.

* Concurrent read safety.

Core Explanation

A std: :shared_future<T> allows:
* multiple observers,
* repeated calls to get (),
* safe concurrent access.

The shared state is retained until the last shared future is destroyed.

Examples

Example: Fan-Out Observation

#include <future>
#include <thread>

#include <iostream>

int main()
{
std: :promise<int> p;

std: :shared_future<int> sf = p.get_future();
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std: :thread t1([sf] { std::cout << sf.get() << '"\n’'; });
std::thread t2([sf] { std::cout << sf.get() << '\n'; 3});

p.set_value(77);

t1.join();
t2.join();
}
Design Note

Use std: : shared_future for:
¢ broadcast results,
* observer patterns,

* shared read-only results.

Common Mistakes

» Using shared futures when exclusivity is required.
* Assuming mutation is possible through the result.

 Forgetting the cost of reference counting.

Safety Checklist

* Is shared observation intended?
* Are readers logically independent?

* Is result immutability respected?
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Key Takeaways

¢ Promises fulfill shared state; futures observe it.
 Lifetime and ownership are enforced by type semantics.
e std::future is single-consumer by design.

e std::shared_future enables safe fan-out.

Exercises

1. Implement a producer that conditionally sets a value or exception.
2. Convert a single-consumer future pipeline into a broadcast design.
3. Demonstrate broken-promise behavior intentionally.

4. Measure blocking time using wait_for.

5. Identify a case where shared_future introduces unnecessary overhead.

13.3 Asynchronous Examples

Section Goals

* Expose common deadlock patterns involving futures and promises.
* Explain why these deadlocks occur using precise synchronization reasoning.
* Demonstrate correct asynchronous designs that avoid circular waits.

 Reinforce disciplined ownership and waiting rules for shared states.
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13.3.1 Deadlock Scenario

Required Knowledge Before Examples
* Blocking semantics of std: : future: :get.
* Thread join ordering.

* Basic deadlock conditions (mutual wait, no progress).

Core Explanation

A deadlock with futures typically arises when:

¢ a thread waits on a future,

* the fulfillment of that future depends (directly or indirectly) on the waiting thread,

* and no other thread can break the cycle.
Unlike mutex deadlocks, future-based deadlocks are often logical rather than structural: they
stem from incorrect dependency graphs between tasks.

Examples

Example: Self-Deadlock via Synchronous Wait

#include <future>

#include <thread>

int main()
{
std: :promise<int> p;
std: :future<int> f = p.get_future();
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// Deadlock: the same thread waits on a future
// it is responsible for fulfilling.
int value = f.get(); // blocks forever

p.set_value(42);

Explanation of Failure Mode

» f.get() blocks until the shared state becomes ready.
* The only code that can make it ready is p.set_value.

¢ That code is never reached because the thread is blocked.

This satisfies all deadlock conditions: the thread waits on itself.

Example: Cross-Thread Circular Wait

#include <future>

#include <thread>

int main()

{
std: :promise<int> p1, p2;
std::future<int> f1 = pl.get_future();
std::future<int> f2 = p2.get_future();

std: :thread t1([&] {
int v = f2.get(); // waits for t2
pl.set_value(v);

s

std::thread t2([&] {
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int v = fl.get(); // waits for ti
p2.set_value(v);
D

t1.join();
t2.join();

Explanation of Failure Mode

¢ Thread t1 waits for t2.
¢ Thread t2 waits for t1.

* No promise is fulfilled.

This is a classic circular wait, expressed through futures rather than locks.

Common Mistakes

* Calling get () inside a task that must complete first.
* Creating implicit dependency cycles between asynchronous tasks.

* Assuming futures behave like callbacks rather than blocking joins.

Safety Checklist

* Is every get() guaranteed to observe a fulfilled state?
* Can the waiting thread itself influence fulfillment?

* Is there a strict acyclic dependency order?
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13.3.2 Correct Design

Required Knowledge Before Examples
* Ownership transfer with move semantics.
* One-directional task dependency graphs.

* Exception-safe fulfillment.

Core Explanation

Correct asynchronous design follows these principles:
* A thread that waits must never be responsible for fulfillment.
* Dependencies must form a directed acyclic graph.

* Blocking waits must occur only at well-defined synchronization points.

Examples

Example: Proper Producer-Consumer Separation

#include <future>
#include <thread>

#include <iostream>

int main()

{
std: :promise<int> p;

std: :future<int> f = p.get_future();

std: :thread producer([p = std::move(p)]1() mutable {
p.set_value(10);
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s

int result = f.get(); // safe: producer is independent

std::cout << result << '\n’;

producer.join();

Example: Fan-Out Without Cycles

#include <future>
#include <thread>

#include <iostream>

int main()

{
std: :promise<int> p;
std: :shared_future<int> sf = p.get_future();

std::thread t1([sf] {
std::cout << sf.get() << '\n’;

1

std::thread t2([sf] {
std::cout << sf.get() << '\n’;

s

p.set_value(99);

t1.join();
t2.join();
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Design Note
When futures become complex:

* consider explicit task graphs,
* separate computation from synchronization,

* or introduce higher-level abstractions built atop futures.

Common Mistakes
* Treating futures as non-blocking signals.
* Hiding waits deep inside utility functions.

* Overusing blocking calls in latency-sensitive paths.

Safety Checklist

* Does every future have exactly one clear producer?
* Are waits centralized and visible in control flow?

* Is the dependency graph acyclic?

Key Takeaways

* Futures can deadlock without any mutexes involved.
* Blocking semantics require strict ownership discipline.
* Deadlocks are prevented by clear producer—consumer separation.

* Asynchronous correctness is primarily about dependency structure.
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Exercises

1. Rewrite a circular-wait example into an acyclic design.

2. Introduce timeout-based waiting and analyze its limitations.
3. Demonstrate a broken-promise scenario without deadlock.
4. Refactor a blocking future chain into a fan-out model.

5. Draw the dependency graph of a multi-future system and validate it.
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std::async and Execution Control

14.1 Launch Policies

Section Goals

* Precisely define the execution semantics of std: : async launch policies.
* Explain the behavioral differences between the default policy and std: : launch: :async.

* Demonstrate how incorrect assumptions about launch policies lead to latency, deadlocks,

or resource exhaustion.

* Provide robust design rules for explicit execution control in production code.

14.1.1 Default Policy

Required Knowledge Before Examples

» Semantics of std: : future and blocking waits.
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¢ Thread creation cost versus deferred execution.

* The notion of lazy evaluation.

Core Explanation

When std: :async is invoked without an explicit launch policy, the implementation is

permitted to choose between:

* std::launch::async — execute asynchronously on a new thread, or

* std::launch::deferred — defer execution until the result is explicitly requested.
This choice is made by the implementation and may vary:

* between standard library vendors,

¢ between builds,

* or even between invocations within the same program.

Therefore, the default policy provides no deterministic concurrency guarantee.

Examples

Example: Ambiguous Execution Timing

#include <future>

#include <iostream>

int compute()

{
std: :cout << "compute()\n";

return 42;
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int main()

{

auto f = std::async(compute);

std: :cout << "before get()\n";
int value = f.get();

std::cout << "after get(): " << value << '\n’;

Explanation of Behavior

Depending on the chosen policy:
* compute() may run immediately on a new thread, or
* it may not run at all until get () is called.

Both behaviors are fully conforming.

Example: Latent Deadlock via Deferred Execution
#include <future>
#include <mutex>

std: :mutex m;

int work()

{
std: :lock_guard<std: :mutex> lock(m);

return 1;

int main()
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{
std: :lock_guard<std: :mutex> lock(m);
auto f = std::async(work);
f.get(); // potential deadlock

}

Explanation of Failure Mode

* If the task is deferred, it executes during get ().
* The calling thread already holds the mutex.

* The task attempts to acquire the same mutex.

This creates a self-deadlock that disappears if std: : launch: :async is forced.

Common Mistakes

* Assuming default std: : async always spawns a thread.
» Using default policy inside locked regions.

* Relying on observed behavior from a single implementation.

Safety Checklist

* [s concurrency actually required, or is laziness acceptable?
* Are blocking waits performed while holding locks?

* Would deferred execution change correctness?



387

14.1.2 std: : launch: :async

Required Knowledge Before Examples
* Thread lifecycle and join semantics.
* Resource cost of thread creation.

* Happens-before relationships through futures.

Core Explanation

Specifying std: : launch: :async mandates:
* immediate asynchronous execution,
¢ on a new thread of execution,

* with a strict happens-before relationship: completion of the task happens-before

successful return from get ().

This provides deterministic concurrency at the cost of thread creation.

Examples

Example: Guaranteed Parallel Execution

#include <future>
#include <iostream>
#include <thread>

int task()

{
std: :this_thread: :sleep_for(std::chrono::milliseconds(100));

return 7;
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}

int main()

{
auto f = std::async(std::launch::async, task);
std::cout << "waiting...\n";
std::cout << "result = " << f.get() << '\n’;

}

Example: Avoiding Deferred Deadlock

#include <future>

#include <mutex>
std::mutex m;
int work()
{
std: :lock_guard<std: :mutex> lock(m);
return 1;
int main()
std: :lock_guard<std: :mutex> lock(m);
auto f = std::async(std::launch::async, work);

lock.~lock_guard(); // explicit scope exit in example
f.get();
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Design Note

e Use std: :1launch: :async when concurrency is semantically required.
* Avoid it for fine-grained tasks where thread creation dominates cost.

* Prefer structured concurrency or thread pools for high task volume.

Common Mistakes

* Spawning large numbers of async tasks without bounds.
* Treating std: :async as a thread pool.

* Ignoring exception propagation through futures.

Safety Checklist

* Is the number of concurrent async tasks bounded?
* [s task lifetime independent of caller locks?

* Are exceptions handled at the future boundary?

Key Takeaways

Default std: : async provides no execution guarantees.

Deferred execution can silently change correctness.

std: :launch: :async enforces true concurrency.

Explicit launch policies are mandatory in professional code.
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Exercises

1. Rewrite a default-policy async call to make its behavior deterministic.
2. Construct a deadlock that only appears with deferred execution.

3. Measure thread creation cost using repeated std: : launch: :async.

4. Design a bounded async launcher without using non-standard libraries.

5. Analyze exception propagation differences between async and deferred tasks.

14.2 Execution Pitfalls

Section Goals

* Identify non-obvious execution hazards introduced by std: :async.
* Explain how deferred execution undermines concurrency assumptions.
* Analyze hidden blocking points and their impact on correctness and latency.

* Establish robust rules to prevent accidental serialization and deadlocks.

14.2.1 Deferred Execution

Required Knowledge Before Examples

e Semantics of std: : future::get() and std: :future::wait().
 Difference between eager and lazy execution.

* Mutex ownership and blocking behavior.
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Core Explanation

When std: :async is invoked without an explicit launch policy, the standard permits

std: :launch: :deferred. In this mode:

* The function is not executed on a separate thread.
* Execution is postponed until get () or wait() is called.

* The function runs on the calling thread.

This creates a semantic trap: code that appears asynchronous may actually be synchronous and
blocking.

Deferred execution is not an optimization detail; it is a fundamental semantic alternative.

Examples

Example: Accidental Serialization

#include <future>
#include <iostream>

#include <thread>

void work(int id)

{
std::this_thread: :sleep_for(std::chrono::milliseconds(100));
std::cout << "task " << id << '\n’;

3

int main()

{

auto f1 = std::async(work, 1);
auto f2 = std::async(work, 2);
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f1.get();
f2.get(Q);

Explanation of Failure Mode

If both tasks are deferred:

* work(1) executes during f1.get().

* work(2) executes only after work (1) completes.

The program becomes fully serialized despite appearing parallel.

Corrected Version

auto f1 = std::async(std::launch::async, work, 1);

auto f2 = std::async(std::launch::async, work, 2);

Design Note

Deferred execution is appropriate only when:

¢ laziness is desired,

¢ execution must occur on the caller thread,

» or work may never be needed.

It is inappropriate when concurrency is a correctness requirement.
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Common Mistakes

* Treating deferred execution as a performance optimization.
* Using default std: : async inside critical sections.

* Assuming multiple futures imply parallelism.

Safety Checklist

* Does correctness depend on parallel execution?
* Are futures waited on while holding locks?

* Would deferred execution violate timing assumptions?

14.2.2 Hidden Blocking

Required Knowledge Before Examples

* Blocking semantics of get() and wait().
* Thread pool versus thread-per-task models.

* Happens-before relationships induced by futures.

Core Explanation

std: : future introduces blocking at points that are often overlooked:
* destruction of a future returned from std: :async may block,
* waiting implicitly joins the associated asynchronous task,

* blocking may occur far from the async call site.
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This hidden blocking can:
* increase tail latency,
* cause priority inversion,

¢ or deadlock when combined with locks.

Examples

Example: Blocking Destructor

#include <future>

#include <chrono>

int slow()

{
std: :this_thread: :sleep_for(std: :chrono::seconds(1));

return 0;

void launch()

{
std: : future<int> f = std::async(std::launch::async, slow);
} // may block here

Explanation of Failure Mode

* The future is the last reference to the shared state.
* Destruction synchronizes with task completion.

* The function unexpectedly blocks for one second.
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Corrected Version

void launch()

{
auto f = std::async(std::launch::async, slow);
f.wait(); // explicit, visible synchronization
}
Design Note

* Always make blocking points explicit.
* Treat futures as synchronization objects, not mere values.

* Prefer std: : shared_future when lifetimes must be decoupled.

Common Mistakes

* Letting futures die implicitly.
* Assuming future destruction is non-blocking.

* Hiding blocking behavior in destructors or scopes.

Safety Checklist

* Is every blocking wait explicit and intentional?
* Can a future outlive the scope safely?

* Does destruction occur on a latency-sensitive thread?
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Key Takeaways

* Deferred execution can silently eliminate concurrency.
e Default std: : async is unsafe for deterministic execution.
* Futures introduce hidden synchronization points.

* Explicit launch policies and waits are mandatory for correctness.

Exercises

1. Create an example where deferred execution causes a deadlock.
2. Rewrite a function to eliminate blocking in destructors.

3. Measure latency differences between deferred and async policies.
4. Design a rule set for safe future lifetime management.

5. Analyze a real codebase for hidden future-induced blocking.

14.3 async Examples

Section Goals

* Demonstrate unsafe and misleading uses of std: :async.
* Expose execution and synchronization hazards hidden behind simple syntax.
* Establish disciplined patterns for controlled asynchronous execution.

* Reinforce correctness-first reasoning grounded in the C++ memory model.
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14.3.1 Unsafe Usage
Required Knowledge Before Examples
e Semantics of std: :async, std: : future, and shared state.
* Blocking behavior of future::get() and future::wait().

* Mutex ownership rules and reentrancy constraints.

Core Explanation
Unsafe usage of std: :async typically arises from one or more of the following assumptions:
* assuming asynchronous execution without specifying a launch policy,
* invoking blocking operations while holding locks,
* allowing future lifetimes to end implicitly,
* mixing async tasks with synchronous control flow unintentionally.

These mistakes do not merely degrade performance; they can break correctness guarantees and

introduce deadlocks.

Examples

Example: Blocking While Holding a Mutex

#include <future>

#include <mutex>
std::mutex m;

int compute()
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{
std: :lock_guard<std: :mutex> lock(m);
return 42;
}
int main()
{
std: :lock_guard<std: :mutex> lock(m);
auto f = std::async(compute);
return f.get(); // potential deadlock
}

Explanation of Failure Mode

The main thread holds m while calling get ().

If execution is deferred, compute () runs on the main thread.

compute () attempts to acquire m again.

The program deadlocks deterministically.

This failure does not rely on timing or contention; it is a direct consequence of deferred

execution semantics.

Corrected Version

int main()
{
auto f = std::async(std::launch::async, compute);

return f.get();
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Design Note

Never call get () or wait() while holding a mutex unless the future is proven non-deferred

and non-blocking. In practice, this means:
* explicit launch policy,

* or redesigning to release locks before synchronization.

Common Mistakes

* Assuming std: :async always creates a new thread.
e Treating future: :get() as a trivial value access.

* Ignoring lock ownership across async boundaries.

Safety Checklist

* Are any locks held at the point of get() orwait()?
* [s deferred execution explicitly ruled out?

* Could the async callable reenter the current execution context?

14.3.2 Controlled Execution

Required Knowledge Before Examples

* Launch policies and their guarantees.
* Lifetime rules for futures and shared state.

* Happens-before relationships induced by future synchronization.
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Core Explanation

Controlled execution with std: : async requires making concurrency decisions explicit:
* execution policy must be stated,
* blocking points must be visible,
» ownership and lifetime must be deterministic.

The goal is not maximal parallelism, but predictable and analyzable behavior.

Examples

Example: Explicit Asynchronous Boundary

#include <future>
#include <iostream>

#include <thread>

int compute()

{
std::this_thread: :sleep_for(std::chrono::milliseconds(100));
return 42;

3

int main()

{

auto f = std::async(std::launch::async, compute);

// independent work here

int result = f.get();

std::cout << result << '\n’;
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Behavioral Analysis

* Execution begins immediately on a new thread.
* The call to get () establishes a happens-before edge.

¢ All side effects in compute () are visible after get ().

Example: Scoped Synchronization Discipline

void process()

{
auto f = std::async(std::launch::async, compute);
// no locks held
int value = f.get();
// safe use of value
}
Design Note

A robust mental model is:
* std::async creates a synchronization boundary, not just a task.
* futures are ownership-bearing synchronization objects.

* blocking must be architecturally planned, not incidental.

Common Mistakes

» Mixing deferred and async execution in the same abstraction.
» Allowing futures to escape without ownership clarity.

* Assuming destruction is always non-blocking.
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Safety Checklist

* Is the launch policy explicit?
* Are all blocking points deliberate and documented?

* Is future lifetime bounded and well-scoped?

Key Takeaways

» Unsafe std: :async usage breaks correctness, not just performance.

* Deferred execution is a semantic alternative, not an optimization.

Controlled execution requires explicit policies and visible synchronization.

* Futures must be treated as synchronization primitives, not mere values.

Exercises

1. Construct an example where deferred execution causes reentrancy bugs.
2. Rewrite an unsafe async usage to make all blocking explicit.

3. Analyze a codebase and identify hidden async-induced deadlocks.

4. Measure execution differences between deferred and async policies.

5. Design an abstraction that safely encapsulates std: :async.
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Chapter 15

Parallel Algorithms

15.1 Execution Policies

Section Goals

* Precisely define the semantics of standard execution policies.

» Contrast sequential, parallel, and parallel unsequenced execution.

* Identify correctness constraints imposed by each policy.

* Demonstrate safe and unsafe usage patterns with executable examples.

* Ground parallel algorithm usage in the C++ memory model.

15.1.1 Sequential Execution

Required Knowledge Before Examples

* Familiarity with standard algorithms (std: : for_each, std: : transform).
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* Understanding of single-threaded execution and sequencing.

* Basic iterator validity and container lifetime rules.

Core Explanation

Sequential execution is the baseline model for all standard algorithms. When invoked without

an execution policy, or explicitly with std: :execution: : seq, the algorithm:
* executes on the calling thread,
* preserves the program order of operations,
* introduces no concurrency or parallelism.
This model guarantees:
* full sequencing between iterations,
* deterministic side-effect ordering,

* absence of data races by construction.

Examples

Example: Explicit Sequential Policy

#include <algorithm>
#include <execution>

#include <vector>

int main()

{
std: :vector<int> v{1, 2, 3, 4, 5};
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std::for_each(std: :execution: :seq, v.begin(), v.end(),
[1(¢int& x) { x *= 2; });

return 0;

Behavioral Analysis

* Each element is processed strictly in iterator order.
 All side effects are fully sequenced.

* The execution model is equivalent to a simple loop.

Design Note

Use std: :execution: :seq when:
* correctness depends on strict ordering,
« side effects are unavoidable,

* performance is dominated by memory or I/O rather than CPU.

Common Mistakes
* Assuming implicit parallelism without specifying a policy.

» Using sequential execution where parallelism is safe and beneficial.

Safety Checklist

* Are side effects order-dependent?

* Is deterministic behavior required?
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15.1.2 Parallel Execution

Required Knowledge Before Examples

* Definition of data races in the C++ memory model.
e Thread-safe access to shared data.

* Associative and commutative operations.

Core Explanation

With std: :execution: :par, the algorithm:
* may execute iterations concurrently on multiple threads,
* does not guarantee ordering between iterations,
* synchronizes only at algorithm completion.
The standard guarantees:
* no data races are introduced by the algorithm itself,

* user-provided functions must be race-free.

Examples

Example: Safe Parallel Transformation

#include <algorithm>
#include <execution>

#include <vector>

int main()
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{
std: :vector<int> v(1'000'000, 1);
std::transform(std: :execution: :par,
v.begin(), v.end(),
v.begin(),
[1¢int x) { return x + 1; });
return 0;
3
Explanation

* Each element is independent.
¢ No shared mutable state exists.

¢ Parallel execution is safe and scalable.

Example: Incorrect Parallel Side Effects

#include <algorithm>
#include <execution>

#include <vector>
int counter = 0;
int main()

{

std: :vector<int> v(1000);

std: :for_each(std: :execution: :par, v.begin(), v.end(),

[1@int) { ++counter; }); // data race
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return 0;

Explanation of Failure Mode

e Multiple threads write to counter.
* No synchronization exists.

* The program exhibits a data race and undefined behavior.

Corrected Version

#include <algorithm>
#include <execution>
#include <atomic>

#include <vector>
std::atomic<int> counter{0};
int main()

{

std: :vector<int> v(1000);

std: :for_each(std: :execution: :par, v.begin(), v.end(),
[1(int) { counter.fetch_add(1, std::memory_order_relaxed); });

return 0;

Design Note

Parallel execution is appropriate when:
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* iterations are independent,
* side effects are eliminated or synchronized,

» workload is CPU-bound and sufficiently large.

Common Mistakes

» Capturing shared mutable state by reference.

* Assuming implicit synchronization between iterations.

Safety Checklist

¢ Are all writes thread-safe?
¢ Are reads free of data races?

* s the operation associative where required?

15.1.3 Parallel Unsequenced Execution
Required Knowledge Before Examples
» Vectorization and instruction-level parallelism.
* Absence of sequencing within a single thread.

» Strict aliasing and memory access rules.

Core Explanation
std: :execution: :par_unseq permits:

* parallel execution across threads,
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* unsequenced execution within threads,

* aggressive vectorization and reordering.
The standard explicitly allows:

* overlapping execution of iterations,

* absence of forward progress guarantees for individual iterations.

Examples

Example: Pure Data-Parallel Computation

#include <algorithm>
#include <execution>

#include <vector>

int main()

{
std: :vector<float> v(1'000'000, 1.0f);

std: :for_each(std: :execution: :par_unseq,
v.begin(), v.end(),
[1(float& x) { x = x * x; });

return 0;

Behavioral Analysis
* No ordering guarantees exist.
* The lambda must be free of side effects beyond its argument.

* This form enables maximal optimization.
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Example: Forbidden Side Effects

#include <algorithm>
#include <execution>
#include <vector>
#include <iostream>
int main()

{

std: :vector<int> v(100);

std: :for_each(std: :execution: :par_unseq, v.begin(), v.end(),
[1{int) { std::cout << "x"; }); // undefined behavior

return 0;

Explanation of Failure Mode

* /O introduces side effects with ordering requirements.
* Unsequenced execution violates those requirements.

¢ Behavior is undefined.

Design Note

Use par_unseq only when:
* operations are pure functions,
* memory accesses are independent,

* maximum throughput is required.
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Common Mistakes

* Performing 1/O or locking.

* Relying on iteration order.

Safety Checklist

* Are all operations side-effect free?

* [s each iteration independent in memory?

Key Takeaways
» Execution policies define correctness constraints, not just performance.
* seq guarantees order and safety.
* par introduces concurrency but requires race-free code.

* par_unseq removes sequencing entirely and demands purity.

Exercises

1. Refactor a sequential algorithm to safely use std: :execution: :par.
2. Identify side effects that prevent use of par_unseq.

3. Compare performance of seq vs par on a CPU-bound task.

4. Introduce an intentional data race and explain its manifestation.

5. Design a data-parallel algorithm suitable for par_unseq.



415

15.2 Correctness Requirements

Section Goals

* Formally define correctness constraints imposed by parallel algorithms.
» Explain why shared mutable state is fundamentally restricted.

* Clarify iterator validity and safety requirements under parallel execution.
* Demonstrate common violations and their precise failure modes.

* Provide robust design rules for writing provably correct parallel algorithms.

15.2.1 Shared State Restrictions

Required Knowledge Before Examples

* The definition of a data race in the C++ memory model.
* The concept of happens-before relationships.
* Basic properties of atomics and synchronization.

» Execution policy semantics (seq, par, par_unseq).

Core Explanation

Parallel algorithms impose strict constraints on shared state. When an algorithm is executed

with std: :execution: :par or std: :execution: :par_unseq, the standard allows:
 concurrent execution of multiple iterations,

* absence of sequencing between iterations,



416

* reordering of operations across threads.
As a consequence:
* any shared mutable state accessed by multiple iterations must be synchronized,
* unsynchronized reads or writes constitute a data race,
* data races result in undefined behavior.

Importantly, the standard library does not introduce implicit synchronization between

iterations. Correctness is entirely the responsibility of the user-provided callable.

Examples

Example: Data Race Through Shared State

#include <algorithm>
#include <execution>

#include <vector>
int sum = 0;

int main()

{
std: :vector<int> v(1'000, 1);

std: :for_each(std: :execution: :par, v.begin(), v.end(),
[1¢int x) {

sum += x; // undefined behavior

;s

return 0;
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Explanation of Failure Mode

* Multiple threads concurrently modify sum.

* No synchronization exists between writes.

* A data race occurs, yielding undefined behavior.

This violation is independent of hardware, core count, or observed output.

Corrected Version Using Atomics

#include
#include
#include

#include

<algorithm>
<execution>
<atomic>

<vector>

std: :atomic<int> sum{0};

int main()

{

std::

vector<int> v(1'000, 1);

std: :for_each(std: :execution: :par, v.begin(), v.end(),

[1(nt x) {

sum. fetch_add(x, std::memory_order_relaxed);

s

return 0;

Design Note

Shared state in parallel algorithms should follow one of these models:
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* Eliminated: redesign the algorithm to avoid sharing entirely.
* Partitioned: each thread operates on disjoint data.
* Synchronized: atomic or mutex-protected access, with explicitly chosen memory order.

When par_unseq is used, even atomic operations may be insufficient if ordering or progress

assumptions are required.

Common Mistakes

* Assuming the standard library serializes iterations.
» Using non-atomic counters or accumulators.

* Relying on observed correctness during testing.

Safety Checklist

* Does any iteration write to shared memory?
* Are all shared accesses synchronized?

* Can the algorithm be rewritten to remove sharing?

15.2.2 Iterator Safety

Required Knowledge Before Examples

* Iterator categories and invalidation rules.
* Container reallocation behavior.

* Requirements imposed by standard algorithms.
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Core Explanation

Parallel algorithms assume that:

* the iterator range remains valid for the duration of execution,

* no thread modifies the container structure,

* iterators do not alias in ways that cause conflicting accesses.
Violating iterator safety results in:

e jterator invalidation,

¢ use-after-free errors,

 undefined behavior independent of synchronization.

These constraints apply even if accesses appear logically independent.

Examples

Example: Structural Modification During Parallel Execution

#include <algorithm>
#include <execution>

#include <vector>

int main()
{
std: :vector<int> v{1, 2, 3, 4, 5};

std::for_each(std: :execution: :par, v.begin(), v.end(),
[&1(int x) {
if (x%2==0){
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v.push_back(x); // undefined behavior

s

return 0;

Explanation of Failure Mode

* push_back may reallocate the vector.

¢ Reallocation invalidates all iterators.

* Other threads continue using invalid iterators.

This violation is fatal regardless of synchronization.

Corrected Version Using Separate Output Storage

#include
#include
#include

#include

<algorithm>
<execution>
<vector>

<mutex>

int main()

{
std:

std:
std:

std:

:vector<int> input{1, 2, 3, 4, 53};
:vector<int> output;

:mutex m;

:for_each(std: :execution: :par, input.begin(), input.end(),

[&1(int x) {
if (x %2 ==20){
std: :lock_guard<std: :mutex> lock(m);
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output.push_back(x);

s

return 0;

Design Note

Iterator safety rules imply:
* container structure must be immutable during parallel execution,
* element-wise modification is permitted only for non-overlapping elements,
* output should be written to separate, controlled storage.

For high-performance designs, prefer pre-sized output buffers or index-based partitioning over

locking.

Common Mistakes

* Moditying container size inside a parallel algorithm.
* Assuming iterator stability across threads.

* Writing to overlapping iterator ranges.

Safety Checklist

¢ Is the container structure immutable?
* Do iterators remain valid for the entire algorithm?

* Are element accesses non-overlapping?
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Key Takeaways

* Parallel algorithms impose strict correctness requirements.
* Shared mutable state must be eliminated or synchronized.
* [terator validity is a non-negotiable precondition.

* Violations lead directly to undefined behavior.

Exercises

1. Identify all shared state in a given parallel algorithm.

2. Refactor a data-race-prone algorithm to eliminate shared writes.

3. Demonstrate iterator invalidation with a controlled example.

4. Convert a sequential container-modifying algorithm to a safe parallel form.

5. Design a parallel algorithm using only partitioned state.

15.3 Algorithm Examples

Section Goals

* Demonstrate how to transform a correct sequential algorithm into a parallel one.
* Expose subtle correctness failures introduced by naive parallelization.
* Present a rigorously correct parallel design that satisfies the C++ memory model.

* Emphasize reasoning-first methodology over mechanical use of execution policies.
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15.3.1 Sequential to Parallel Transformation

Required Knowledge Before Examples

* Semantics of std: :execution policies.
* Definition of data races and conflicting accesses.
* Basic iterator and container guarantees.

* Functional decomposition of algorithms.

Core Explanation

Parallel algorithms in C++ are not simple drop-in replacements for sequential ones. A

transformation from sequential to parallel must satisfy two independent conditions:

* Algorithmic equivalence: the logical result must be unchanged.

* Memory safety: no iteration may introduce data races or invalid memory access.
Many sequential algorithms rely on implicit sequencing:

¢ accumulation into shared variables,

* dependence on iteration order,

* reuse of temporary mutable state.

These assumptions collapse immediately under parallel execution.
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Examples

Example: Correct Sequential Algorithm

#include <algorithm>

#include <vector>

int sum_even(const std::vector<int>& v)

{
int sum = 0;
for (int x : v) {
if (x %2 ==20) {

sum += X;

}

return sum;

This algorithm is correct because:
* iteration is strictly sequenced,
* sum is modified by only one thread,

¢ no iterator invalidation occurs.

Example: Naive Parallelization (Incorrect)

#include <algorithm>
#include <execution>

#include <vector>

int sum_even_parallel(const std::vector<int>& v)

{

int sum = 0;
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std: :for_each(std: :execution: :par, v.begin(), v.end(),
[&1(int x) {
if (x %2 ==0) {

sum += x; // undefined behavior

1

return sum;

Explanation of Failure Mode

* Multiple threads concurrently modify sum.
* No synchronization is present.

* A data race occurs, yielding undefined behavior.

The logical intent is preserved, but the memory model is violated.

Design Note

Sequential-to-parallel transformation must begin with identifying:
¢ gtate that is written,
* whether that state can be partitioned,
* whether reduction is required.

Parallelism must be introduced at the data structure level, not merely by adding an execution

policy.
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Common Mistakes

* Parallelizing loops with shared accumulators.
* Assuming arithmetic operations are inherently safe.

* Trusting test results instead of memory-model reasoning.

Safety Checklist

¢ Does each iteration write to shared state?
» Can writes be made independent?

* Is a reduction step required?

15.3.2 Corrected Parallel Design

Required Knowledge Before Examples

* Reduction patterns.
* Atomic operations and memory order selection.

* Algorithmic restructuring techniques.

Core Explanation

A correct parallel design separates concerns:
* independent computation per element,
* controlled aggregation of results,

* explicit synchronization where aggregation occurs.
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The standard library does not provide a built-in parallel reduction for custom predicates prior

to C++23, so correctness must be engineered explicitly.

Examples

Example: Correct Parallel Reduction Using Atomics

#include <algorithm>
#include <execution>
#include <atomic>

#include <vector>

int sum_even_parallel(const std::vector<int>& v)

{
std::atomic<int> sum{0};
std: :for_each(std: :execution: :par, v.begin(), v.end(),
[&l1(int x) {
if (x %2 ==20){
sum. fetch_add(x, std::memory_order_relaxed);
3
B
return sum.load(std::memory_order_relaxed);
}

Explanation of Correctness

* Each update to sum is atomic.
* No data race exists.

* memory_order_relaxed is sufficient because ordering is irrelevant.
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Alternative: Partitioned Accumulation

#include <algorithm>
#include <execution>
#include <numeric>

#include <vector>

int sum_even_parallel(const std::vector<int>& v)
{
return std::transform_reduce(
std: :execution: :par,
v.begin(),
v.end(),
o,
std: :plus<>(),
[J(int x) { return (x % 2 ==0) ? x : 0; }

This formulation:
* avoids shared mutable state entirely,
* expresses the algorithm as a pure transformation,

* allows the implementation to choose an optimal reduction strategy.

Design Note

Prefer:
¢ functional transformations,

* partitioned data,
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¢ standard reduction facilities,

over explicit synchronization whenever possible.

Common Mistakes

* Overusing atomics instead of restructuring.
* Choosing overly strong memory orders.

* Mixing structural modification with parallel traversal.

Safety Checklist

* [s shared state eliminated or synchronized?
* Is the chosen memory order justified?

* Does the algorithm remain correct under reordering?

Key Takeaways
* Parallel execution is a semantic change, not a performance flag.
¢ Correctness must be re-established, not assumed.
* Data-race freedom is a prerequisite, not an optimization.

* Well-designed parallel algorithms expose independence explicitly.
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Exercises
1. Transform a sequential maximum-finding algorithm into a correct parallel version.
2. Identify hidden shared state in a provided loop-based algorithm.
3. Rewrite an atomic-based solution using partitioned reduction.
4. Analyze whether memory_order_relaxed is sufficient in a given example.

5. Design a parallel algorithm that avoids all shared writes.
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Data Layout and Performance

16.1 Cache-Aware Design

Section Goals

* Explain how modern cache hierarchies influence parallel algorithm performance.
* Establish a precise mental model for spatial and temporal locality.
* Demonstrate how data layout choices interact with parallel execution.

* Show how alignment affects correctness, performance, and false sharing.

16.1.1 Locality

Required Knowledge Before Examples

* Basic understanding of CPU caches (L1, L2, L3).
* Sequential consistency vs. relaxed execution in practice.

431
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* Cost asymmetry between cache hits and main memory access.

Core Explanation

Modern CPUs execute instructions far faster than they can fetch data from memory. As a result,
memory locality often dominates performance, even more than algorithmic complexity in
parallel contexts.

Two primary forms of locality matter:

* Spatial locality: accessing memory addresses that are close together.

* Temporal locality: reusing the same memory locations within a short time window.
Parallel algorithms amplify locality concerns because:

* multiple cores compete for cache capacity,

¢ cache coherence traffic increases,

* poor locality can negate parallel speedup entirely.

Examples

Example: Locality-Friendly Sequential Traversal

#include <vector>

#include <numeric>
int sum_sequential(const std::vector<int>& v)

{

return std::accumulate(v.begin(), v.end(), 0);

This traversal:
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* accesses memory contiguously,
* benefits from cache-line prefetching,
* maximizes spatial locality.
Example: Locality-Degrading Access Pattern

#include <vector>

int sum_strided(const std::vector<int>& v)

{
int sum = 0;
for (std::size_t i = 0; i < v.size(); i += 16) {
sum += v[i];
3
return sum;
}

Explanation of Failure Mode
Although correct, this algorithm:
* touches only one element per cache line,
* wastes most fetched cache data,
* severely underutilizes memory bandwidth.

In parallel execution, this pattern scales particularly poorly.

Corrected Version with Blocking

#include <vector>
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int sum_blocked(const std::vector<int>& v)

{
constexpr std::size_t block_size = 256;
int sum = 0;
for (std::size_t block = 0; block < v.size(); block += block_size) {
for (std::size_t i = block;
i < block + block_size && i < v.size();
++i) {
sum += v[i];
}
}
return sum;
}

This restructuring:

* improves spatial locality,
¢ increases cache-line utilization,

* prepares the algorithm for parallel block execution.

Design Note

Cache-aware design begins before parallelization. If a sequential algorithm has poor locality,

parallel execution will usually amplify the inefficiency rather than hide it.

Common Mistakes
* Assuming parallelism compensates for cache misses.
* Ignoring access patterns when designing data structures.

* Optimizing instruction count instead of memory behavior.
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Safety Checklist

* Are accesses contiguous?
e Is data reused while hot in cache?

* Can work be decomposed into cache-sized chunks?

16.1.2 Alignment
Required Knowledge Before Examples
* Cache line size (typically 64 bytes).
* False sharing and cache coherence basics.

* Object layout rules in C++.

Core Explanation

Alignment controls how objects map onto cache lines. Incorrect alignment can introduce false
sharing, where independent threads inadvertently invalidate each other’s cache lines.

False sharing is especially dangerous because:
* correctness is preserved,
 performance degrades dramatically,

* the problem is often invisible in code review.

Examples

Example: False Sharing Scenario

#include <atomic>
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struct Counters {
std: :atomic<int> a;
std: :atomic<int> b;

}

Counters counters;

If a and b reside on the same cache line and are updated by different threads, every update

causes cache-line invalidation.

Explanation of Failure Mode

* Threads do not share logical data.
* Hardware cache coherence forces synchronization.

» Performance collapses under contention.

Corrected Version with Alignment

#include <atomic>

struct alignas(64) PaddedCounter {
std: :atomic<int> value;

3

struct Counters {
PaddedCounter a;
PaddedCounter b;
35

Counters counters;
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Explanation of Correctness

* Each counter occupies its own cache line.

* No false sharing occurs.

¢ Cache coherence traffic is minimized.

Design Note

Alignment is not a micro-optimization. It is a correctness-adjacent performance requirement in
parallel systems.
Over-alignment wastes memory; under-alignment wastes performance. Both must be balanced

deliberately.

Common Mistakes

* Ignoring object layout in shared data structures.

* Assuming atomics alone prevent performance issues.

* Applying alignment blindly without measuring impact.

Safety Checklist

* Are independently modified objects sharing cache lines?

* Is alignment explicitly documented?

* Is false sharing eliminated at the data-structure level?
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Key Takeaways
* Cache behavior often dominates parallel performance.
* Locality must be designed, not assumed.
» Alignment errors can silently destroy scalability.

* Correct parallel design integrates memory layout from the start.

Exercises

1. Identify poor locality patterns in a given loop and refactor them.

2. Measure the performance impact of false sharing using atomics.

3. Redesign a struct to eliminate cache-line contention.

4. Apply blocking to a sequential algorithm and reason about cache reuse.

5. Explain why alignment improves performance without changing semantics.

16.2 Performance Hazards

Section Goals

* Identify performance hazards that silently destroy scalability.
* Explain why correct concurrent programs can still perform poorly.

* Analyze false sharing and excessive synchronization using precise memory-model

reasoning.
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* Provide design strategies to eliminate these hazards without sacrificing correctness.

16.2.1 False Sharing

Required Knowledge Before Examples

* Cache line granularity (typically 64 bytes).
¢ Cache coherence and invalidation mechanisms.

* Atomic operations and memory ordering basics.

Core Explanation

False sharing occurs when independent variables modified by different threads reside on the
same cache line. Although the variables are logically unrelated, hardware cache coherence
treats the entire cache line as a single unit.

Key properties:

* No data race exists.

* Program behavior is correct.

* Performance collapses due to coherence traffic.
False sharing is especially dangerous because it:

¢ is invisible at the source-code level,

* scales worse as core count increases,

* often appears only under real parallel load.
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Examples

Example: Classic False Sharing Pattern

#include <atomic>
struct Counters {
std::atomic<int> x;

std::atomic<int> y;

g
Counters counters;

Two threads increment x and y independently.

Explanation of Failure Mode

* x and y share a cache line.
¢ Each increment invalidates the entire line.

* Threads repeatedly evict each other’s cache.

The result is performance equivalent to serialized execution.
Corrected Version with Padding
#include <atomic>

struct alignas(64) PaddedAtomic {
std: :atomic<int> value;

e

struct Counters {
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PaddedAtomic x;
PaddedAtomic y;
5

Counters counters;

Explanation of Correction

¢ Each atomic resides on its own cache line.
* No unnecessary invalidations occur.

* Throughput scales with core count.

Design Note

False sharing is a data layout bug, not an algorithmic bug. It must be addressed structurally,

not with stronger atomics or locks.

Common Mistakes

* Assuming atomics prevent performance issues.
» Packing frequently modified fields into tight structs.

* Ignoring cache-line alignment in shared data.

Safety Checklist

* Are unrelated variables updated by different threads?
* Do those variables share cache lines?

* Is alignment explicitly enforced where required?
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16.2.2 Excessive Synchronization

Required Knowledge Before Examples

* Mutex locking semantics.
* Atomic read-modify-write costs.

* Happens-before relationships.

Core Explanation

Synchronization ensures correctness, but it also introduces:
* serialization points,
* cache-line bouncing,
* pipeline stalls and context switches.
Excessive synchronization occurs when:
* locks protect more data than necessary,
* atomics are used at overly fine granularity,

* synchronization frequency exceeds useful work.

Examples

Example: Over-Synchronized Counter

#include <mutex>

class Counter {



443

public:
void increment() {
std: :lock_guard<std: :mutex> lock(m);

++value;

int get() const {
std: :lock_guard<std: :mutex> lock(m);

return value;

private:
mutable std::mutex m;
int value{0};

b5

Explanation of Failure Mode

* Every operation serializes.
* Cache coherence and locking overhead dominate.

* Parallelism provides little benefit.

Corrected Version with Reduced Synchronization

#include <atomic>

class Counter {
public:
void increment() {

value.fetch_add(1, std::memory_order_relaxed);
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int get() const {

return value.load(std: :memory_order_relaxed);

private:
std: :atomic<int> value{0};

3

Explanation of Correction
* Atomic operations eliminate lock contention.
* Relaxed ordering is sufficient for this use case.

* Scalability improves dramatically.

Design Note

Synchronization should match semantic requirements exactly. Anything stronger is wasted

performance.

Common Mistakes

* Using mutexes by default instead of by necessity.
* Serializing read-only operations.

* Treating synchronization as free.

Safety Checklist

* Is synchronization required for correctness or convenience?

¢ Can relaxed atomics suffice?
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* Is contention proportional to useful work?

Key Takeaways
* Correctness does not imply performance.
* False sharing is one of the most destructive scalability hazards.
* Excessive synchronization silently serializes parallel code.

* Performance hazards must be addressed at the data-layout level.

Exercises
1. Identify false sharing in a shared data structure and eliminate it.
2. Replace mutex-based counters with atomic alternatives.
3. Measure performance differences between padded and unpadded data.
4. Analyze synchronization frequency relative to computation.

5. Explain why relaxed atomics are sufficient in specific scenarios.

16.3 Performance Examples

Section Goals

* Demonstrate concrete performance effects of data layout decisions.

* Measure before/after behavior using standard-only tooling.



446

* Connect cache behavior, synchronization, and observable runtime results.

* Teach how to design experiments that reveal performance hazards.

Required Knowledge Before Examples

* Basic understanding of CPU caches and cache lines.
* Familiarity with std: : chrono for timing.

* Understanding of threads, atomics, and false sharing.

Core Explanation

Performance discussions are meaningless without measurement. In this section, we examine
the same logical computation implemented with different data layouts and synchronization
strategies, then measure the results.

Key principles:

¢ Measure wall-clock time, not intuition.

* Change one variable at a time.

* Interpret results in terms of memory behavior, not raw numbers.
All examples use:

* identical algorithms,

* identical workloads,

* standard C++ facilities only.
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Examples

Example: Baseline — False Sharing Present

#include <atomic>
#include <chrono>
#include <iostream>
#include <thread>

#include <vector>

struct Counters {
std: :atomic<long> a{0};
std: :atomic<long> b{0};
B

int main() {

Counters counters;
auto start = std::chrono::steady_clock: :now();

std::thread t1([&] {
for (long i = 0; i < 100'000'000; ++i)
counters.a.fetch_add(1, std::memory_order_relaxed);

s

std::thread t2([&] {
for (long i = 0; i < 100'000'000; ++i)
counters.b.fetch_add(1, std::memory_order_relaxed);

s

t1.join();
t2.join();
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auto end = std::chrono::steady_clock: :now();

std: :chrono: :duration<double> elapsed = end - start;

std::cout << "Elapsed (false sharing): "

<< elapsed.count() << " seconds\n";

Behavioral Analysis

* aand b share a cache line.

* Each increment invalidates the other thread’s cache.

* Execution time grows disproportionately with iteration count.
This program is:

¢ data-race free,

* memory-order correct,

 performance-pathological.

Example: Corrected Layout — Cache-Line Isolation

#include <atomic>
#include <chrono>
#include <iostream>

#include <thread>

struct alignas(64) PaddedCounter {
std: :atomic<long> value{0};

}
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struct Counters {
PaddedCounter a;
PaddedCounter b;

e

int main() {

Counters counters;
auto start = std::chrono::steady_clock: :now();

std::thread t1([&] {
for (long i = 0; i < 100'000'000; ++i)
counters.a.value.fetch_add(1, std::memory_order_relaxed);

D
std::thread t2([&] {
for (long i = 0; i < 100'000'000; ++i)

counters.b.value.fetch_add(1, std::memory_order_relaxed);

s

t1.join();
t2.join();

auto end = std::chrono::steady_clock: :now();

std: :chrono: :duration<double> elapsed = end - start;

std::cout << "Elapsed (padded): "

<< elapsed.count() << " seconds\n";

Explanation of Improvement

* Each counter occupies a separate cache line.
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* No coherence traffic between threads.
* Measured time drops significantly on multi-core systems.

The algorithm is unchanged; only the data layout differs.

Example: Excessive Synchronization Baseline

#include <chrono>
#include <iostream>
#include <mutex>

#include <thread>

class LockedCounter {
public:
void increment() {
std: :lock_guard<std: :mutex> lock(m);

++value;

private:
std: :mutex m;
long value{0};
b5

int main() {

LockedCounter counter;
auto start = std::chrono::steady_clock: :now();

std::thread t1([&] {
for (long i = 0; i < 50'000'000; ++i)
counter.increment();

1
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std::thread t2([&] {
for (long i = 0; i < 50'000'000; ++i)
counter.increment();

1

t1.join();
t2.join();

auto end = std::chrono::steady_clock: :now();

std: :chrono: :duration<double> elapsed = end - start;

std::cout << "Elapsed (mutex): "

<< elapsed.count() << " seconds\n";

Explanation of Failure Mode

* Every increment serializes.
» Context switching and cache bouncing dominate runtime.

e Parallelism provides little or no benefit.

Example: Reduced Synchronization with Atomics

#include <atomic>
#include <chrono>
#include <iostream>

#include <thread>

int main() {

std: :atomic<long> counter{0};
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auto start = std::chrono::steady_clock: :now();

std::thread t1([&] {
for (long i = 0; i < 50'000'000; ++i)
counter.fetch_add(1, std::memory_order_relaxed);

s

std: :thread t2([&] {
for (long i = 0; i < 50'000'000; ++i)
counter.fetch_add(1, std::memory_order_relaxed);

s

t1.join();
t2.join();

auto end = std::chrono::steady_clock: :now();

std: :chrono: :duration<double> elapsed = end - start;

std::cout << "Elapsed (atomic): "

<< elapsed.count() << " seconds\n";

Design Note

* Measurements do not claim universal speedups.
* Results depend on hardware, cache size, and core count.

* Relative differences consistently expose layout issues.

Common Mistakes

* Benchmarking without eliminating false sharing.
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* Comparing different algorithms instead of layouts.

* Ignoring measurement noise and warm-up effects.

Safety Checklist
* Is the workload identical between measurements?
* Are atomics using the weakest correct memory order?

* [s data placement intentionally designed?

Key Takeaways

* Data layout changes can dwarf algorithmic optimizations.
* False sharing is observable through timing alone.
* Synchronization costs must be measured, not assumed.

» Performance engineering requires controlled experiments.

Exercises

1. Measure the same examples on different core counts.

2. Introduce padding gradually and observe scaling effects.

3. Replace relaxed atomics with stronger orderings and compare.
4. Modify iteration counts and analyze throughput changes.

5. Design a benchmark that isolates cache effects only.



Part IX

Task-Based and Message-Oriented Design
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Chapter 17

Task-Based Concurrency

17.1 Task Concepts

Section Goals

* Establish a rigorous conceptual distinction between tasks and threads.
» Explain why task-based concurrency is a superior abstraction for scalable systems.
* Analyze load balancing as an emergent property of task scheduling.

* Demonstrate correct, standard-only task-based designs in Modern C++.

Required Knowledge Before Examples

* Solid understanding of std: : thread, thread lifetimes, and joining semantics.
* Familiarity with std: : future, std: :promise, and shared state.
* Knowledge of data races, synchronization, and the C++ memory model.
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* Awareness of hardware concurrency and oversubscription effects.

Core Explanation

A thread is an execution resource. A task is a unit of work.

This distinction is fundamental and non-negotiable in scalable concurrent design.

» Threads are scarce, heavyweight, and tied to the operating system.

* Tasks are lightweight, composable, and represent intent rather than execution.

Task-based concurrency decouples what must be done from where and when it executes. This

enables:
* dynamic scheduling,
* automatic load balancing,
* improved cache utilization,
* avoidance of oversubscription.
In standard C++, task abstractions are expressed using:
e std::async,
e std::packaged_task,
e std::future and shared states,

* cooperative cancellation (C++20+).
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Examples

Example: Thread-Oriented Design (Baseline)

#include <thread>
#include <vector>

#include <iostream>
void compute(int id) {
long acc = 0;
for (long i = 0; i < 50'000'000; ++i)

acc += 1i;

std::cout << "Thread " << id << " finished\n";

int main() {

std: :vector<std: :thread> threads;

for (int i = 0; i < 4; ++i)

threads.emplace_back(compute, i);

for (auto& t : threads)
t.join();

Analysis
* Execution resources are fixed at design time.
* No adaptation to runtime workload or hardware.

¢ Load imbalance cannot be corrected.
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Example: Task-Based Expression Using std: :async

#include <future>
#include <vector>

#include <iostream>
long compute() {
long acc = 0;
for (long i = @; i < 50'000'000; ++i)

acc += i;

return acc;
int main() {
std: :vector<std::future<long>> tasks;

for (int i = 0; i < 8; ++i)

tasks.push_back(std: :async(std: :launch::async, compute));

long total = 0;
for (auto& f : tasks)
total += f.get();

std::cout << "Total: " << total << "\n";

Explanation
* Work is decomposed into independent tasks.
* Runtime decides how tasks map to threads.

* Load balancing emerges naturally.
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Example: Common Incorrect Task Usage

#include <future>
int main() {
std: :async(std: :launch: :async, [] {

throw std::runtime_error("error");

s

Failure Mode
* The future is discarded immediately.
» Exceptions are never observed.
* Program correctness silently degrades.

Corrected Version

#include <future>

#include <iostream>

int main() {

auto f = std::async(std::launch::async, [] {

return 42;
s
try {

std::cout << f.get() << "\n";
} catch (...) {

std::cout << "Task failed\n";
}
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Example: Load Balancing via Task Decomposition

#include <future>
#include <numeric>

#include <vector>

long partial_sum(const std::vector<int>& v,
std::size_t begin,
std::size_t end) {

return std::accumulate(v.begin() + begin, v.begin() + end, 0L);

int main() {
std: :vector<int> data(1'000'000, 1);

std: :vector<std: :future<long>> tasks;

const std::size_t blocks = 8;

const std::size_t block_size = data.size() / blocks;

for (std::size_t i = 0; i < blocks; ++i) {
std::size_t begin = i * block_size;
std::size_t end = (i + 1 == blocks)
? data.size()

: begin + block_size;

tasks.push_back(std: :async(
std: :launch: :async,
partial_sum,
std: :cref(data),
begin,
end));
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long total = 0;
for (auto& t : tasks)
total += t.get();

Design Note
* Smaller tasks improve load distribution.
» Excessive task granularity increases overhead.

» Optimal task size is workload dependent.

Common Mistakes

* Treating tasks as one-to-one replacements for threads.
* Hard-coding task counts to hardware threads.
* Ignoring task results and exceptions.

* Using tasks for fine-grained synchronization.

Safety Checklist

* Are tasks independent and free of data races?
* Are all futures eventually observed?
* Is task lifetime clearly bounded?

* Is task granularity justified by computation cost?
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Key Takeaways

* Tasks represent work; threads provide execution.

Task-based designs scale better than thread-centric ones.

Load balancing emerges from dynamic scheduling.

* Correctness requires explicit handling of shared states.

Exercises

1. Convert a thread-based loop into a task-based implementation.
2. Measure performance with varying task granularity.

3. Demonstrate oversubscription using excessive threads.

4. Compare std: :launch: :async and default launch behavior.

5. Design a dependency chain using multiple futures.

17.2 Task System Design

Section Goals

* Define the structural components of a task-based execution system.
» Explain the responsibilities and invariants of a task queue.
* Analyze worker thread behavior and lifecycle management.

* Demonstrate a correct, minimal, standard-only task system design.
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17.2.1 Task Queue

Required Knowledge Before Examples
* Understanding of mutual exclusion and condition variables.
* Clear definition of data races and happens-before relationships.
* Familiarity with producer—consumer patterns.

* Awareness of spurious wakeups and lost notifications.

Core Explanation

A task queue is the synchronization boundary between task producers and task executors. Its
role is purely organizational: it does not execute tasks, make scheduling decisions, or manage
thread lifetimes.

Fundamental properties of a correct task queue:
* Thread-safe insertion and removal.
* Clear ownership transfer of tasks.

* No execution logic embedded in the queue.

Well-defined blocking behavior.

In standard C++, a task queue is typically implemented using:
e std: :mutex for mutual exclusion,
e std::condition_variable for coordination,

* value-semantics tasks (e.g., std: : function<void()>).
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The queue establishes a happens-before relationship:
* enqueue happens-before dequeue,

* dequeue happens-before execution.

Examples

Example: Minimal Thread-Safe Task Queue

#include <queue>
#include <mutex>
#include <condition_variable>

#include <functional>

class task_queue {
public:
void push(std::function<void()> task) {
{
std: :lock_guard<std: :mutex> lock(mutex_);
tasks_.push(std: :move(task));
}

cv_.notify_one();

std: : function<void()> pop() {
std: :unique_lock<std: :mutex> lock(mutex_);

cv_.wait(lock, [this] { return !tasks_.empty(); });

auto task = std::move(tasks_.front());
tasks_.pop();

return task;
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private:
std: :queue<std: : function<void()>> tasks_;
std: :mutex mutex_;

std::condition_variable cv_;

Explanation
* Mutex protects structural integrity of the queue.
» Condition variable blocks efficiently.

* Tasks are transferred by move, avoiding shared ownership.

Common Incorrect Example: Busy-Wait Queue

while (tasks.empty()) {
// spin

Failure Mode
* Wastes CPU cycles.
* Prevents effective load balancing.

* Scales poorly under contention.

Corrected Design

Blocking with a condition variable avoids all of the above issues and preserves forward

progress guarantees.
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Common Mistakes

* Executing tasks while holding the queue mutex.
» Using shared pointers unnecessarily for tasks.
* Failing to handle spurious wakeups.

* Mixing scheduling logic into the queue.

Safety Checklist

* Does every wait have a predicate?
¢ Is task execution outside the critical section?

* Is ownership transferred clearly?

17.2.2 Worker Threads

Required Knowledge Before Examples
* Thread lifecycle management and joining.
* Cooperative shutdown patterns.

» Exception safety across thread boundaries.

Core Explanation

Worker threads are long-lived execution agents that:

* repeatedly pull tasks from the queue,
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* execute them to completion,

* terminate only under explicit shutdown conditions.
Key invariants:

* Workers do not own tasks beyond execution.

* Workers do not manage the queue.

* Shutdown is cooperative and observable.

Examples

Example: Worker Thread Loop

#include <thread>

#include <atomic>

class worker {
public:
worker (task_queue& ¢, std::atomic<bool>& stop)
: queue_(q), stop_(stop),
thread_([this] { run(Q); }) {3

void join() {
thread_. join();

private:
void run() {
while (!stop_.load(std::memory_order_acquire)) {
auto task = queue_.pop();
task();
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task_queue& queue_;
std: :atomic<bool>& stop_;
std: :thread thread_;

Y

Memory Ordering
* memory_order_acquire ensures visibility of shutdown.
 Task execution occurs after dequeue synchronization.
Common Incorrect Example: Forced Termination
thread.detach(); // uncontrolled lifetime
Failure Mode
* Lost tasks.
* Undefined behavior at program shutdown.

¢ Resource leaks.

Corrected Design

Explicit join and cooperative stop ensure deterministic behavior.

Design Note

* Worker count should approximate hardware concurrency.
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* Excess workers increase context switching.

* Task queues should not assume fairness.

Common Mistakes

* Letting workers outlive shared state.
* Ignoring exception propagation from tasks.

* Hard-coding worker counts.

Safety Checklist

¢ [s shutdown visible to all workers?
* Are all threads joined?

* Can tasks throw safely?

Key Takeaways
* Task queues coordinate work, not execution.
* Worker threads are execution engines, not schedulers.
* Clear ownership and blocking semantics are essential.

* Correct task systems emerge from strict separation of concerns.
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Exercises

1. Add graceful shutdown to the task queue.

2. Extend the worker to catch and report exceptions.
3. Measure throughput with varying worker counts.
4. Implement task stealing using multiple queues.

5. Compare FIFO and LIFO task queue behavior.

17.3 Task System Example

Section Goals

* Integrate task queues and worker threads into a complete task system.
¢ Demonstrate correct task submission, execution, and shutdown.
* Reason precisely about synchronization, lifetime, and memory visibility.

* Provide a production-grade, standard-only reference implementation.

Required Knowledge Before Examples

* Thread creation and joining semantics.
* Condition variables and spurious wakeups.
* Atomic variables and memory ordering.

* Ownership transfer and RAII-based lifetime control.



472

Core Explanation
A task system is a structured execution framework that decouples:
» Task submission (producers),
» Task storage (queues),
¢ Task execution (worker threads),
* System lifetime management.
The design goals of a correct task system are:
* Deterministic shutdown.
* Absence of data races.
* Clear happens-before relationships.
* No hidden blocking or undefined behavior.

The following example assembles all previously discussed components into a single coherent

system.

Examples

Example: Complete Task System (Single Queue, Fixed Workers)

#include <vector>

#include <queue>

#include <thread>

#include <mutex>

#include <condition_variable>

#include <functional>
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#include <atomic>

#include <stdexcept>

class task_system {
public:
explicit task_system(std::size_t worker_count)

. stop_(false)

{
if (worker_count == 0) {
throw std::invalid_argument("worker_count must be > 0");
}
for (std::size_t i = 0; i < worker_count; ++i) {
workers_.emplace_back([this] { worker_loop(); });
}
}

~task_system() {
shutdown();

void submit(std::function<void()> task) {

{
std: :lock_guard<std::mutex> lock(mutex_);
if (stop.) {
throw std::runtime_error(”submit on stopped task_system”);
}
tasks_.push(std: :move(task));
}

cv_.notify_one();

void shutdown() {
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bool expected = false;

if (!stop_.compare_exchange_strong(expected, true,
std: :memory_order_release,
std: :memory_order_relaxed)) {

return;

cv_.notify_all();

for (auto& t : workers_) {
if (t.joinable()) {
t.join();

private:
void worker_loop() {
while (true) {

std: : function<void()> task;

std: :unique_lock<std: :mutex> lock(mutex_);
cv_.wait(lock, [this] {
return stop_.load(std: :memory_order_acquire) || !tasks_.empty();

s

if (stop_.load(std::memory_order_acquire) && tasks_.empty()) {

return;

task = std::move(tasks_.front());
tasks_.pop();
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std:
std:
std:
std:
std:

e

task();

:queue<std::function<void()>> tasks_;
:vector<std::thread> workers_;

:mutex mutex_;

:condition_variable cv_;

:atomic<bool> stop_;

Correctness Analysis

* The mutex protects the task queue invariant.

* Condition variable establishes blocking without busy-waiting.

* stop_ uses release—acquire ordering to publish shutdown.

¢ Tasks execute outside the critical section.

Happens-Before Relationships

* Task submission happens-before worker execution.

* Shutdown flag store (release) happens-before worker load (acquire).

* Worker completion happens-before destructor return.
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Common Incorrect Example: Implicit Destruction Shutdown

~task_system() {

// no signaling, no join

Failure Mode
* Workers access destroyed data.
» Tasks may be lost or partially executed.

* Undefined behavior during program termination.

Corrected Design

Explicit cooperative shutdown ensures:
* No worker outlives shared state.
* No task executes after destruction begins.

¢ Deterministic resource reclamation.

Design Note

* This design favors simplicity over maximum throughput.
 Single-queue systems may suffer contention at scale.

* Work-stealing and per-worker queues can improve scalability.
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Common Mistakes

» Executing tasks while holding the mutex.
* Ignoring exception safety in submitted tasks.
* Allowing submission after shutdown.

* Using detached threads.

Safety Checklist

* Is shutdown explicit and idempotent?

Are all threads joined?
* Is shared state accessed only under synchronization?

* Are memory orders intentional and minimal?

Key Takeaways
* A task system is a coordination mechanism, not a scheduler.
* Clear separation of concerns enables correctness reasoning.

* Cooperative shutdown is mandatory for safety.

Standard C++ provides all necessary building blocks.
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Exercises

1. Extend the task system with bounded queue capacity.
2. Add exception propagation from tasks to the caller.
3. Measure throughput with different worker counts.

4. Implement per-worker queues with work stealing.

5. Replace std: : function with a templated task wrapper.



Chapter 18

Message Passing and Pipelines

18.1 Message-Oriented Design

Section Goals

* Explain message-oriented concurrency as an alternative to shared-state designs.
* Establish a precise mental model for ownership transfer between threads.
* Demonstrate how immutability simplifies correctness and reasoning.

* Provide executable, standard-only message-passing examples.

Required Knowledge Before Examples

* Move semantics and object lifetime rules.
* Basic thread creation and joining.
* Condition variables and mutex-based coordination.

479
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* Happens-before relationships in the C++ memory model.

Core Explanation

Message-oriented design avoids shared mutable state by communicating between concurrent

components using explicit messages. Each message has:
* A clear owner at any moment.
* A well-defined lifetime.
* No implicit sharing or aliasing.

Two principles are fundamental:

Ownership Transfer

A message is moved from sender to receiver. After transfer:
* The sender must not access the message.
* The receiver has exclusive ownership.

This eliminates data races by construction.

Immutability

Messages are often immutable after construction. Immutability ensures:
* No synchronization is required for reads.
* Messages can be freely shared if needed.

* Reasoning reduces to pure dataflow.
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Examples

Example: Ownership Transfer via Message Queue

#include <queue>
#include <mutex>
#include <condition_variable>
#include <thread>
#include <string>

#include <optional>

class message_queue {

public:
void push(std::string msg) {
{
std: :lock_guard<std: :mutex> lock(mutex_);
queue_.push(std: :move(msg));
}

cv_.notify_one();

std: :optional<std::string> pop() {
std: :unique_lock<std: :mutex> lock(mutex_);
cv_.wait(lock, [this] {
return stop_ || !queue_.empty();

s

if (queue_.empty()) {
return std::nullopt;

std::string msg = std::move(queue_.front());

queue_.pop();
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return msg;

void stop() {

{
std: :lock_guard<std: :mutex> lock(mutex_);
stop_ = true;
}
cv_.notify_all();
}
private:

std: :queue<std: :string> queue_;
std: :mutex mutex_;
std::condition_variable cv_;
bool stop_ = false;

1}

Correctness Reasoning
* Ownership of each message is transferred via std: :move.
* The queue enforces exclusive access using a mutex.

* After popping, the receiver exclusively owns the message.

Common Incorrect Example: Shared Mutable Message

struct message {
std::string text;
B¢

message shared_msg;
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void producer() {

shared_msg.text = "data”;

void consumer() {

use(shared_msg.text);

Failure Mode
* Concurrent read/write on shared_msg. text.
¢ Data race and undefined behavior.

* Requires complex synchronization to fix.

Corrected Example: Immutable Message

struct message {

const std::string text;

G
void producer(message_queue& q) {

g.push(message{"immutable data"});

void consumer(message_queue& q) {
if (auto msg = q.pop()) {
use(msg->text);

Why This Works
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* Message state is fixed at construction.
* No thread can mutate shared data.

e Mutex only protects queue structure, not message content.

Design Note

* Message passing trades memory copies for simpler correctness.
* Move semantics usually eliminate unnecessary allocations.

* Immutability is a design choice, not a language restriction.

Common Mistakes

» Sharing references inside messages.
* Mutating messages after publication.
* Forgetting to define shutdown semantics.

» Using raw pointers instead of ownership-aware types.

Safety Checklist

* Does each message have a single logical owner?
* Are moved-from objects never reused?
* Is message content immutable or thread-local?

¢ Is shutdown coordinated without races?
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Key Takeaways

* Message-oriented design eliminates most data races by construction.
* Ownership transfer replaces locking as the primary safety mechanism.
e Immutability dramatically simplifies concurrent reasoning.

» Standard C++ provides all required tools without extensions.

Exercises

1. Extend the message queue to support bounded capacity.

2. Implement a multi-stage processing pipeline using immutable messages.
3. Replace std: : string with a custom message type.

4. Add timed receive with std: : chrono.

5. Measure throughput differences between mutable and immutable messages.

18.2 Pipeline Architecture

Section Goals

* Define a rigorous mental model for pipeline-based concurrency.
» Explain how pipeline stages are designed for correctness and scalability.
* Demonstrate safe synchronization between stages using message passing.

* Provide executable, standard-only pipeline implementations.
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Required Knowledge Before Examples

* Thread creation and lifetime management.
* Mutexes, condition variables, and blocking queues.
* Move semantics and object ownership.

* Happens-before relationships and data-race definitions.

Core Explanation

A pipeline decomposes work into a sequence of stages. Each stage:
* Performs a single, well-defined transformation.
e Communicates only through explicit messages.
* Does not share mutable state with other stages.

The fundamental design constraints are:

Stage Design

A stage must be:
* Isolated: no direct access to other stages’ data.
* Deterministic: output depends only on input message.
* Single-responsibility: one logical operation.

This enables:

* Independent reasoning.
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* Horizontal scaling (multiple workers per stage).

* Replacement or reordering of stages.

Synchronization

Synchronization occurs only at stage boundaries:
* Input queues define the happens-before relationship.
* Message transfer establishes ownership and visibility.

* Internal stage logic requires no locks if it is single-threaded.

Examples

Example: Minimal Two-Stage Pipeline

#include <queue>

#include <mutex>

#include <condition_variable>
#include <thread>

#include <optional>

#include <string>

template<typename T>

class channel {

public:
void send(T value) {
{
std: :lock_guard<std::mutex> lock(mutex_);
queue_.push(std: :move(value));
}

cv_.notify_one();
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std: :optional<T> receive() {
std: :unique_lock<std: :mutex> lock(mutex_);
cv_.wait(lock, [&] {
return closed_ || !queue_.empty();

s

if (queue_.empty()) {
return std::nullopt;

T value = std: :move(queue_.front());

queue_.pop();
return value;

void close() {

{
std: :lock_guard<std::mutex> lock(mutex_);
closed_ = true;
}
cv_.notify_all();
}
private:

std: :queue<T> queue_;
std: :mutex mutex_;
std::condition_variable cv_;

bool closed_ = false;

I

Stage Implementation
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void stage_uppercase(channel<std::string>& in,

channel<std: :string>& out)

{
while (auto msg = in.receive()) {
for (char& c : *msg) {
c = static_cast<char>(std: :toupper(c));
}
out.send(std: :move(*msg));
}
out.close();
}

Correctness Analysis
* Messages are exclusively owned by one stage at a time.
* The queue establishes synchronization via mutex and condition variable.
» After send, the receiver observes a fully constructed message.
Common Incorrect Example: Shared Stage State
std: :string shared_buffer;
void stage_a() {

shared_buffer = "data";

void stage_b() {

process(shared_buffer);

Failure Mode
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¢ Concurrent read/write on shared_buffer.
* No happens-before relationship.

¢ Data race and undefined behavior.

Corrected Example: Message-Based Stage Boundary

void stage_a(channel<std::string>& out) {
out.send("data");

out.close();

void stage_b(channel<std::string>& in) {

if (auto msg = in.receive()) {

process(*msg);

}
}
Why This Is Correct

* Ownership is transferred explicitly.

* No shared mutable state exists.

* Synchronization is localized and minimal.
Design Note

* Pipelines trade latency for throughput.
* Bounded channels can provide backpressure.

* Multiple worker threads per stage enable load scaling.
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Common Mistakes

* Letting stages share internal buffers.
* Performing blocking I/0O inside all stages.
* Omitting shutdown signaling.

* Over-synchronizing within stages.

Safety Checklist

* Does each stage own its data exclusively?
* Are messages immutable or thread-local?
* [s termination propagated correctly?

* Are queues the only synchronization points?

Key Takeaways
* Pipeline architecture enforces correctness through structure.
* Stage boundaries define synchronization and ownership.
* Message passing replaces shared-state locking.

* Standard C++ primitives are sufficient for robust pipelines.
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Exercises

1. Extend the pipeline to three stages with different workloads.
2. Add bounded capacity and measure backpressure effects.

3. Implement multiple worker threads per stage.

4. Introduce a failure message and graceful shutdown.

5. Measure latency and throughput under varying stage counts.

18.3 Pipeline Example

Section Goals

* Demonstrate a complete end-to-end message-passing pipeline.
* Show how ownership transfer enforces correctness by construction.
e [llustrate synchronization solely through pipeline boundaries.

* Provide a production-grade, standard-only pipeline implementation.

Required Knowledge Before Examples

¢ C++ move semantics and RAII.
* Mutexes, condition variables, and blocking queues.
* Thread lifecycle management.

* Formal definition of data races and happens-before.
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Core Explanation

An end-to-end pipeline composes multiple stages into a linear or DAG-shaped processing

graph. Each stage:
* Consumes messages from an input channel.
* Performs a transformation.
* Emits messages to an output channel.
Correctness arises from three enforced properties:
* Exclusive ownership: a message belongs to exactly one stage.
» Explicit synchronization: channels define happens-before.

* No shared mutable state: stages do not alias memory.

Examples

Example: End-to-End Three-Stage Pipeline

This pipeline consists of:
1. Input generation.
2. Transformation.

3. Aggregation.
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Infrastructure: Blocking Channel

#include <queue>
#include <mutex>
#include <condition_variable>

#include <optional>

template<typename T>

class channel {

public:
void send(T value) {
{
std: :lock_guard<std: :mutex> lock(mutex_);
gueue_.push(std: :move(value));
}

cv_.notify_one();

std: :optional<T> receive() {
std: :unique_lock<std: :mutex> lock(mutex_);
cv_.wait(lock, [&] {
return closed_ || !queue_.empty();

s

if (queue_.empty()) {
return std::nullopt;

T value = std: :move(queue_.front());

queue_.pop();
return value;

void close() {
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{
std: :lock_guard<std: :mutex> lock(mutex_);
closed_ = true;
}
cv_.notify_all();
}
private:

std: :queue<T> queue_;

std: :mutex mutex_;
std::condition_variable cv_;
bool closed_ = false;

e

Stage 1: Producer

#include <string>

void producer(channel<std::string>& out) {
for (int i = 0; i < 100; ++i) {
out.send("item_" + std::to_string(i));

b

out.close();

Stage 2: Transformer

#include <algorithm>

#include <cctype>

void transformer(channel<std::string>& in,

channel<std: :string>& out)

while (auto msg = in.receive()) {
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std: :transform(msg->begin(), msg->end(), msg->begin(),
[J(unsigned char c¢) {
return static_cast<char>(std::toupper(c));
D
out.send(std: :move(*msg));

}

out.close();

Stage 3: Consumer
#include <iostream>
void consumer(channel<std::string>& in) {

std::size_t count = 0;

while (auto msg = in.receive()) {

++count;
3
std::cout << "Processed items: " << count << '\n’;
}
Pipeline Assembly

#include <thread>

int main() {
channel<std: :string> c1;

channel<std: :string> c2;
std: :thread t1(producer, std::ref(cl));
std::thread t2(transformer, std::ref(cl), std::ref(c2));

std: :thread t3(consumer, std::ref(c2));

t1.join();
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t2.join();
t3.join();

Correctness Analysis
* Each message is moved between stages, never shared.
* Queue synchronization establishes a happens-before edge.
* No locks are required inside stage logic.
» Shutdown is propagated via explicit channel closure.
Common Incorrect Example: Shared Pipeline State
std: :vector<std::string> shared_results;
void stage_a() {

shared_results.push_back("data");

void stage_b() {

process(shared_results.back());

Failure Mode
¢ Concurrent modification of shared_results.
e Iterator invalidation and data races.

* Undefined behavior even if it “appears to work”.
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Corrected Example: Message Aggregation

void consumer(channel<std::string>& in) {
std: :vector<std::string> results;
while (auto msg = in.receive()) {
results.push_back(std: :move(*msg));

3

process(results);

Why This Works
* Aggregation occurs in a single thread.
* No shared container crosses stage boundaries.

 All data races are structurally impossible.

Design Note

* End-to-end pipelines excel at streaming workloads.
» Latency equals the sum of stage latencies.
* Throughput scales with parallelism per stage.

* Channels define the synchronization contract explicitly.

Common Mistakes

* Forgetting to close channels.

» Sharing mutable containers across stages.
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* Adding locks inside stages unnecessarily.

* Treating pipelines as thread pools.

Safety Checklist

* Is every message uniquely owned?
* Are stage boundaries the only synchronization points?
* Is shutdown deterministic and explicit?

* Can any two threads access the same object concurrently?

Key Takeaways
* End-to-end pipelines enforce correctness by design.
* Message passing eliminates data races structurally.
* Synchronization is localized and auditable.

» Standard C++ facilities are sufficient for robust pipelines.

Exercises

1. Extend the pipeline with a filtering stage.
2. Add timing measurements to compute throughput.
3. Introduce bounded channels and analyze backpressure.

4. Replace one stage with multiple worker threads.
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5. Convert the linear pipeline into a fork-join structure.



Part X

Correctness, Safety, and Testing
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Chapter 19

Designing for Race Freedom

19.1 Design Principles

Section Goals

* Establish fundamental design principles that guarantee race freedom.
* Connect immutability, confinement, and ownership to the C++ memory model.
* Demonstrate how design-level choices eliminate entire classes of concurrency bugs.

* Provide executable examples that illustrate each principle in isolation and in

combination.

19.1.1 Immutability

Required Knowledge Before Examples

e Value semantics and const-correctness.
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* Object lifetime and visibility in multi-threaded programs.

* The definition of a data race in the C++ memory model.

Core Explanation

An immutable object is one whose observable state never changes after construction. In C++,
immutability is a convention enforced by type design, not a language keyword. When data is
immutable, it can be safely shared between threads without synchronization.

From the memory model perspective:
 All writes occur-before publication.
 All reads occur after publication.
* No conflicting accesses exist, therefore no data race is possible.

Immutability is the strongest and simplest race-freedom guarantee available.

Example: Immutable Shared Configuration

#include <string>
#include <thread>

#include <iostream>

struct config {
const int max_connections;
const std::string mode;

B

void worker(const config& cfg) {

std: :cout << cfg.max_connections << " " << cfg.mode << '\n’;
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int main() {

const config cfg{42, "production"};

std: :thread t1(worker, std::cref(cfg));
std: :thread t2(worker, std::cref(cfg));

t1.join();
t2.join();

}

Why This Is Safe

* All members are initialized before thread creation.
* No thread performs a write.

¢ Reads do not conflict.

Common Incorrect Example: Logical Mutability

struct cache {

mutable int hits = 0;

int value() const {

++hits;
return 42;
}
B
Failure Mode

* mutable breaks immutability guarantees.

¢ Concurrent increments cause a data race.
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* Constness does not imply thread safety.

Corrected Version

#include <atomic>

struct cache {

mutable std::atomic<int> hits{0};

int value() const {
hits.fetch_add(1, std::memory_order_relaxed);

return 42;

I

Design Note Prefer true immutability. If mutation is required, it must be explicit and

synchronized.

Common Mistakes

* Assuming const implies thread safety.

* Using lazy initialization without synchronization.

* Introducing hidden mutable state.

Safety Checklist

* Are all fields fully initialized before sharing?

* Are there any hidden writes after publication?
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19.1.2 Confinement

Required Knowledge Before Examples

* Thread-local storage and stack confinement.

* Object lifetime and scope boundaries.

Core Explanation

Confinement means that an object is accessed by exactly one thread. If no other thread can
observe or reference the object, synchronization is unnecessary.

Types of confinement:
* Stack confinement.
* Thread-local confinement.
* Task confinement.

Confinement eliminates races by preventing sharing.

Example: Stack-Constrained State

#include <thread>
void worker() {
int local_counter = 0;

for (int i = 0; i < 1000; ++i) {

++local_counter;

int main() {



508

std::thread t1(worker);
std: :thread t2(worker);

t1.join();
t2.join();

3

Why This Is Safe

¢ Each thread owns its own stack.

¢ No shared state exists.

Common Incorrect Example: Escaping References
int* leaked;
void worker() {

int local = 42;
leaked = &local;

Failure Mode
* Object escapes confinement.

* Dangling reference and undefined behavior.

Corrected Version

#include <memory>
std: :unique_ptr<int> safe_value;

void worker() {
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safe_value = std::make_unique<int>(42);

Design Note Confinement is brittle if object lifetimes are unclear. Prefer ownership transfer

when data must cross threads.

Common Mistakes

* Returning references to local objects.

» Capturing references in asynchronous callbacks.

Safety Checklist

* Can the object be referenced outside the thread?

* Does any pointer or reference escape?

19.1.3 Ownership

Required Knowledge Before Examples

¢ Move semantics.
* Smart pointers and RAIL.

» Happens-before through synchronization.

Core Explanation

Ownership defines who is allowed to access and mutate an object. Race freedom follows

naturally when ownership is:
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* Exclusive.
* Transferred explicitly.
* Never shared implicitly.

In C++, ownership is modeled through move-only types and RAII.

Example: Ownership Transfer Between Threads

#include <thread>
#include <memory>

#include <iostream>

void consumer(std::unique_ptr<int> value) {

std::cout << *value << '\n’;

int main() {
auto data = std::make_unique<int>(99);
std: :thread t(consumer, std::move(data));

t.join();

Why This Is Safe
* Ownership is transferred exactly once.
* No two threads can access the object concurrently.

Common Incorrect Example: Shared Ownership

#include <memory>
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std: :shared_ptr<int> shared;
void writer() {

*shared = 1;

void reader() {

int x = xshared;

Failure Mode
* Shared ownership does not imply synchronized access.
* Data race on the managed object.

Corrected Version

#include <atomic>

#include <memory>
std: :shared_ptr<std::atomic<int>> shared;
void writer() {

shared->store(1, std::memory_order_release);

void reader() {

int x = shared->load(std: :memory_order_acquire);

Design Note Shared ownership is a lifetime tool, not a concurrency tool. Synchronization

must still be explicit.
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Common Mistakes

* Confusing lifetime safety with race safety.

* Using shared_ptr as a synchronization mechanism.

Safety Checklist

* Is there exactly one writer?

* Are ownership transfers explicit and visible?

Key Takeaways
* Immutability eliminates races completely.
* Confinement prevents races by construction.
* Ownership defines legal access paths.

* Race freedom is achieved through design, not inspection.

Exercises

1. Refactor a mutable shared object into an immutable design.

2. Identify confinement violations in an existing concurrent codebase.

3. Replace shared state with ownership transfer in a pipeline.

4. Demonstrate a race caused by shared ownership without synchronization.

5. Draw an ownership graph for a multi-threaded subsystem.
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19.2 Design Examples: Mutex-Free Design

Section Goals

¢ Demonstrate how race freedom can be achieved without mutexes.

» Explain the design space of mutex-free concurrency using ownership, atomics, and

immutability.
» Show correct memory-order reasoning for lock-free and wait-free patterns.

 Contrast incorrect mutex-free attempts with correct designs.

Required Knowledge Before Examples

* Formal definition of a data race and happens-before.
* Basic understanding of std: :atomic and memory orders.
* Move semantics and ownership transfer.

¢ Task and thread lifetimes.

Core Explanation

Mutex-free design does not mean unsynchronized design. It means eliminating blocking locks

while still enforcing:
* Single-writer or well-defined ownership.
» Explicit synchronization through atomics or task boundaries.

* Clear publication and visibility rules.
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A mutex-free design is correct if and only if:
* No two threads perform conflicting accesses without synchronization.
* Every read observes a write that happens-before it.
Mutex-free designs fall into three broad categories:
1. Immutable data sharing.
2. Ownership transfer.

3. Atomic state machines.

Examples

Example: Immutable Snapshot Publication

#include <atomic>
#include <memory>
#include <thread>

#include <iostream>

struct snapshot {
int a;
int b;

Y

std: :atomic<std::shared_ptr<const snapshot>> current;
void producer() {

auto snap = std::make_shared<const snapshot>(snapshot{1, 2});

current.store(snap, std::memory_order_release);
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void consumer() {
auto snap = current.load(std::memory_order_acquire);
if (snap) {
std::cout << snap->a << " " << snap->b << '\n’;

int main() {
std: :thread p(producer);

std: :thread c(consumer);

p.join();
c.join();

}

Why This Is Correct

The object is immutable after construction.

Publication uses release semantics.

Observation uses acquire semantics.

A happens-before edge is established.

Example: Incorrect Mutex-Free Attempt

int data;

void writer() {

data = 42;

void reader() {
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int x = data;

Failure Mode
* Conflicting read/write without synchronization.
* Data race and undefined behavior.
* No happens-before relationship.

Corrected Version Using Atomics

#include <atomic>
std: :atomic<int> data{0};

void writer() {

data.store(42, std::memory_order_release);

void reader() {

int x = data.load(std: :memory_order_acquire);

Design Note Atomics replace mutexes only when the shared state can be expressed as a

small, well-defined set of atomic variables.

Example: Ownership-Based Work Handoff

#include <memory>
#include <thread>

#include <iostream>
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void worker(std::unique_ptr<int> job) {

std::cout << *job << '\n’;

int main() {
auto job = std::make_unique<int>(7);
std: :thread t(worker, std::move(job));
t.join();

Why This Is Correct
* Ownership is exclusive.
* No shared mutable state exists.

* Synchronization is implicit through thread creation and join.

Example: Atomic State Machine

#include <atomic>

#include <thread>
enum class state { idle, working, done };
std: :atomic<state> s{state::idle};

void worker() {
state expected = state::idle;
if (s.compare_exchange_strong(
expected,
state: :working,

std: :memory_order_acqg_rel)) {
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s.store(state: :done, std::memory_order_release);

void observer() {

while (s.load(std::memory_order_acquire) != state::done) {

b

int main() {
std::thread t1(worker);
std: :thread t2(observer);

t1.join();
t2.join();

}

Why This Is Correct

¢ State transitions are atomic.
¢ No data race exists on the state variable.

* Acquire-release ordering enforces visibility.

Common Mistakes

* Replacing mutexes with atomics without redesigning invariants.
» Using relaxed ordering without understanding visibility requirements.
* Assuming shared_ptr implies thread-safe access.

* Mixing mutex-based and atomic-based synchronization on the same data.
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Safety Checklist

* Is there exactly one writer or a well-defined atomic protocol?
* Are all shared variables atomic or immutable?
* Is every read synchronized with a happens-before edge?

* Are lifetimes independent of concurrency?

Key Takeaways
* Mutex-free design is a design discipline, not an optimization.
* Immutability and ownership are the strongest mutex-free tools.
* Atomics require explicit memory-order reasoning.

* Correctness must be proven, not assumed.

Exercises

1. Convert a mutex-protected counter into a correct atomic design.
2. Identify hidden sharing in a supposedly mutex-free component.
3. Design a single-producer single-consumer queue using atomics.
4. Explain why relaxed ordering is insufficient in a given example.

5. Refactor a shared mutable structure into immutable snapshots.



Chapter 20

Concurrency Failures and Debugging

20.1 Failure Categories

Section Goals

* Classify the major categories of concurrency failures in modern C++.
* Explain why these failures are fundamentally different from sequential bugs.
* Demonstrate each failure mode with concrete, runnable examples.

* Provide systematic correction strategies grounded in the C++ memory model.

Required Knowledge Before Examples

* Definition of data races and undefined behavior.
* Basic mutex semantics and lock ordering.
* Scheduling nondeterminism and progress guarantees.

520



521

* Happens-before relationships.

Core Explanation

Concurrency failures are not a single class of bugs. They fall into distinct categories with
different root causes, detection methods, and fixes. Treating them uniformly leads to incorrect
debugging strategies.

The three dominant categories are:
1. Data races (safety failures).
2. Deadlocks (liveness failures).
3. Starvation (progress failures).

Each category must be diagnosed and corrected using different reasoning tools.

20.1.1 Data Races

Required Knowledge Before Examples

» Concurrent access to shared memory.
* Atomic vs non-atomic operations.

¢ Undefined behavior rules.

Core Explanation
A data race occurs when:

* Two or more threads access the same memory location.

¢ At least one access is a write.
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* There is no synchronization establishing a happens-before relationship.

Once a data race exists, the program has undefined behavior. No reasoning about outcomes is

valid.

Example: Classic Data Race

#include <thread>

#include <iostream>
int counter = 0;

void increment() {
for (int i = @; i < 100000; ++i) {

++counter;

int main() {
std::thread t1(increment);

std: :thread t2(increment);

t1.join();

t2.join();

std: :cout << counter << '\n’;
3
Failure Mode

* counter is written concurrently.
* Increment is not atomic.

* Lost updates and undefined behavior occur.
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Corrected Version

#include <thread>
#include <atomic>

#include <iostream>
std: :atomic<int> counter{0};

void increment() {
for (int i = 0; i < 100000; ++i) {

counter.fetch_add(1, std::memory_order_relaxed);

int main() {
std::thread t1(increment);
std::thread t2(increment);
t1.join();
t2.join();

std::cout << counter.load() << '\n’';

Design Note Data races are correctness violations, not performance issues. Eliminating them

is mandatory before any optimization discussion.

Common Mistakes

* Assuming integer operations are atomic.

» Using volatile instead of synchronization.

* Relying on observed behavior during testing.
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Safety Checklist

* Is every shared write synchronized?
* Are all read—write pairs ordered?

* Are atomics used correctly?

20.1.2 Deadlocks

Required Knowledge Before Examples

* Mutex ownership.
* Lock acquisition and release.

* Blocking semantics.

Core Explanation

A deadlock occurs when threads form a circular wait:
¢ Each thread holds a resource.
* Each thread waits for a resource held by another.

Deadlocks are liveness failures: the program stops making progress.

Example: Lock Order Inversion

#include <mutex>

#include <thread>

std: :mutex mi;

std: :mutex m2;
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void f() {
std: :lock_guard<std: :mutex> 11(m1);
std: :lock_guard<std: :mutex> 12(m2);

3
void g() {
std: :lock_guard<std: :mutex> 12(m2);
std: :lock_guard<std: :mutex> 11(m1);
3

int main() {
std::thread t1(f);
std: :thread t2(g);

t1.join();
t2.join();
}
Failure Mode

* Inconsistent lock acquisition order.
* Circular wait condition.

* Program may freeze indefinitely.

Corrected Version

void f() {
std: :scoped_lock lock(ml, m2);

void g() {
std: :scoped_lock lock(ml, m2);
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Design Note Deadlocks are prevented by design discipline, not debugging effort.

Common Mistakes

* Acquiring locks incrementally.
* Ignoring lock ordering conventions.

* Mixing blocking and non-blocking synchronization.

Safety Checklist

* Is lock acquisition order consistent?
* Are multiple locks acquired atomically?

* Can a thread block while holding a lock?

20.1.3 Starvation

Required Knowledge Before Examples

* Scheduler behavior.
* Fairness vs throughput.

* Busy waiting.

Core Explanation

Starvation occurs when a thread is perpetually denied progress, even though the program

continues running. Unlike deadlock, other threads may proceed normally.
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Example: Busy-Wait Starvation

#include <atomic>

#include <thread>
std: :atomic<bool> flag{false};

void hog() {
while (!flag.load(std::memory_order_relaxed)) {
}

void signal() {

flag.store(true, std::memory_order_relaxed);

int main() {
std: :thread t1(hog);
std: :thread t2(signal);

t1.join();
t2.join();
3
Failure Mode

* Busy-wait loop monopolizes CPU.
* Signaling thread may not get scheduled promptly.
» System-level starvation occurs.

Corrected Version

#include <condition_variable>
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#include <mutex>

#include <thread>

std: :mutex m;
std: :condition_variable cv;

bool ready = false;

void waiter() {
std: :unique_lock<std: :mutex> lock(m);

cv.wait(lock, [] { return ready; });

void notifier() {

{
std: :lock_guard<std: :mutex> lock(m);
ready = true;

3

cv.notify_one();

Design Note Starvation is often caused by over-optimizing for latency while ignoring

fairness.

Common Mistakes

» Using spin loops without backoff.
* Assuming OS schedulers guarantee fairness.

* Ignoring blocking primitives.
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Safety Checklist

* Does every waiting thread have a wake-up path?
* [s CPU time monopolized?

* Are blocking primitives used appropriately?

Key Takeaways
» Data races break correctness; deadlocks and starvation break progress.

 Each failure category requires different diagnostic reasoning.

Undefined behavior invalidates debugging conclusions.

* Correctness-first design prevents entire classes of failures.

Exercises
1. Identify the failure category in a provided concurrent program.
2. Convert a data-racy example into a race-free design.
3. Refactor a deadlock-prone design using lock ordering.
4. Replace a busy-wait loop with a blocking mechanism.

5. Explain why starvation is harder to detect than deadlock.
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20.2 Debugging Techniques

20.2.1 Symptom Analysis

Section Goals

* Learn how to reason from observed symptoms to underlying concurrency failures.
 Distinguish between correctness bugs and timing-dependent manifestations.
* Build a systematic mental model for debugging nondeterministic behavior.

* Avoid common diagnostic traps specific to concurrent systems.

Required Knowledge Before Examples

* Basic understanding of data races, deadlocks, and starvation.
* Familiarity with the C++ memory model and happens-before.

* Experience with debugging sequential C++ programs.

Core Explanation

Debugging concurrent programs differs fundamentally from debugging sequential ones. In

concurrent systems:
¢ The observed failure is often far removed from the root cause.
* Adding logging or breakpoints can change the program behavior.

* The same bug may disappear or reappear depending on timing.
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Symptom analysis is the discipline of interpreting what the program does when it fails, without
assuming that the symptom itself is the bug.

A critical rule is:

In concurrent programs, symptoms are effects of scheduling, not proof of

causality.

Typical Symptom Classes

Concurrency failures tend to manifest through a small number of recurring symptom patterns:
* Nondeterministic output.
* Occasional hangs or freezes.
* Performance collapse under load.
* Heisenbugs that vanish under debugging.

Each symptom class maps probabilistically, not deterministically, to one or more failure

categories.

Example: Nondeterministic Qutput

#include <thread>

#include <iostream>
int value = 0;

void writer() {

value = 42;
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void reader() {

std: :cout << value << '\n’;

int main() {
std::thread t1(writer);
std::thread t2(reader);

t1.join();
t2.join();
}
Observed Symptoms
* Sometimes prints 0.
* Sometimes prints 42.
Symptom Analysis

* Output nondeterminism indicates missing ordering.
* Absence of synchronization suggests a data race.

* The printed value is not the bug; the race is.

Corrected Version

#include <thread>
#include <iostream>
#include <atomic>

std: :atomic<int> value{0};

void writer() {
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value.store(42, std::memory_order_release);

void reader() {
int v = value.load(std: :memory_order_acquire);

std::cout << v << '\n’;

Design Note

Never debug by reasoning about observed values alone. First establish whether the program is

race-free.

Example: Occasional Hang

#include <mutex>

#include <thread>
std: :mutex m;

void f() {
std: :lock_guard<std: :mutex> lock(m);

void g() {
std: :lock_guard<std: :mutex> lock(m);

int main() {
std: :thread t1(f);
std: :thread t2(g);
t1.join();
t2.join();
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}
Observed Symptoms
* Program occasionally appears to freeze under heavier extensions.
Symptom Analysis
* A single mutex alone cannot deadlock here.
* The symptom likely arises when combined with other locks.
* Indicates potential lock ordering issues in larger context.
Design Note

A hang is not automatically a deadlock. Starvation and scheduling delays can produce similar

symptoms.

Heisenbugs and Observer Effect
A Heisenbug is a concurrency bug that:
* Disappears when logging is added.

* Disappears when running under a debugger.

Explanation
* Logging introduces synchronization.
* Debuggers alter scheduling.

* Timing-sensitive races are masked.
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Debugging Strategy Framework

A disciplined approach to symptom analysis:
1. Assume undefined behavior until proven otherwise.
2. Classify the symptom (wrong result, hang, slowdown).
3. Map symptom to likely failure category.
4. Inspect synchronization, not logic first.

5. Reduce the problem to a minimal reproducer.

Common Mistakes

* Treating symptoms as deterministic bugs.
* Adding logging as the first debugging step.
* Blaming compilers or hardware prematurely.

* Ignoring the memory model.

Safety Checklist

* Is the program data-race free?
 Are all shared variables properly synchronized?
* Can the observed symptom be timing-dependent?

* Does debugging instrumentation change behavior?
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Key Takeaways

* Concurrency symptoms are indirect signals, not diagnoses.
* Debugging must begin with correctness, not observation.
* Eliminating undefined behavior is the first step.

* A systematic approach outperforms ad-hoc debugging.

Exercises

1. Given a nondeterministic output, identify possible race locations.
2. Explain why adding logging can hide a concurrency bug.

3. Classify a program hang as deadlock or starvation.

4. Reduce a concurrent failure to a minimal example.

5. Design a checklist for symptom-based debugging in your own codebase.
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Testing Concurrent Programs

21.1 Testing Fundamentals

Chapter/Section Goals

* Understand why testing concurrent programs is fundamentally harder than testing

sequential ones.
* Build a precise mental model of nondeterminism in concurrent execution.
* Learn what testing can and cannot guarantee for race freedom.

* Recognize the limits of empirical testing and where design must replace tests.

21.2 Non-Determinism

Required Knowledge Before Examples

* Definition of data races and happens-before.
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* Basic familiarity with threads and shared memory.

* Understanding that scheduling is outside program control.

Core Explanation

A concurrent program is nondeterministic if multiple executions of the same program, with
the same inputs, can legally produce different behaviors.

In C++, nondeterminism arises from:
* Unspecified thread scheduling.
* Relaxed memory reordering.
* Interaction between synchronization and timing.

Crucially, nondeterminism alone is not a bug. Undefined behavior caused by data races is the
real failure.

Testing often confuses these two concepts.

Example: Benign Nondeterminism

#include <thread>

#include <atomic>

#include <iostream>

std: :atomic<int> counter{0};
void worker() {

counter.fetch_add(1, std::memory_order_relaxed);

int main() {



539

std::thread t1(worker);
std: :thread t2(worker);
t1.join();
t2.join();

std: :cout << counter.load() << '\n’';

Observed Behavior

* Always prints 2.

Analysis
* Execution order is nondeterministic.
* Result is deterministic due to atomic operations.

¢ This is safe and race-free.

Example: Harmful Nondeterminism

#include <thread>

#include <iostream>
int counter = 0;

void worker() {

++counter;

int main() {
std: :thread t1(worker);
std: :thread t2(worker);
t1.join();
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t2.join();

std::cout << counter << '\n’;

Observed Behavior
¢ Prints 1 or 2.

* May appear correct during testing.

Failure Mode
e Data race on counter.
¢ Undefined behavior.

* Testing cannot reliably expose it.

Corrected Version

#include <thread>
#include <atomic>

#include <iostream>
std: :atomic<int> counter{0};

void worker() {

counter.fetch_add(1, std::memory_order_relaxed);

Design Note

Testing must never be used to justify unsynchronized shared state.
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Common Mistakes

* Assuming repeated success implies correctness.
* Treating nondeterministic output as a test failure.

* Ignoring memory ordering when tests pass.

Safety Checklist

¢ [s nondeterminism intentional or accidental?
* Are all shared accesses synchronized?

¢ Can this behavior arise without undefined behavior?

Key Takeaways

* Nondeterminism is expected in concurrency.
* Determinism must be designed, not tested into existence.

* Race freedom is a precondition for meaningful testing.

21.3 Limits of Testing

Required Knowledge Before Examples

* Understanding of state-space explosion.

* Familiarity with basic unit testing concepts.
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Core Explanation

Testing concurrent programs suffers from a fundamental limitation:

The space of possible interleavings grows exponentially with threads and

operations.
No test suite can:
* Enumerate all schedules.
* Guarantee the absence of races.
* Prove deadlock freedom.

Testing can only demonstrate the presence of bugs, never their absence.

Example: Interleaving Explosion

Two threads, each with three operations, already admit dozens of legal interleavings. As

threads increase, the number becomes unmanageable.

Example: False Confidence from Stress Tests

#include <thread>

#include <vector>

void f(int& x) {

++X;

int main() {
int x = 0;

std: :vector<std::thread> threads;
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for (int i = 0; i < 1000; ++i) {
threads.emplace_back(f, std::ref(x));

3
for (auto& t : threads) t.join();

Observed Behavior

* May appear to work under heavy stress.

Reality
o Still contains a data race.

* Undefined behavior regardless of test outcomes.

Corrected Version

#include <thread>
#include <vector>

#include <atomic>

void f(std::atomic<int>& x) {

x.fetch_add(1, std::memory_order_relaxed);

Design Note

Testing complements design; it cannot replace race-free architecture.

Common Mistakes

* Using stress tests as proof of correctness.
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* Believing long runtimes increase coverage meaningfully.

* Ignoring theoretical guarantees.

Safety Checklist

* Does correctness rely on timing?
* Can undefined behavior exist even if tests pass?

* Is the design provably race-free?

Key Takeaways

* Testing concurrent code has strict theoretical limits.
* Race freedom must be achieved by design.

* Tests validate behavior, not correctness guarantees.

Exercises

1. Identify nondeterminism that is safe versus unsafe.

2. Explain why stress testing cannot prove race freedom.
3. Rewrite a racy example using atomic operations.

4. Classify which bugs testing can and cannot reveal.

5. Design a concurrency feature whose correctness does not depend on testing.
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21.4 Testing Strategies

Chapter/Section Goals

* Understand what stress testing can and cannot reveal in concurrent programs.
* Learn how invariant checking complements stress testing.
* Build testing strategies that align with the C++ memory model.

* Avoid false confidence from empirical success.

21.5 Stress Testing

Required Knowledge Before Examples

* Definition of data races and undefined behavior.
* Basic understanding of thread scheduling nondeterminism.

* Familiarity with atomics and mutexes.

Core Explanation

Stress testing attempts to increase the probability of exposing concurrency bugs by:
* Running code repeatedly.
* Increasing thread counts.

* Adding timing pressure.
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However, stress testing does not explore the full state space. Its role is bug discovery, not
correctness proof.

A stress test can demonstrate:

* The presence of races, deadlocks, or livelocks.

It can never demonstrate:

¢ Their absence.

Example: Stress Testing a Shared Counter (Incorrect)

#include <thread>
#include <vector>

#include <iostream>
int counter = 0;

void worker() {
for (int i = 0; i < 100000; ++i) {

++counter;

int main() {
std: :vector<std::thread> threads;
for (int i = 0; i < 8; ++i) {
threads.emplace_back(worker);
}
for (auto& t : threads) t.join();

std: :cout << counter << '\n’;
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Observed Behavior

* Often prints the expected value.

* QOccasionally prints a lower value.

Failure Mode

e Datarace on counter.

* Undefined behavior regardless of test outcome.

Corrected Version

#include <thread>
#include <vector>
#include <atomic>

#include <iostream>
std: :atomic<int> counter{0};

void worker() {
for (int i = 0; i < 100000; ++i) {

counter.fetch_add(1, std::memory_order_relaxed);

int main() {
std: :vector<std::thread> threads;
for (int i =0; i < 8; ++i) {
threads.emplace_back(worker);
}
for (auto& t : threads) t.join();

std::cout << counter.load() << '\n’;
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Design Note

Stress tests should only be applied to designs that are already race-free by construction.

Common Mistakes

* Interpreting long stress runs as proof of correctness.
» Adding artificial sleeps to “force” failures.

* Stress testing code with known undefined behavior.

Safety Checklist

* Is the code race-free before stress testing?
* Are failures reproducible?

* Does success rely on timing assumptions?

Key Takeaways

 Stress testing is probabilistic.
* It reveals bugs but cannot prove correctness.

* [t must follow sound synchronization design.

21.6 Invariant Checking

Required Knowledge Before Examples

* Understanding of program invariants.
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* Familiarity with atomic operations and memory ordering.

Core Explanation

Invariant checking validates that logical properties of a concurrent system hold at all
observable points.

Unlike stress testing, invariants:
* Encode correctness conditions explicitly.
* Detect subtle ordering violations.

Invariants do not eliminate races, but they expose incorrect synchronization.

Example: Balance Invariant

#include <thread>
#include <atomic>

#include <cassert>

std::atomic<int> deposits{0};

std: :atomic<int> withdrawals{0};
void deposit() {

deposits.fetch_add(1, std::memory_order_relaxed);

void withdraw() {

withdrawals.fetch_add(1, std::memory_order_relaxed);

int main() {
std: :thread t1(deposit);
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std: :thread t2(withdraw);
t1.join();
t2.join();

int d = deposits.load(std: :memory_order_relaxed);

int w = withdrawals.load(std: :memory_order_relaxed);

assert(d >= w);

Invariant

* Withdrawals must not exceed deposits.

Incorrect Variant

int deposits = 0;

int withdrawals = 0;

Failure Mode

¢ Data races invalidate invariant checks.

* Assertion results become meaningless.

Corrected Version

¢ Restore atomic variables.

¢ Ensure invariant reads observe consistent state.



551

Design Note

Invariant checks are most effective when combined with immutability and ownership-based

designs.

Common Mistakes

* Checking invariants on racy state.
* Assuming invariants replace synchronization.

* Ignoring memory ordering semantics.

Safety Checklist

* Are invariants well-defined under concurrency?
* Are checks performed on synchronized state?

* Do invariants reflect real correctness properties?

Key Takeaways

* Invariants encode correctness expectations.

* They detect logical violations early.

* They complement but do not replace race-free design.

Exercises

1. Design a stress test that reveals a race condition.
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2. Convert a racy stress test into a race-free version.
3. Define an invariant for a producer-consumer queue.
4. Identify an invariant that stress testing would miss.

5. Explain why invariant checks fail under undefined behavior.

21.7 Testing Examples

Chapter/Section Goals
* Demonstrate how concurrent programs can pass tests while remaining incorrect.
» Show how to design tests that actually reveal concurrency bugs.
 Build intuition for why many concurrency tests are misleading.

* Reinforce correctness-first reasoning grounded in the C++ memory model.

21.8 Misleading Test

Required Knowledge Before Examples

¢ Definition of a data race and undefined behavior.
* Understanding of thread interleavings.

* Familiarity with atomic vs non-atomic variables.
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Core Explanation
A misleading test is a test that:

* Passes reliably.

* Appears to validate correctness.

* Fails to exercise the relevant concurrency hazards.
Such tests often succeed because:

* The scheduler produces benign interleavings.

* The hardware memory model masks the bug.

* The test asserts the wrong property.

Passing a misleading test provides no evidence of correctness.

Example: A Test That Always Passes

#include <thread>

#include <cassert>
int value = 0;
void writer() {

value = 42;

void reader() {

assert(value == 0 || value == 42);
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int main() {
std::thread t1(writer);
std::thread t2(reader);

t1.join();
t2.join();
}
Why the Test Passes
¢ The assertion allows both observed states.
¢ The data race remains undetected.
Failure Mode

¢ A data race exists on value.

* Behavior is undefined regardless of test outcome.

Corrected Version

#include <thread>
#include <atomic>

#include <cassert>
std: :atomic<int> value{0};
void writer() {

value.store(42, std::memory_order_release);

void reader() {
int v = value.load(std: :memory_order_acquire);
assert(v == 0 || v == 42);
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int main() {
std: :thread t1(writer);
std::thread t2(reader);

t1.join();
t2.join();
3
Design Note

A test that tolerates multiple outcomes is not validating correctness unless all outcomes are

valid by design.

Common Mistakes

* Allowing multiple results without justifying them.
 Testing observable values instead of synchronization guarantees.

* Assuming undefined behavior is testable.

Safety Checklist

¢ Does the test exclude invalid states?
¢ Is the tested code race-free?

* Are memory-order assumptions explicit?

Key Takeaways

* Passing tests can be meaningless.
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¢ Undefined behavior invalidates test results.

e Tests must reflect correctness properties, not convenience.

21.9 Bug-Revealing Test

Required Knowledge Before Examples

* Happens-before relationships.
* Atomic memory orders and visibility.

* Logical invariants in concurrent systems.

Core Explanation

A bug-revealing test is designed to:
* Assert invariants that must always hold.
* Fail deterministically when synchronization is missing.
* Avoid relying on timing or sleeps.

The goal is not to provoke rare interleavings, but to detect invalid states.

Example: Revealing a Reordering Bug

#include <thread>
#include <atomic>

#include <cassert>

std: :atomic<bool> ready{false};
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int data = 0;

void producer() {
data = 123;

ready.store(true, std::memory_order_relaxed);

void consumer() {
while (!ready.load(std::memory_order_relaxed)) {

3
assert(data == 123);

int main() {
std: :thread t1(producer);
std: :thread t2(consumer);
t1.join();
t2.join();

Observed Failure

* Assertion may fail on weakly ordered systems.

Failure Mode
* Missing synchronization between data and ready.
* No happens-before relationship.

Corrected Version

#include <thread>
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#include <atomic>

#include <cassert>

std: :atomic<bool> ready{false};

int data = 0;

void producer() {
data = 123;

ready.store(true, std::memory_order_release);

void consumer() {
while (!ready.load(std::memory_order_acquire)) {

3
assert(data == 123);

int main() {
std: :thread t1(producer);

std: :thread t2(consumer);

t1.join();
t2.join();
3
Design Note

Bug-revealing tests assert properties implied by the memory model, not by timing assumptions.

Common Mistakes

» Using sleep to force interleavings.

* Testing performance instead of correctness.
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* Assuming x86 behavior generalizes.

Safety Checklist

* Does the test assert a real invariant?
* Is failure deterministic when synchronization is wrong?

* Are memory orders chosen intentionally?

Key Takeaways

¢ Good tests encode correctness conditions.
* Memory-order bugs can be tested logically.

* Deterministic failure is the goal.

Exercises

1. Identify why the misleading test fails to prove correctness.

2. Modify the misleading test to make it meaningful.

3. Remove synchronization from the bug-revealing test and explain the failure.
4. Design a bug-revealing test for a broken queue.

5. Explain why timing-based tests are unreliable.
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Chapter 22

Recent Standard Improvements (C++23 —
C++26)

22.1 Atomic and Memory Enhancements

Chapter/Section Goals

* Explain the most important atomic and memory-model improvements from C++23 to
C++26.

* Clarify what has changed, what has not, and why it matters.
* Demonstrate correct usage with executable, standard-only examples.

* Reinforce correctness-first reasoning grounded in the formal C++ memory model.

22.1.1 Required Knowledge Before Examples

¢ Formal definition of a data race and undefined behavior.
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* The C++ happens-before relation.
* Atomic operations and memory orders (relaxed, acquire, release, seq_cst).

* Basic lock-free programming concepts.

22.1.2 Core Explanation

The period from C++23 to C++26 does not radically change the C++ memory model. Instead,

it focuses on:

* Clarifying existing guarantees.

* Improving expressiveness and safety.

* Reducing accidental misuse of atomics.
The guiding principle remains unchanged:

If there is a data race, the program is incorrect, regardless of test results.

What has improved is how clearly the standard allows developers to express intent without

relying on folklore or over-synchronization.

22.1.3 Atomic Refinements and Clarifications
Mental Model
Atomics serve two distinct purposes:

* Atomicity: indivisible read-modify-write.

* Ordering: establishing happens-before relationships.

C++23 and C++26 emphasize separating these concerns explicitly.
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Example: Intentional Relaxed Atomic

#include <atomic>
#include <thread>

#include <cassert>
std::atomic<int> counter{0};
void worker() {

counter.fetch_add(1, std::memory_order_relaxed);

int main() {
std::thread t1(worker);
std: :thread t2(worker);

t1.join();

t2.join();

assert(counter.load(std: :memory_order_relaxed) == 2);
3
Why This Is Correct

* Only atomicity is required.

* No ordering or visibility between threads is needed.

Design Note C++23 guidance strongly discourages using stronger memory orders when they

are unnecessary.

Common Incorrect Example

#include <atomic>
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#include <thread>

std: :atomic<bool> ready{false};
int data = 0;

void producer() {
data = 42;

ready.store(true, std::memory_order_relaxed);

void consumer() {
while (!ready.load(std: :memory_order_relaxed)) {3}

// data access is undefined

Failure Mode
* No happens-before relationship.

¢ Data race on data.

Corrected Version

#include <atomic>

#include <thread>

std: :atomic<bool> ready{false};
int data = 0;

void producer() {
data = 42;

ready.store(true, std::memory_order_release);
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void consumer() {
while (!ready.load(std::memory_order_acquire)) {3}
// safe: data == 42

22.1.4 Progress Guarantees and Forward Progress

Mental Model

Modern C++ emphasizes forward progress:
* Lock-free does not mean wait-free.
* Progress guarantees are part of correctness, not optimization.

C++23 clarifies the interaction between atomics and execution agents (threads).

Example: Lock-Free Progress Without Busy Waiting

#include <atomic>

#include <thread>
std: :atomic<bool> stop{false};

void worker() {
while (!stop.load(std::memory_order_acquire)) {

// useful work

int main() {
std: :thread t(worker);

stop.store(true, std::memory_order_release);
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t.join();

Why This Matters
* The loop is guaranteed to observe the store.

* No reliance on timing or scheduler behavior.

22.1.5 Stronger Guidance on Sequential Consistency
C++26 further discourages reflexive use of memory_order_seq_cst.
» Sequential consistency is still available.

* Itis no longer the recommended default.

Design Note

Use sequential consistency only when:
* You need a single total order across multiple atomics.

* You can clearly explain why weaker orders are insufficient.

22.1.6 Common Mistakes

 Treating atomics as a substitute for design.
» Using relaxed ordering without proving safety.

* Overusing sequential consistency to silence reasoning.
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22.1.7 Safety Checklist

* [s every shared object either atomic or protected?
* Is every atomic operation justified by intent?
* [Is the happens-before relationship explicit?

* Are progress guarantees acceptable?

22.1.8 Key Takeaways

* C++423-26 refine, not replace, the memory model.
* Atomics express intent; they do not create correctness automatically.

* Correctness-first reasoning is mandatory for concurrent code.

22.1.9 Exercises

1. Rewrite a seq_cst example using acquire-release.

2. Identify an unnecessary memory fence in existing code.

W

. Design a lock-free counter with minimal ordering.

4. Explain why relaxed ordering is unsafe in a given example.

5. Prove or disprove the correctness of an atomic flag protocol.
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22.2 Cancellation and Execution Updates

Chapter/Section Goals

» Explain the evolution of cancellation and execution facilities from C++20 through
C++26.

* Clarify the semantics of cooperative cancellation and why it is intentionally non-forced.
* Demonstrate correct, race-free cancellation patterns using standard-only facilities.

* Connect cancellation to execution, lifetime management, and correctness guarantees.

22.2.1 Required Knowledge Before Examples

* Thread lifetime and joining semantics.

* The C++ memory model and happens-before relationships.

RAII and structured concurrency principles.

* Basic atomic and synchronization concepts.

22.2.2 Core Explanation

Cancellation in modern C++ is cooperative by design. The standard deliberately avoids forced

thread termination because it cannot be made safe in the presence of:
* RAIl-based resource management,
* invariants spanning multiple objects,

* and the absence of a garbage-collected runtime.
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C++20 introduced the foundational types:
e std::stop_source
e std::stop_token
e std::jthread
C++23 and C++26 refine their usage, clarify guarantees, and strengthen guidance on execution

and cancellation composition.

22.2.3 Mental Model: Cooperative Cancellation

» Cancellation is a request, not a command.
* Code must explicitly observe and respond to cancellation.

* Cancellation establishes no implicit synchronization beyond what is documented.

A cancellation request:
e is thread-safe,
* is idempotent,

* and propagates via tokens, not global state.

22.2.4 Examples

Example: Minimal Cooperative Cancellation

#include <thread>
#include <stop_token>

#include <iostream>
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void worker(std::stop_token st) {
while (!st.stop_requested()) {

// perform unit of work

}

std: :cout << "Worker stopped cooperatively\n”;

int main() {
std::jthread t(worker);
t.request_stop();

Why This Is Correct
* std::jthread joins automatically.
* The stop request is visible via the token.

¢ No data races or forced termination occur.

Common Incorrect Example: Ignoring Cancellation

#include <thread>

#include <stop_token>

void worker(std: :stop_token) {
for (5;) {

// infinite loop, ignores cancellation

int main() {

std: :jthread t(worker);
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t.request_stop(); // has no effect

Failure Mode
* Cancellation request is never observed.
* Program relies on destruction to stop execution.

* Logical cancellation contract is violated.

Corrected Version with Explicit Check

#include <thread>

#include <stop_token>

void worker(std: :stop_token st) {
while (!st.stop_requested()) {

// safe, cancellable work

int main() {
std::jthread t(worker);
t.request_stop();

22.2.5 Cancellation and Blocking Operations

C++23 clarifies that cancellation does not automatically unblock:
¢ condition variables,

* mutex acquisition,
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* or I/O operations.

Cancellation must be integrated explicitly.

Example: Cancellation-Aware Wait Loop

#include <condition_variable>
#include <mutex>

#include <stop_token>

std: :mutex m;
std::condition_variable_any cv;

bool ready = false;

void worker(std::stop_token st) {
std: :unique_lock lock(m);

cv.wait(lock, st, [] { return ready; });

int main() {
std::jthread t(worker);
t.request_stop();

Design Note The condition_variable_any overload accepting std: : stop_token is a key

evolution enabling structured cancellation without polling.

22.2.6 Execution and Cancellation Composition
C++26 continues the direction toward structured concurrency:

* cancellation flows along ownership boundaries,

e execution context owns lifetime,
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* cleanup is deterministic.
The intended design pattern is:

Who starts work also owns cancellation and joining.

22.2.7 Common Mistakes

* Treating cancellation as asynchronous termination.
» Forgetting to propagate stop tokens.
* Polling excessively instead of integrating cancellation into waits.

* Assuming cancellation implies memory synchronization.

22.2.8 Safety Checklist

* [s every long-running task cancellation-aware?
* Are stop tokens passed by value, not stored globally?
* Does cancellation interact correctly with blocking operations?

* Is cleanup deterministic and exception-safe?

22.2.9 Key Takeaways

* Cancellation in C++ is cooperative and explicit.
* std::jthread establishes structured concurrency by default.

* Correct cancellation requires deliberate design, not just APIs.

C++23-26 refine execution and cancellation without weakening safety.
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22.2.10 Exercises

1. Modify a polling loop to use cancellation-aware waiting.

2. Demonstrate a cancellation bug caused by ignoring stop tokens.

3. Design a cancellable worker pipeline using std: : jthread.

4. Explain why forced thread termination cannot be standardized safely.

5. Prove that a given cancellation protocol is race-free.
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Future Directions

23.1 WG21 Design Trends

Chapter/Section Goals

* Identify the dominant design trends shaping future C++ concurrency.
* Explain how WG21 balances performance, safety, and backward compatibility.
* Clarify which concurrency problems the standard intentionally avoids solving.

* Provide guidance for writing future-proof concurrent C++ code.

23.1.1 Required Knowledge Before Examples

* The C++ memory model and the definition of a data race.
* Thread lifetime management and structured concurrency.
* Atomics, synchronization primitives, and RAIL.
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* Differences between library-level and language-level features.

23.1.2 Core Explanation

WG21 does not evolve C++ concurrency by adding isolated features. Instead, progress follows
a set of consistent design trends driven by real-world experience, implementability constraints,
and the need to preserve C++’s core identity.

The most important guiding principle is:

Concurrency features must be safe by construction, explicit in intent, and

compatible with deterministic resource management.

The following trends have become clearly visible from C++20 through C++26 and strongly

influence proposals under active discussion.

23.1.3 Trend 1: Structured Concurrency Over Unbounded Threads

Unstructured thread creation has proven to be a major source of:
* lifetime bugs,
* orphaned threads,
* and shutdown races.
WG21 increasingly favors APIs where:
* the creator of work owns its lifetime,
* joining is implicit and deterministic,

* cancellation is scoped and cooperative.
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Example: Structured Ownership via std: : jthread

#include <thread>

void task(std::stop_token st) {
while (!st.stop_requested()) {
// work

int main() {
std::jthread t(task);

Design Note Future abstractions build on this model rather than reviving detached threads.

The absence of a garbage collector makes forced or implicit lifetime extension non-viable.

23.1.4 Trend 2: Cooperative Cancellation as a First-Class Concept

WG21 has explicitly rejected:

* asynchronous thread termination,

* signal-style cancellation,

* and implicit interruption.
Instead, cancellation is:

* opt-in,

¢ observable,

* and composable through tokens.

This approach aligns with C++’s emphasis on explicit control and invariants.
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23.1.5 Trend 3: Library-Based Evolution Over New Keywords

WG21 consistently prefers library facilities over language keywords for concurrency. Reasons

include:

e easier evolution and correction,
* better backward compatibility,

* reduced impact on the core language grammar.
As aresult:

e execution models,
¢ schedulers,

¢ and cancellation

are expressed as types and APIs, not syntax.

23.1.6 Trend 4: Explicit Memory Semantics Over Implicit Guarantees
The committee avoids introducing features that obscure the memory model. Instead:

* ordering must be explicit,
* synchronization must be intentional,

 performance costs must be visible.
This explains why:

e atomics remain low-level,
* higher-level abstractions still document ordering,

* no “magic” data-race avoidance exists.
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23.1.7 Trend 5: Composability Across Concurrency Domains

Modern C++ concurrency is expected to compose:
¢ threads,
¢ tasks,
* pipelines,
* and parallel algorithms.
Future directions emphasize:
 uniform cancellation propagation,
* shared execution contexts,

¢ consistent lifetime semantics.

Example: Cancellation Propagation as a Design Goal

void stage(std::stop_token st) {
if (st.stop_requested()) return;
// stage logic

Explanation Every stage participates in cancellation without global coordination, enabling

scalable composition.

23.1.8 What WG21 Intentionally Avoids

Understanding future C++ concurrency requires understanding what will not be added:
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* Forced thread termination.
* Implicit data-race recovery.
* Hidden synchronization or speculative safety.

* Runtime-managed thread lifetimes.

These are incompatible with:
e RAII,
e deterministic destruction,

¢ zero-overhead abstractions.

23.1.9 Common Mistakes

» Expecting C++ to adopt models from managed languages.
* Assuming future standards will “fix”” data races automatically.

* Designing APIs that hide ownership or lifetime.

23.1.10 Safety Checklist

* Does the design make ownership explicit?
* Is cancellation cooperative and observable?
* Are memory-ordering guarantees documented?

* Can the abstraction compose without global coordination?
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23.1.11 Key Takeaways

* WG21 prioritizes structured, explicit concurrency.
» Safety is achieved through design, not enforcement.
* Library evolution is preferred over language changes.

* Future C++ concurrency remains low-level but principled.

23.1.12 Exercises

1. Analyze an existing thread-based API and identify lifetime risks.

2. Redesign the API using structured concurrency principles.

3. Explain why forced thread cancellation breaks RAII.

4. Identify which memory-order assumptions are implicit in a given design.

5. Propose a future-proof concurrency abstraction consistent with WG21 trends.

23.2 Practical Guidance for Today

Chapter/Section Goals

* Translate future WG21 concurrency directions into actionable guidance.
* Identify concurrency practices that remain valid across C++17-C++26.
* Help professionals avoid designs that are likely to age poorly.

* Provide concrete patterns for writing long-lived, race-free concurrent code.
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23.2.1 Required Knowledge Before Examples

* The C++ memory model, including happens-before relationships.
* RAIl-based resource and thread management.
* Atomic operations and synchronization primitives.

* Task-based and message-oriented concurrency models.

23.2.2 Core Explanation

Future directions in C++ concurrency are not speculative abstractions that invalidate today’s
best practices. Instead, WG21 evolution consistently rewards designs that were already correct,
explicit, and disciplined.

This section distills guidance that applies immediately and remains compatible with both

current and forthcoming standards.

23.2.3 Design for Explicit Ownership

The most reliable predictor of concurrency correctness is whether ownership is explicit at

every boundary.

* Threads must have a clear owner.
* Shared state must have a single synchronization authority.

* Transfer of ownership must be visible in the type system.
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Example: Explicit Thread Ownership

#include <thread>

class Worker {
public:
explicit Worker(std::jthread t) : worker_(std::move(t)) {3}

private:
std: : jthread worker_;

B

Explanation The lifetime of the thread is bound to the lifetime of Worker. No external entity

can detach or outlive it.

Design Note This pattern remains valid regardless of whether execution evolves toward task

schedulers or structured concurrency frameworks.

23.2.4 Prefer Immutability and Message Passing

WG21 trends reinforce that:

* immutable data scales better than synchronized mutation,

* message passing composes more safely than shared memory.
Example: Immutable Message Transfer
#include <string>

struct Message {
const std::string payload;

e
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Explanation Immutability eliminates the need for synchronization and prevents data races

by construction.

23.2.5 Avoid Designing Around Mutexes

Mutexes remain necessary, but future-proof designs minimize their surface area.
* Prefer confinement over locking.
* Prefer atomic state machines over coarse-grained locks.
* Prefer task queues over shared mutable containers.

Incorrect Example: Lock-Centric Design

#include <mutex>

std: :mutex m;

int shared = 0;
void update() {

std: :lock_guard<std: :mutex> lg(m);

++shared;

Failure Mode The design scales poorly, hides ownership, and couples unrelated operations.

Corrected Example: Confinement

#include <atomic>

std: :atomic<int> counter{0};
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void update() {

counter.fetch_add(1, std::memory_order_relaxed);

Design Note Even as higher-level abstractions emerge, simple atomic designs remain stable

and portable.

23.2.6 Make Cancellation and Shutdown Explicit

Future concurrency APIs assume cooperative cancellation. Designing without it today leads to

brittle systems.

Example: Cooperative Cancellation

#include <thread>

void run(std::stop_token st) {
while (!st.stop_requested()) {
// work

Explanation This pattern composes naturally with structured concurrency and task systems.

23.2.7 Design APIs That Expose Concurrency Semantics

APIs that hide concurrency details become liabilities over time.

Expose:
* blocking vs non-blocking behavior,

* ownership transfer,
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* synchronization responsibilities.
Avoid:

* hidden threads,

* implicit global state,

* undocumented ordering guarantees.

23.2.8 Common Mistakes

* Treating concurrency as an implementation detail.
* Designing APIs that assume a specific scheduler.
* Relying on timing or testing to ensure correctness.

* Overusing mutexes instead of redesigning data flow.

23.2.9 Safety Checklist

* Is ownership explicit in all concurrent APIs?
* Can cancellation propagate deterministically?
* Are memory-order guarantees stated and justified?

* Does the design avoid hidden shared state?
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23.2.10 Key Takeaways

* Future C++ concurrency rewards disciplined design today.
* Explicit ownership and immutability age well.
» Cooperative cancellation is no longer optional.

* Correctness-first designs outlast performance hacks.

23.2.11 Exercises

1. Review an existing concurrent module and identify hidden ownership.
2. Refactor a mutex-heavy design into a message-passing model.

3. Introduce cooperative cancellation into a long-running task.

4. Document memory-order assumptions in a concurrent API.

5. Design a concurrency abstraction that would remain valid in C++26 and beyond.
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Chapter 24

Safe Thread Pool Design

24.1 Architectural Overview

Chapter/Section Goals

* Establish a correctness-first mental model for thread pool design.
* Identify architectural responsibilities and invariants of a safe thread pool.
* Explain why many common thread pool designs fail under concurrency.

* Prepare the ground for later sections covering implementation and testing.

24.1.1 Required Knowledge Before Examples

* The C++ memory model: data races, happens-before, synchronization.
* RAII and deterministic destruction.
* Basic atomic operations and condition variables.
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» Cooperative cancellation concepts.

24.1.2 Core Explanation

A thread pool is not merely a performance optimization; it is a concurrency boundary. Once

introduced, it becomes responsible for correctness properties that were previously local:

* task lifetime management,

thread lifetime and shutdown safety,
* visibility of memory effects across tasks,
* fairness and starvation avoidance,

* exception and cancellation propagation.

Most unsafe thread pools fail not because of low-level bugs, but because the architecture does
not make these responsibilities explicit.

This chapter treats the thread pool as an engineered system, not a utility class.

24.1.3 Architectural Responsibilities

A correct thread pool must explicitly define and uphold the following roles.

1. Ownership Model

* Who owns worker threads?
* Who owns queued tasks?

* Who owns shared state accessed by tasks?
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The only viable long-term answer is single ownership with controlled sharing. The pool
owns its workers and task queue; tasks own their arguments; shared state must be externally

synchronized or immutable.

2. Execution Model

A pool must specify:
» whether tasks may execute concurrently,
* whether tasks may submit other tasks,
* whether tasks may block.

Undefined execution semantics are a primary source of deadlocks and starvation.

3. Shutdown and Cancellation

A safe pool must define:
* when shutdown begins,
* whether pending tasks are discarded or completed,
* how running tasks are notified.

Architectures that rely on forced termination are fundamentally unsafe.

24.1.4 Minimal Architectural Skeleton

The following skeleton illustrates architectural intent, not a complete implementation.
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Example: High-Level Thread Pool Structure

#include <vector>
#include <thread>

#include <stop_token>

class thread_pool {

public:
explicit thread_pool(std::size_t workers);
~thread_pool();

template <typename F>
void submit(F&& task);

private:

void worker_loop(std::stop_token st);

std: :vector<std::jthread> workers_;

I

Explanation
* The pool owns all worker threads.
* Thread lifetime is bound to pool lifetime.

» Cooperative cancellation is built into the design.

Design Note This structure remains valid across C++20—-C++26 regardless of future

execution frameworks.

24.1.5 Common Incorrect Architecture
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Example: Detached-Thread Pool Anti-Pattern

#include <thread>

void submit_bad(auto task) {
std: :thread(std: :move(task)).detach();

24.1.6 Failure Mode Analysis

This design fails architecturally:

* No ownership of threads.

No shutdown coordination.
* No memory visibility guarantees.

* Exceptions escape silently.

These failures are structural, not implementation bugs.

24.1.7 Corrected Architectural Direction

Example: Ownership and Structure Restored

#include <queue>
#include <mutex>

#include <condition_variable>

class task_queue {
public:
void push(std::function<void()> task);

bool try_pop(std::function<void()>& out);
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private:
std: :mutex m_;
std: :queue<std: :function<void()>> q_;

}

Explanation The queue becomes an explicit synchronization boundary with clear ownership

and invariants.

24.1.8 Memory Model Considerations
A thread pool must guarantee:

* tasks observe all writes sequenced-before submission,

* task completion synchronizes-with any join or wait mechanism.
This requires:

* mutex or atomic synchronization on task publication,

* well-defined happens-before edges during shutdown.

24.1.9 Design Notes: What Ages Well
Architectural decisions that survive standard evolution:
* explicit ownership and RAII,
* cooperative cancellation,
* minimal shared mutable state,

e clear execution contracts.
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Decisions that do not age well:

¢ detached threads,
* implicit globals,
* timing-based coordination,

* undocumented memory assumptions.

24.1.10 Common Mistakes

* Treating thread pools as mere performance tools.
* Allowing tasks to outlive the pool implicitly.
* Mixing task submission and execution policies.

* Ignoring shutdown semantics.

24.1.11 Safety Checklist

* Are all threads owned and joined deterministically?
* [s task lifetime independent of worker lifetime?
* Are memory-order guarantees explicit?

¢ Can shutdown occur without data races or deadlock?
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24.1.12 Key Takeaways

» Thread pool safety is primarily an architectural problem.
* Ownership, not locking, is the foundation of correctness.
* Cooperative cancellation must be designed in from the start.

* Good architecture reduces the need for complex synchronization.

24.1.13 Exercises

1. Identify all ownership relationships in an existing thread pool.

2. Redesign a detached-thread-based system using RAII.

3. Define explicit shutdown semantics for a task executor.

4. Draw a happens-before graph for task submission and execution.

5. Specify an execution contract for tasks that may block.

24.2 Implementation

Chapter/Section Goals

* Translate the architectural principles into a concrete, safe implementation.
* Demonstrate a production-grade thread pool using only the ISO C++ standard library.
» Explicitly reason about memory ordering, shutdown safety, and task lifetime.

* Highlight common implementation traps and their correct resolutions.
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24.2.1 Required Knowledge Before Examples

* The C++ memory model, including happens-before and data races.
e std::mutex, std::condition_variable, and their guarantees.
* std::jthread and cooperative cancellation.

* RAIl-based resource management.

24.2.2 Core Explanation

A safe thread pool implementation is an exercise in explicit synchronization and explicit

ownership. The goal is not to eliminate synchronization, but to localize it so that:

* all shared state has a single, well-defined synchronization mechanism,
« all threads have deterministic lifetimes,
¢ shutdown is race-free and observable,

* tasks execute with well-defined memory visibility.
The implementation is structured around four core components:

1. asynchronized task queue,
2. a worker loop with cooperative cancellation,
3. a submission interface with clear happens-before guarantees,

4. a destructor that enforces orderly shutdown.
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24.2.3 Synchronized Task Queue

Example: Task Queue with Explicit Invariants

#include
#include
#include

#include

class ta
public:

void

bool

void

<queue>
<mutex>
<condition_variable>

<functional>

sk_queue {

push(std: : function<void()> task) {
{

std: :lock_guard<std::mutex> lock(mutex_);

queue_.push(std: :move(task));
}

cv_.notify_one();

pop(std:: function<void()>& out) {

std: :unique_lock<std: :mutex> lock(mutex_);

cv_.wait(lock, [&] { return stopped_ ||

if (queue_.empty()) {
return false;

out = std::move(queue_.front());

queue_.pop();
return true;

stop() {

'queue_.empty(); 1);
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{
std: :lock_guard<std: :mutex> lock(mutex_);
stopped_ = true;
}
cv_.notify_all();
}
private:

std: :mutex mutex_;
std: :condition_variable cv_;
std: :queue<std: : function<void()>> queue_;
bool stopped_{false};
};

Explanation
» All shared state is protected by a single mutex.
* The condition variable establishes a clear happens-before relationship.

* The stopped_ flag is accessed only under the mutex.

Design Note Avoid lock-free queues unless you can prove correctness under the C++
memory model. Mutex-based queues are often faster in practice due to reduced contention and

simpler reasoning.

24.2.4 Worker Thread Loop

Example: Worker Loop with Cooperative Cancellation

#include <stop_token>

void worker_loop(task_queue& queue, std::stop_token st) {
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while (!st.stop_requested()) {
std: : function<void()> task;

if (!queue.pop(task)) {

break;
}
task();
}
}
Explanation

* The loop terminates on either cancellation or queue shutdown.
* Tasks execute sequentially per worker, but concurrently across workers.

* No shared mutable state is accessed without synchronization.

Design Note Cancellation is cooperative. Tasks that ignore cancellation requests must still

respect pool shutdown.

24.2.5 Thread Pool Class

Example: Complete Thread Pool Implementation

#include <vector>

#include <thread>

class thread_pool {
public:
explicit thread_pool(std::size_t worker_count)
{
workers_.reserve(worker_count);

for (std::size_t i = 0; i < worker_count; ++i) {
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workers_.emplace_back(
[this](std::stop_token st) {

worker_loop(queue_, st);

~thread_pool() {
shutdown();

template <typename F>
void submit(F&& f) {
queue_.push(std: : function<void()>(std: : forward<F>(f)));

void shutdown() {
queue_.stop();

workers_.clear();

private:
task_queue queue_;

std: :vector<std::jthread> workers_;

};
Explanation
* Worker threads are owned by the pool via std: : jthread.

* Destruction enforces orderly shutdown.

* Task submission synchronizes-with execution via the queue mutex.
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24.2.6 Incorrect Implementation Pattern

Example: Data Race via Unsynchronized Shutdown Flag

bool done = false;

void bad_worker() {
while (!done) {
// work

24.2.7 Failure Mode Analysis

This pattern introduces a data race:
* done is accessed concurrently without synchronization.
* The loop may never observe updates.

¢ Behavior is undefined.

24.2.8 Corrected Version

Example: Atomic or Mutex-Protected Shutdown

#include <atomic>
std: :atomic<bool> done{false};
void safe_worker() {

while (!done.load(std::memory_order_acquire)) {
// work
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Explanation
* memory_order_acquire ensures visibility of preceding writes.

* The loop terminates reliably.

24.2.9 Memory Model Guarantees
This implementation guarantees:
* Submission happens-before task execution.
* Task completion happens-before pool destruction.

¢ No data races on internal state.

These guarantees follow directly from mutex locking and std: : jthread destruction semantics.

24.2.10 Common Mistakes

» Using detached threads inside a pool.
* Relying on volatile instead of synchronization.
* Allowing tasks to access pool internals.

* Forgetting to unblock workers during shutdown.
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24.2.11 Safety Checklist

* Are all shared variables protected or atomic?

Is shutdown observable by all workers?
* Are tasks exception-safe?

* Does destruction join all threads?

24.2.12 Key Takeaways

* A safe implementation flows naturally from a correct architecture.
* Mutex-based designs are often the safest and fastest choice.
* Cooperative cancellation simplifies shutdown reasoning.

» Explicit happens-before relationships are non-negotiable.

24.2.13 Exercises

1. Extend the pool to return futures for submitted tasks.
2. Add bounded queue capacity and backpressure.

3. Introduce task priorities without data races.

4. Measure submission-to-execution latency under load.

5. Prove the absence of data races using the C++ memory model.
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24.3 Shutdown and Cleanup

Chapter/Section Goals

* Define precise correctness requirements for thread pool shutdown.
* Demonstrate race-free, deadlock-free shutdown sequences.
* Explain memory visibility guarantees during teardown.

* Show how RAII enforces safety even in the presence of exceptions.

24.3.1 Required Knowledge Before Examples

* Thread lifetime management and join semantics.
* The C++ happens-before relationship.
* Destructors, stack unwinding, and exception safety.

* Cooperative cancellation using std: : stop_token.

24.3.2 Core Explanation

Shutdown and cleanup are the most failure-prone phases of any thread pool. Many otherwise
correct designs fail because shutdown is treated as an afterthought.

A correct shutdown protocol must satisfy all of the following properties:

* No tasks begin execution after shutdown starts.
* All running tasks complete or observe cancellation.

* All worker threads terminate deterministically.
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* Destruction establishes a happens-before relationship with all worker activity.

These properties must hold even if:
* shutdown is triggered during task submission,
* tasks throw exceptions,

¢ shutdown is invoked from a destructor.

24.3.3 Minimal Correct Shutdown Model

Example: Explicit Two-Phase Shutdown

class thread_pool {
public:
explicit thread_pool(std::size_t n);

~thread_pool() {
shutdown();

void shutdown() noexcept {
if (shutdown_requested_) {

return;

shutdown_requested_ = true;
queue_.stop();

workers_.clear();

private:

task_queue queue_;
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std: :vector<std: :jthread> workers_;

bool shutdown_requested_{false};
B

Explanation
* Phase 1: prevent new work and unblock workers.
* Phase 2: destroy worker threads, implicitly joining them.

e std::jthread guarantees join-on-destruction.

Design Note Shutdown is idempotent. Repeated calls are safe and have no effect.

24.3.4 Incorrect Shutdown Pattern

Example: Destroying Shared State Before Threads

~thread_pool() {
workers_.clear();

queue_.stop();

24.3.5 Failure Mode Analysis

This ordering is incorrect:
* Worker threads may still be executing and accessing queue_.
* Clearing workers_ joins threads before they are unblocked.
* Deadlock is possible if workers are waiting on the queue.

This is a classic shutdown deadlock.
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24.3.6 Corrected Shutdown Ordering

Example: Unblock Before Join

void shutdown() {
queue_.stop();

workers_.clear();

Explanation
* queue_.stop() establishes a happens-before edge.
* Workers exit their loops.

* Thread destruction safely joins terminated workers.

24.3.7 Interaction with Cancellation

Example: Cooperative Cancellation During Shutdown

void worker_loop(task_queue& q, std::stop_token st) {
while (!st.stop_requested()) {

std: : function<void()> task;
if (!q.pop(task)) {

break;
}
task();
}
3
Explanation

* Cancellation is advisory, not forceful.
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* Queue shutdown ensures termination even if tasks ignore cancellation.

24.3.8 Exception Safety During Cleanup

Example: Exception-Neutral Destruction

~thread_pool () noexcept {

try {
shutdown();
} catch (...) {
std: :terminate();
}
b
Explanation

¢ Destructors must not throw.

* Any failure during shutdown is a fatal logic error.

24.3.9 Memory Model Guarantees

The shutdown sequence establishes the following guarantees:
» All writes performed by worker threads happen-before pool destruction.
* No task observes partially destroyed state.

 All synchronization is mediated by mutexes and thread joins.

These guarantees rely on:

* mutex unlock-lock synchronization,
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¢ condition variable notifications,

* std::jthread join semantics.

24.3.10 Common Mistakes

* Allowing task submission during shutdown.
* Joining threads before unblocking them.

* Using detached threads.

* Throwing exceptions from destructors.

* Relying on sleep-based shutdown timing.

24.3.11 Safety Checklist

* Is shutdown idempotent?

* Are all workers guaranteed to unblock?

* Does destruction join all threads?

* Are all shared objects alive until workers exit?

* Is shutdown safe during stack unwinding?

24.3.12 Key Takeaways

» Shutdown is a first-class design concern, not an afterthought.

* Correct ordering is more important than clever synchronization.
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* RAIl and std: : jthread drastically reduce shutdown complexity.

* If shutdown is correct, cleanup becomes trivial.

24.3.13 Exercises

1. Prove that the shutdown sequence is deadlock-free.

2. Modify the pool to reject submissions after shutdown.
3. Add a timed shutdown with bounded wait.

4. Introduce logging to observe shutdown ordering.

5. Construct a failing shutdown example and fix it.

24.4 Performance Evaluation

Chapter/Section Goals

* Define what performance means for a safe thread pool.
* Distinguish correctness-preserving metrics from misleading benchmarks.
* Measure throughput, latency, and scalability using only the standard library.

* Explain how the memory model and synchronization choices affect results.

24.4.1 Required Knowledge Before Examples

* Mutexes, condition variables, and atomic operations.

* Thread scheduling and oversubscription effects.
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* The difference between latency and throughput.

* Basic use of std: :chrono for timing.

24.4.2 Core Explanation

Performance evaluation of a thread pool is not about finding the fastest possible numbers. It is

about validating that:

 performance scales as expected under load,
* safety mechanisms do not introduce pathological overhead,

* no hidden contention dominates execution time.
A correct evaluation must respect three constraints:

1. Measurements must not introduce data races.
2. Benchmarks must reflect realistic usage patterns.

3. Results must be interpreted in the context of the memory model.

24.4.3 Baseline Measurement Strategy

Example: Throughput Measurement

#include <chrono>
#include <atomic>

#include <iostream>

void measure_throughput (thread_pool& pool, std::size_t tasks) {

std::atomic<std::size_t> completed{0};
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auto start = std::chrono::steady_clock: :now();
for (std::size_t i = 0; i < tasks; ++i) {

pool.submit([&completed] {

completed.fetch_add(1, std::memory_order_relaxed);

s

while (completed.load(std: :memory_order_relaxed) < tasks) {
std: :this_thread: :yield();

auto end = std::chrono::steady_clock: :now();
auto duration = std::chrono::duration_cast<std::chrono::milliseconds>(end - start);

std::cout << "Completed in " << duration.count() << " ms\n";

Explanation
* std::atomic avoids data races in counting.
e memory_order_relaxed is sufficient for a monotonic counter.

* Busy-waiting is acceptable only for short-lived benchmarks.

Design Note This measures aggregate throughput, not per-task latency.

24.4.4 Common Incorrect Benchmark

Example: Unsynchronized Timing

auto start = std::chrono::steady_clock: :now();
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pool.submit([] { /* work %/ });

auto end = std::chrono::steady_clock: :now();

24.4.5 Failure Mode Analysis

This benchmark is meaningless:

* Task execution is asynchronous.
¢ Submission time is measured, not execution.

* No happens-before relationship ensures task completion.

The result measures queue insertion, not thread pool performance.

24.4.6 Latency Measurement

Example: End-to-End Task Latency

#include <future>

auto measure_latency(thread_pool& pool) {

auto start = std::chrono::steady_clock: :now();

auto fut = pool.submit([] {
return std::chrono::steady_clock: :now();

1

auto finish = fut.get();

return std::chrono: :duration_cast<std::chrono::microseconds>(finish - start);
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Explanation
 Futures establish a clear synchronization point.

* The measurement includes queueing and execution delay.

24.4.7 Scalability Evaluation

Example: Worker Count Scaling

for (std::size_t workers : {1, 2, 4, 8}) {
thread_pool pool(workers);

measure_throughput (pool, 100000);

Interpretation Guidelines
* Linear scaling is rare beyond hardware concurrency.
* Performance plateaus often indicate contention.

* Regressions often point to excessive locking.

24.4.8 Memory Model Considerations

Synchronization choices directly affect performance:

¢ Mutexes serialize critical sections.
¢ Condition variables introduce kernel transitions.

* Atomics with strong ordering increase cache traffic.

Always justify memory ordering:
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* Use relaxed when no ordering is required.

* Use acquire-release only when establishing happens-before.

24.4.9 Common Mistakes

* Benchmarking without verifying correctness first.
» Using wall-clock time instead of steady clocks.

* Over-interpreting micro-benchmarks.

* Ignoring CPU oversubscription.

* Measuring debug builds.

24.4.10 Safety Checklist

* Are all measurement variables race-free?

* Is task completion guaranteed before timing ends?

* Are atomics used with the weakest correct ordering?
* Are benchmarks repeatable?

* Is shutdown excluded from timing?

24.4.11 Key Takeaways

* Performance evaluation must preserve correctness.

* Measure what matters: throughput, latency, and scaling.
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* Synchronization costs are real and observable.

* Misleading benchmarks are worse than no benchmarks.

24.4.12 Exercises

1. Measure latency distribution instead of averages.

2. Compare relaxed vs acquire-release atomics in counters.
3. Evaluate performance under oversubscription.

4. Add artificial contention and observe scaling collapse.

5. Design a benchmark that includes shutdown cost.



Chapter 25

Parallel Data Processing Engine

25.1 Problem Definition

Chapter/Section Goals

* Precisely define the problem space of a parallel data processing engine.
* Identify correctness, safety, and performance constraints.
* Establish a shared mental model before any architectural or implementation decisions.

* Clarify what is explicitly out of scope.

25.1.1 Required Knowledge Before Examples

* C++ memory model fundamentals (data races, happens-before).
 Task-based parallelism versus data parallelism.
* Basic container semantics and iterator validity.

620
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* Familiarity with thread pools and work queues.

25.1.2 Core Explanation

A parallel data processing engine is a reusable software component that transforms large
collections of data using multiple threads while preserving correctness, determinism (where
required), and safety.

This chapter deliberately starts with problem definition, not design or code. Many concurrency

failures originate from poorly defined goals rather than incorrect synchronization primitives.

25.1.2.1 Primary Objective

The engine must:
* Accept a large input dataset.
* Apply a user-defined transformation or computation.
* Exploit available hardware parallelism.

¢ Produce correct and well-defined results.

25.1.2.2 Key Constraints

The problem is constrained by the following non-negotiable requirements:
1. Race Freedom: No data races under any valid usage.
2. Deterministic Semantics: When required, identical inputs produce identical outputs.
3. Controlled Memory Ownership: Clear ownership and lifetime rules for all data.

4. Standard-Only: Use only ISO C++ standard library facilities.
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25.1.3 Input and Output Model

Conceptual Model

* Input: a finite sequence of elements.
* QOutput: a finite sequence of results, possibly reordered.

* Transformation: a pure or stateful callable applied to elements.
The engine does not assume:

* contiguous storage,
* trivially copyable elements,

¢ Jock-free execution.

25.1.4 What Makes This Problem Hard

Parallel data processing is deceptively complex due to:
 implicit sharing through references and iterators,
* false assumptions about independence of tasks,
* hidden synchronization costs,

* interaction between memory allocation and concurrency.

A naive approach often leads to subtle undefined behavior.
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25.1.5 Common Incorrect Mental Model

Example: Naive Parallel Loop Assumption

std: :vector<int> data = /* ... */;

std: :for_each(std: :execution: :par, data.begin(), data.end(),
[I1{int& x) { x += 1; });

25.1.5.1 Failure Mode Explanation
This code assumes:

* element-wise independence,
¢ no shared state inside the lambda,

* safe mutation of all elements.
While this may be correct here, the model breaks immediately when:

* the lambda captures shared state,
* elements alias external memory,

* ordering constraints exist.

The problem definition must therefore account for arbitrary user code.

25.1.6 Correct Problem Framing

A correct formulation treats each unit of work as:

* owning its input data or having read-only access,
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 producing results without side effects, or

* explicitly declaring synchronization requirements.

This framing enables safe parallel execution by construction.

25.1.7 Out-of-Scope Considerations
The following are intentionally excluded:

* Distributed systems and networking.

* GPU or accelerator offloading.

* Non-standard allocators or executors.

* Real-time scheduling guarantees.

25.1.8 Common Mistakes

* Defining performance goals before correctness goals.
* Assuming user-provided functions are thread-safe.

* Conflating task parallelism with data parallelism.

* Ignoring memory allocation behavior.

* Designing APIs without explicit ownership semantics.
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25.1.9 Safety Checklist

Is every shared object either immutable or synchronized?

Are lifetimes well-defined across threads?

Are ordering guarantees explicit or intentionally absent?

Can user code violate internal invariants?

Is undefined behavior ruled out by design?

25.1.10 Key Takeaways

Problem definition is a concurrency safety tool.

Clear constraints prevent entire classes of bugs.

Parallel data processing is about ownership and semantics, not just threads.

25.1.11 Exercises

1.

Define a data processing task that cannot be parallelized safely.

. Identify which constraints would need to change to enable parallelism.

. Rewrite the problem definition to allow non-deterministic output.

. Enumerate all shared states in a real data pipeline you know.

. Classify which states can be made immutable.
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25.2 Architecture

Chapter/Section Goals

* Define a race-free architectural model for a parallel data processing engine.

» Separate concerns between data ownership, task scheduling, and execution.

Establish architectural invariants that enforce correctness by construction.

* Prepare the ground for safe, performant implementation in later sections.

25.2.1 Required Knowledge Before Examples

* C++ concurrency primitives: std: :mutex, std: :condition_variable, atomics.
* Task-based concurrency concepts.
* Ownership and lifetime management in Modern C++.

* The C++ memory model and happens-before relationships.

25.2.2 Core Explanation

The architecture of a parallel data processing engine must prioritize correctness and isolation
over raw throughput. Performance emerges as a consequence of correct structure, not as a
primary design axis.

The engine is decomposed into explicitly isolated subsystems, each with a narrow

responsibility and a clear concurrency contract.
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25.2.2.1 Architectural Layers

1. Data Domain Layer
2. Task Representation Layer
3. Scheduling Layer

4. Execution Layer

Each layer enforces invariants that prevent undefined behavior from propagating across the
system.
25.2.3 Data Domain Layer
25.2.3.1 Mental Model
Data is the most dangerous shared resource. The architecture assumes:
* Inputs are immutable during processing.
* Outputs are produced by exclusive ownership or aggregation.

* No shared mutable state exists across tasks by default.

This layer defines the ownership boundaries that make race freedom possible.

25.2.4 Task Representation Layer

25.2.4.1 Mental Model

A task is a self-contained unit of work that:

* owns or references immutable input data,
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* produces results without side effects,
¢ does not assume execution order.

Example: Minimal Task Representation

struct task {
std::function<void()> execute;

3

This abstraction deliberately avoids exposing threads, locks, or schedulers to the task itself.

25.2.5 Scheduling Layer

25.2.5.1 Mental Model

Scheduling decides when tasks run, never how they behave.

Responsibilities include:

* Task queuing.
* Work distribution.

* Load balancing.
The scheduler must not:

¢ access task internals,
¢ mutate shared data,

* impose ordering unless explicitly required.
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25.2.6 Execution Layer

25.2.6.1 Mental Model

The execution layer is the only place where threads exist.

Its responsibilities are strictly limited to:

* pulling tasks from the scheduler,

* executing them exactly once,

* handling shutdown and cancellation.
All synchronization is localized here.

Example: Worker Loop Skeleton

void worker_loop(std: :atomic<bool>& stop,

task_queue& queue)

{
while (!stop.load(std::memory_order_acquire)) {
if (auto t = queue.try_pop()) {
t->execute();
}
}
}

25.2.7 Cross-Layer Invariants

The architecture enforces the following invariants:

¢ Tasks never share mutable state.

¢ Schedulers never execute tasks.
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* Workers never own data.

¢ Data lifetimes outlive all tasks that reference them.

Violating any invariant introduces undefined behavior.

25.2.8 Common Incorrect Architecture

Example: Conflated Responsibilities

void process(std: :vector<int>& data) {
std: :thread([&] {
for (auto& x : data) {
x +=1;

}
}) .detach();

25.2.8.1 Failure Mode Explanation

This design:

¢ shares mutable data across threads,

* loses ownership tracking,

¢ introduces lifetime hazards,

* prevents controlled shutdown.

No amount of locking can fix a broken architecture.
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25.2.9 Design Note

Architectural separation is a concurrency primitive. When responsibilities are isolated, the
need for synchronization decreases naturally, and reasoning about correctness becomes

tractable.

25.2.10 Common Mistakes
» Allowing tasks to access shared state.
* Encoding scheduling logic inside tasks.
* Treating threads as reusable resources rather than execution contexts.

* Designing APIs that hide ownership semantics.

25.2.11 Safety Checklist
* Are data ownership rules explicit and enforced?
* Can a task outlive the data it references?
* Is every synchronization point localized?
* Can the system shut down deterministically?

* Are memory orderings documented and justified?

25.2.12 Key Takeaways
* Architecture determines concurrency safety.
* Isolation is more powerful than locking.

* Race freedom is an architectural property, not an implementation detail.
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25.2.13 Exercises

1. Identify all ownership boundaries in an existing parallel system.
2. Refactor a design that mixes scheduling and execution.

3. Propose invariants that would prevent a known concurrency bug.
4. Classify which layers may legitimately use atomics.

5. Design a task API that enforces immutability by construction.

25.3 Correctness Guarantees

Chapter/Section Goals

* Define what correctness means for a parallel data processing engine.

Establish formal and practical guarantees against data races and undefined behavior.
* Show how correctness emerges from architectural constraints, not defensive locking.

* Provide enforceable rules that can be validated by code review and testing.

25.3.1 Required Knowledge Before Examples

* The C++ memory model: data races, happens-before, synchronization.

RAII and ownership semantics in Modern C++.
* Atomic operations and memory ordering.

* Task-based parallelism and structured concurrency.
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25.3.2 Core Explanation

Correctness in a parallel data processing engine is not defined by producing the right
numerical output, but by maintaining well-defined behavior under all valid executions.

A system is considered correct if and only if:

* No data race is possible by construction.

All object lifetimes are unambiguous and bounded.

 All synchronization establishes explicit happens-before relationships.

All shutdown paths are deterministic and bounded.

These guarantees must hold independently of thread count, scheduling order, or timing.

25.3.3 Primary Correctness Invariants

The engine enforces the following invariants globally.

25.3.3.1 Invariant 1: Immutable Inputs

All input data entering the processing engine is immutable for the duration of processing.

» Tasks may read shared input.

* Tasks may never mutate shared input.

This invariant alone eliminates an entire class of data races.
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Example: Immutable Input Contract

using input_data = std::shared_ptr<const std::vector<int>>;
void process(input_data data) {

for (int x : *data) {

// read-only access

25.3.3.2 Invariant 2: Exclusive Output Ownership

Each output element is owned by exactly one task or produced via a controlled reduction phase.

¢ No concurrent writers exist.

» Aggregation happens after task completion.

Example: Exclusive Qutput Slot

void compute_range(const std::vector<int>& input,
std: :vector<int>& output,
std::size_t begin,

std: :size_t end)

for (std::size_t i = begin; i < end; ++i) {

output[i] = input[i] * 2;

Each task owns a disjoint output range, ensuring race freedom without locks.
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25.3.4 Happens-Before Guarantees

The engine establishes happens-before relationships through:
* Task submission and completion synchronization.
* Atomic state transitions with acquire-release semantics.
* Thread joins during shutdown.

Example: Task Completion Synchronization

std: :atomic<std::size_t> remaining{0};

void on_task_start() {

remaining.fetch_add(1, std::memory_order_relaxed);

void on_task_finish() {

remaining.fetch_sub(1, std::memory_order_release);

void wait_all() {
while (remaining.load(std::memory_order_acquire) != 0) {

// spin or wait

The acquire-release pair guarantees visibility of all task effects before wait_all returns.

25.3.5 Lifetime Guarantees

The architecture enforces strict lifetime rules:
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* Tasks never outlive their input data.
* Worker threads outlive all tasks they execute.

* Engine shutdown waits for all workers to exit.

Violating any of these rules results in undefined behavior and is considered a fatal design error.

25.3.6 Common Incorrect Guarantee Assumptions

Example: Implicit Synchronization Assumption

std: :vector<int> shared;

void task() {
shared.push_back(42);

25.3.6.1 Failure Mode Explanation

This code assumes:

* implicit synchronization,
* atomicity of push_back,

¢ safe concurrent mutation.

None of these assumptions are valid. The result is a data race and undefined behavior.
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25.3.7 Corrected Design

Example: Reduction Phase

std: :vector<int> local_results;
void task(std::vector<int>& local) {

local.push_back(42);

// later, single-threaded
void reduce(std: :vector<std::vector<int>>& locals,

std: :vector<int>& global)

for (auto& 1 : locals) {
global.insert(global.end(), 1l.begin(), l.end());

Mutation is confined to thread-local storage, and aggregation is serialized.

25.3.8 Design Note

Correctness guarantees must be structural. If a guarantee depends on discipline, convention, or
documentation, it will eventually be violated.

A correct parallel engine makes incorrect usage impossible or immediately detectable.

25.3.9 Common Mistakes

* Relying on implicit thread safety of containers.

» Using atomics to mask architectural flaws.
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* Assuming task execution order.

* Mixing ownership and sharing semantics.

25.3.10 Safety Checklist

* Can any two tasks write to the same memory?
* Are all shared reads immutable?
* [s every atomic operation justified by a happens-before need?

* Can shutdown occur while tasks are still running?

Are all lifetimes provably bounded?

25.3.11 Key Takeaways

* Correctness is a design property, not a runtime check.
* Immutability and ownership eliminate most concurrency bugs.

* Happens-before relationships must be explicit and minimal.

25.3.12 Exercises

1. Identify all shared data in a parallel system you know.
2. Classify which data can be made immutable.

3. Rewrite a mutable shared structure as a reduction.

4. Prove that a given task graph is race-free.

5. Design an API that prevents incorrect ownership transfer.
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25.4 Performance Results

Chapter/Section Goals

* Present reproducible performance results for the parallel data processing engine.
* Explain what is measured, what is not measured, and why.
* Relate observed performance to correctness constraints and memory-model choices.

* Provide guidance for interpreting results across C++17-C++26 toolchains.

25.4.1 Required Knowledge Before Examples

* The C++ memory model and the cost of synchronization.
* Cost centers in parallel systems: contention, allocation, scheduling.
* Benchmarking pitfalls: warm-up, noise, and oversubscription.

¢ Basic use of std: :chrono.

25.4.2 Core Explanation

Performance results in a concurrency-focused case study must be interpreted through the lens

of correctness-first design. The goal is not to claim universal speedups, but to demonstrate:
* scalability trends as worker count increases,
 overhead introduced by safety guarantees,
* sensitivity to task granularity,

* stability across executions.
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All measurements below are taken using only standard facilities and are intended to be

illustrative rather than definitive.

25.4.3 Benchmarking Methodology

* Fixed-size input data.
* Identical computation per element.
* Single process, no I/O during timing.

* Warm-up iteration excluded from results.

25.4.4 Baseline: Sequential Execution

Example: Sequential Processing

#include <vector>
#include <chrono>

#include <iostream>
int main() {
const std::size_t n = 10'000'000;
std: :vector<int> input(n, 1);
std: :vector<int> output(n);
auto start = std::chrono::steady_clock: :now();
for (std::size_t i = 0; i <n; ++i) {

output[i] = input[i] * 2;

auto end = std::chrono::steady_clock: :now();
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n

std: :cout << "Sequential ms:
<< std::chrono: :duration_cast<std::chrono::milliseconds>(end - start).count()

<< u\nu;

25.4.4.1 Interpretation

This establishes a baseline that includes:

* no synchronization cost,
* predictable cache behavior,

* minimal allocation overhead.

25.4.5 Parallel Execution with Fixed Workers

Example: Parallel Chunk Processing

#include <vector>
#include <thread>
#include <chrono>

#include <iostream>

int main() {
const std::size_t n = 10'000'000;
const std::size_t workers = std::thread::hardware_concurrency();
std: :vector<int> input(n, 1);

std: :vector<int> output(n);
auto start = std::chrono::steady_clock: :now();

std: :vector<std::thread> threads;

std::size_t block = n / workers;
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for (std::size_t w = 0; w < workers; ++w) {
std::size_t begin = w * block;

std::size_t end = (w == workers - 1) ? n : begin + block;

threads.emplace_back([&, begin, end] {
for (std::size_t i = begin; i < end; ++i) {

output[i] = input[i] * 2;

s

for (auto& t : threads) {
t.join();

auto end = std::chrono::steady_clock: :now();

n

std::cout << "Parallel ms:
<< std::chrono::duration_cast<std::chrono::milliseconds>(end - start).count()

<< u\nu;

25.4.5.1 Observed Behavior
Typical observations include:

* near-linear speedup up to physical core count,
* diminishing returns beyond that point,

* increased variance due to scheduling.

25.4.6 Impact of Safety Constraints
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25.4.6.1 Synchronization Overhead

Introducing synchronization (e.g., atomics or mutexes) measurably increases latency even

when contention is low.

Example: Atomic Reduction Cost

#include <atomic>
#include <thread>
#include <vector>
#include <chrono>

#include <iostream>

int main() {
std: :atomic<long long> sum{0};
const std::size_t n = 10'000'000;

const std::size_t workers = std::thread::hardware_concurrency();
auto start = std::chrono: :steady_clock: :now();

std: :vector<std::thread> threads;

std::size_t block = n / workers;

for (std::size_t w = 0; w < workers; ++w) {
threads.emplace_back([&] {
for (std::size_t i = 0; i < block; ++i) {

sum. fetch_add(1, std::memory_order_relaxed);

s

for (auto& t : threads) {
t.join();
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auto end = std::chrono::steady_clock: :now();

n

std: :cout << "Atomic reduction ms:
<< std::chrono: :duration_cast<std::chrono::milliseconds>(end - start).count()

<< u\nu;

25.4.6.2 Failure Mode Explanation

Although memory_order_relaxed avoids ordering costs, contention on the cache line limits

scalability. This is a performance cost paid to preserve correctness.

25.4.7 Corrected Approach: Local Accumulation

Example: Thread-Local Reduction

#include <vector>
#include <thread>
#include <chrono>

#include <iostream>

int main() {
const std::size_t n = 10'000'000;
const std::size_t workers = std::thread::hardware_concurrency();
std: :vector<long long> local(workers, 0);

auto start = std::chrono::steady_clock: :now();

std: :vector<std::thread> threads;

std::size_t block = n / workers;

for (std::size_t w = 0; w < workers; ++w) {
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threads.emplace_back([&, w] {
for (std::size_t i = 0; i < block; ++i) {

locallw] += 1;

1

for (auto& t : threads) {
t.join();

long long sum = 0;

for (auto v : local) sum += v;

auto end = std::chrono::steady_clock: :now();

n

std::cout << "Local reduction ms:
<< std::chrono: :duration_cast<std::chrono::milliseconds>(end - start).count()

<< ll\nll;

25.4.7.1 Design Note

This approach preserves correctness while reducing contention, demonstrating that

architecture dominates micro-optimizations.

25.4.8 Common Mistakes
* Benchmarking without a sequential baseline.
* Measuring with active debugging or logging.
* Attributing speedups solely to threading.

* Ignoring variance across runs.
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25.4.9 Safety Checklist

* Are benchmarks free of data races?

* Is memory ordering explicitly chosen?
* Are results reproducible across runs?
* Is work evenly distributed?

* [s correctness preserved under load?

25.4.10 Key Takeaways

* Performance must be evaluated alongside correctness.
» Safety guarantees introduce measurable but manageable overhead.

* Architectural choices dominate raw synchronization costs.

25.4.11 Exercises

1. Measure speedup as worker count increases.

2. Compare relaxed and acquire-release atomics.

3. Vary task granularity and observe scaling.

4. Introduce controlled contention and measure impact.

5. Design a benchmark that isolates allocation costs.



Conclusion

Chapter Goals
* Consolidate the core principles of modern C++ concurrency from C++11 to C++26.
* Reinforce a correctness-first engineering mindset grounded in the C++ memory model.
* Summarize practical design guidance applicable to real-world systems.

* Provide a forward-looking perspective for professional C++ developers.

Required Knowledge Before Examples

The C++ abstract machine and memory model.

* Threading primitives: threads, atomics, mutexes, condition variables.

* Modern facilities such as std: : jthread, cooperative cancellation, and executors (where

available).

* Fundamental performance trade-offs in concurrent systems.
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Core Explanation

This book has taken a deliberate path: from first principles to advanced engineering case
studies, always prioritizing correctness as a prerequisite for performance. In C++,
concurrency is not a library feature layered on top of the language; it is deeply integrated into
the language semantics themselves.

Several themes recur throughout the book:

* The memory model is non-negotiable. Any concurrent design that ignores

happens-before relationships is incomplete.

Abstractions must be earned. Higher-level facilities are valuable only when their costs

and guarantees are understood.

* Performance is contextual. Speedups are workload-dependent and bounded by

hardware realities.

* Safety scales better than cleverness. Designs that are simple, explicit, and verifiable

age better than fragile micro-optimizations.

Modern C++ has steadily improved the ergonomics of concurrency without weakening its
formal foundations. Facilities such as RAIl-managed threads, structured cancellation, and
clearer atomic interfaces reduce accidental complexity while preserving full control for expert

users.

Examples

Example: A Minimal Correct Concurrent Pattern

The following example is intentionally simple. Its value lies in being obviously correct.
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#include <atomic>
#include <thread>

#include <iostream>

int main() {

std: :atomic<bool> ready{false};

std: :thread worker([&] {
while (!ready.load(std::memory_order_acquire)) {
// spin
}

std: :cout << "Work observed\n”;

1

ready.store(true, std::memory_order_release);
worker.join();

3

This pattern demonstrates:
* explicit memory ordering,
* a clear happens-before edge,
¢ absence of data races,
* predictable behavior across implementations.

Its simplicity reflects the broader lesson of the book: correctness should be obvious to both the

compiler and the reader.

Common Mistakes

* Treating concurrency as an optimization rather than a design dimension.
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* Relying on empirical testing to justify undefined behavior.
* Assuming sequential intuition applies unchanged in parallel contexts.
* Overusing synchronization where ownership or structure would suffice.

* Conflating portability with lowest-common-denominator design.

Safety Checklist

* Are all shared objects either immutable, synchronized, or thread-confined?
* Are all atomic operations annotated with intentional memory order?
* Is thread lifetime clearly bounded and owned?

* Can invariants be explained independently of scheduling?

Would the design remain correct under maximum interleaving?

Key Takeaways
* Modern C++ concurrency is powerful because it is precise.
* The memory model is a tool, not an obstacle.
* Good concurrent designs are explicit, boring, and correct.
* Performance gains follow from structure, not heroics.

* C++17-C++26 form a coherent, evolving concurrency story.



Book Summary

Chapter Goals

* Provide a coherent, high-level synthesis of the entire book.
* Reinforce the unifying principles behind modern C++ concurrency.
* Clarify how concepts introduced across chapters interlock.

* Leave the reader with a durable mental model for professional practice.

Required Knowledge Before Examples

* Strong command of modern C++ (C++17 and later).
* Familiarity with threads, atomics, mutexes, and condition variables.
* Prior exposure to the C++ memory model and happens-before relations.

* Practical experience building non-trivial concurrent systems.

Core Explanation
This book was written with a single overarching premise:
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Concurrency in C++ is not primarily about parallel speed, but about

engineering correctness under concurrency.

From C++11 onward, concurrency became a first-class language feature rather than a
collection of library tricks. The introduction of the memory model transformed C++ from a
language where concurrency was informal and implementation-defined into one where
correctness could be reasoned about rigorously.

The material progressed along a deliberate trajectory:

* Foundations: Threads, atomics, synchronization primitives, and the abstract machine.
* Formal reasoning: Data races, happens-before, visibility, and ordering constraints.
* Design techniques: Ownership, immutability, structured concurrency, and cancellation.

* Engineering practice: Debugging, testing, performance evaluation, and real-world

architectural trade-offs.

* Forward-looking guidance: Recent standard improvements and likely future directions.

Each topic was presented not as an isolated feature, but as part of a cohesive engineering

discipline.

Examples

Example: From Naive Parallelism to Structured Concurrency

A recurring theme throughout the book is replacing ad-hoc concurrency with structured

designs.
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#include <thread>

#include <vector>
void work();

int main() {
std: :vector<std::thread> threads;
for (int 1 = 0; i < 4; ++i) {
threads.emplace_back(work);

3
for (auto& t : threads) {

t.join();

While correct, this pattern places the burden of lifetime management entirely on the
programmer.

Modern C++ encourages more explicit structure:

#include <thread>
void work();

int main() {
std: :jthread t1(work);
std: :jthread t2(work);
std: :jthread t3(work);
std::jthread t4(work);

This shift reflects a broader lesson emphasized throughout the book: encode invariants in

types and structure whenever possible.
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Common Mistakes

* Treating the memory model as an implementation detail rather than a contract.
» Using atomics to avoid design work instead of to express intent.

» Confusing absence of crashes with correctness.

* Over-optimizing before establishing invariants.

* Assuming concurrency abstractions are interchangeable.

Safety Checklist

* Can all shared state be classified as immutable, synchronized, or thread-local?

* Are all ordering requirements explicit and justified?

Is thread lifetime bounded and owned by a clear scope?
* Are invariants preserved under arbitrary interleavings?

* Would the design still be correct on weaker hardware memory models?

Key Takeaways
* Correctness is the foundation of all concurrent performance.
* The C++ memory model is a reasoning tool, not merely a constraint.
* Simpler concurrent designs are usually more scalable.

* Modern C++ provides powerful facilities, but expects discipline.
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* Professional concurrency engineering is about predictability, not heroics.



Appendices
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Appendix A: Concurrency Terminology

Chapter Goals

Establish a precise and shared vocabulary for C++ concurrency.
* Eliminate ambiguity in commonly overloaded concurrency terms.
* Align everyday engineering language with the ISO C++ memory model.

* Provide a reference appendix usable during design, review, and debugging.

Required Knowledge Before Examples

e Familiarity with C++11 and later concurrency primitives.
* Basic understanding of multithreaded program execution.

* Exposure to atomics, mutexes, and condition variables.

Core Explanation

Concurrency terminology is frequently misused, even among experienced developers. In C++,

many terms have precise standard meanings that differ subtly but critically from informal
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usage.

This appendix defines terms as they are understood in:
* The ISO C++ abstract machine
* The C++ memory model
* Professional concurrency engineering practice

Unless explicitly stated otherwise, definitions correspond to standard-conforming behavior and

are independent of any specific operating system or hardware.

Execution and Threading Terms

Thread

Definition: An independent path of execution within a single program, executing instructions
sequentially.
Design Note: In C++, a thread is a language-level abstraction. It does not guarantee one-to-one

mapping with hardware threads.

Thread of Execution

A conceptual sequence of evaluations performed by the abstract machine. A program may have
multiple threads of execution even without explicit std: : thread usage (e.g., signal handlers or

implementation-defined threads).

Concurrency

The property of a program where multiple threads of execution may make progress overlapping

in time.
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Concurrency does not imply parallelism.

Parallelism

The property of a program where multiple threads execute simultaneously on multiple
processing units.

Parallelism is an optimization; concurrency is a correctness concern.

Memory Model Terminology

Abstract Machine

The conceptual execution model defined by the C++ standard against which program behavior
is specified.

All concurrency rules are defined in terms of the abstract machine, not real hardware.

Data Race

Definition: Two or more conflicting memory accesses to the same scalar object, from different
threads, where at least one access is a write, and there is no happens-before relationship.

Consequence: Any data race results in undefined behavior.

Happens-Before

A partial ordering between evaluations that guarantees visibility and ordering of effects.

If A happens-before B, then all side effects of A are visible to B.

Synchronization

Any mechanism that establishes a happens-before relationship, such as:
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* Mutex lock/unlock
* Atomic operations with acquire/release semantics

* Thread creation and joining

Atomic and Ordering Terms

Atomic Operation

An operation that is indivisible with respect to other atomic operations on the same object.

Atomicity alone does not imply ordering or visibility.

Memory Order

A constraint specifying how atomic operations participate in ordering and visibility.

Common orders include:
* memory_order_relaxed
* memory_order_acquire
* memory_order_release
e memory_order_acqg_rel

* memory_order_seq_cst

Sequential Consistency

The strongest memory ordering, providing the illusion that all atomic operations occur in a

single global total order.
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Design Note: Sequential consistency simplifies reasoning but may limit optimization

opportunities.

Synchronization Primitives

Mutex

A mutual exclusion object that serializes access to a critical section.

Locking and unlocking a mutex establishes synchronization.

Lock

The state of ownership of a mutex by a thread.

Only one thread may hold a lock at a time.

Critical Section

A region of code that must not be executed concurrently by multiple threads.
Condition Variable

A synchronization primitive used to block threads until a condition becomes true, always in

conjunction with a mutex.

Liveness and Progress Properties
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Deadlock

A state in which a set of threads are permanently blocked, each waiting for resources held by

others.

Livelock

A state where threads continue executing but make no useful progress.

Starvation

A condition where a thread is perpetually denied access to resources needed to proceed.

Forward Progress Guarantee

A promise made by the implementation regarding whether operations will eventually complete

(e.g., lock-free vs wait-free).

Design-Level Concepts

Ownership

A design principle where a single thread is responsible for modifying a given object at any
moment.

Ownership transfer is often preferable to shared mutation.

Immutability

A property of objects whose state cannot change after construction.

Immutable data is inherently thread-safe.
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Structured Concurrency

A design approach where the lifetime of concurrent tasks is bounded by lexical scope.

This improves safety, composability, and reasoning.

Examples

Example: Data Race vs Synchronization

#include <thread>

#include <atomic>
int x = 0;
void f() {

x++; // data race

Corrected using atomic semantics:

#include <thread>

#include <atomic>
std::atomic<int> x{0};

void Q) {

x.fetch_add(1, std::memory_order_relaxed);

Common Mistakes

» Using “thread-safe” without specifying conditions.
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» Confusing atomicity with synchronization.
* Assuming mutexes imply fairness.
* Treating undefined behavior as a performance issue.

* Using informal terminology during design reviews.

Safety Checklist

* Are all shared variables either atomic or protected by synchronization?
* Is every happens-before relationship intentional and documented?

* Are memory orders chosen for correctness first?

* Is ownership of mutable state unambiguous?

* Are progress guarantees understood and required?

Key Takeaways
* Concurrency terminology in C++ is precise by design.
* Misusing terms often leads to design-level bugs.
* Correct reasoning depends on shared definitions.
* The memory model vocabulary is a professional toolset.

* Clear language enables clear concurrency design.
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Exercises

1. Identify three terms you previously used imprecisely.

Expected outcome: improved communication accuracy.

2. Rewrite a design document using standard terminology.

Expected outcome: clearer invariants and responsibilities.

3. Classify shared data in a project by ownership model.

Expected outcome: reduced synchronization complexity.

4. Explain happens-before relationships in an existing codebase.

Expected outcome: deeper memory model understanding.

5. Review a concurrency bug report and restate it using precise terms.

Expected outcome: improved diagnostic clarity.



Appendix B: Memory Ordering Reference

Chapter Goals

* Provide a precise, implementation-independent reference for C++ memory ordering.
* Clarify the semantic guarantees of each atomic memory order.
* Enable correct selection of memory orders in production code.

* Bridge the gap between formal memory-model language and engineering intuition.

Required Knowledge Before Examples

e Familiarity with std: :atomic and atomic operations.
* Understanding of data races and undefined behavior.

* Basic exposure to the C++ abstract machine and threads.

Core Explanation

The C++ memory model defines how atomic operations interact across threads. Memory

ordering controls:
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* Visibility of writes between threads.
* Ordering constraints on reads and writes.
* Compiler and hardware reordering freedoms.

Atomicity alone is insufficient for correctness. Correct programs require explicit ordering
guarantees where inter-thread communication exists.
All memory orders are expressed as values of std: :memory_order and apply only to atomic

operations.

The Fundamental Rule

If a program has a data race, its behavior is undefined.
Memory ordering does not fix data races. It only constrains behavior after atomicity and race

freedom are established.

Memory Order Taxonomy

25.4.12 memory_order_relaxed

Definition

Provides atomicity only. No ordering or synchronization guarantees.

Guarantees

* Atomic read-modify-write is indivisible.

* No happens-before edges are created.
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Use Cases

* Counters and statistics.
* Non-synchronizing state observation.

Example: Relaxed Counter

#include <atomic>
std: :atomic<int> counter{0};

void increment() {

counter.fetch_add(1, std::memory_order_relaxed);

25.4.13 memory_order_acquire

Definition

Prevents reordering of subsequent reads and writes before the atomic operation.

Guarantees

* Synchronizes with a matching release.

* Establishes happens-before for subsequent operations.
Example: Acquire Load
#include <atomic>

std: :atomic<bool> ready{false};
int data = 0;
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void consumer() {
if (ready.load(std: :memory_order_acquire)) {

int x = data; // safe

25.4.14 memory_order_release

Definition

Prevents reordering of prior reads and writes after the atomic operation.

Guarantees

* Publishes prior writes to acquiring threads.
* Forms a synchronization point.

Example: Release Store

#include <atomic>

std: :atomic<bool> ready{false};

int data = 0;
void producer() {

data = 42;

ready.store(true, std::memory_order_release);

25.4.15 memory_order_acq_rel



671

Definition

Combines acquire and release semantics in a read-modify-write operation.

Use Cases

* Lock-free algorithms.

¢ Atomic state transitions.

Example: Atomic Exchange

#include <atomic>
std: :atomic<int> state{0};

void update() {

state.exchange(1, std::memory_order_acq_rel);

25.4.16 memory_order_seq_cst

Definition

Sequentially consistent ordering: all such operations appear in a single total order.

Guarantees

* Strongest ordering.

» Simplest reasoning model.
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Trade-off

May restrict compiler and hardware optimizations.

Example: Sequential Consistency

#include <atomic>

std: :atomic<int> x{0};

std::atomic<int> y{0};

void f(O) {
x.store(1, std::memory_order_seq_cst);

y.store(1, std::memory_order_seqg_cst);

Happens-Before Summary Table

* Relaxed: no happens-before.
* Release — Acquire: establishes happens-before.

» Seq-cst: total global order + happens-before.

Common Incorrect Assumptions

Atomic Implies Ordered

False. Atomicity does not imply visibility or ordering.
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Relaxed Is Faster Everywhere

False. Performance depends on architecture and surrounding code.

Sequential Consistency Is Always Too Slow

False. Often optimized aggressively by compilers.

Design Notes
* Start with memory_order_seq_cst during design.
* Downgrade only with proof and tests.
 Prefer acquire-release pairs for publication patterns.

* Avoid mixing unrelated atomics in synchronization logic.

Safety Checklist

* Are all shared non-atomic variables protected by happens-before?
* Is every relaxed atomic free of synchronization intent?

* Are acquire and release operations correctly paired?

* Is sequential consistency used where reasoning clarity matters?

* Are assumptions documented and reviewed?
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Key Takeaways

* Memory ordering is a correctness tool, not a performance trick.
* Relaxed atomics provide atomicity, nothing more.

* Acquire-release is the backbone of lock-free synchronization.

* Sequential consistency is a valid and often correct choice.

* Incorrect memory ordering silently introduces undefined behavior.

Exercises

1. Identify all atomics in a codebase and classify their memory order.

Expected outcome: awareness of synchronization intent.

2. Replace a mutex-protected flag with acquire-release atomics.

Expected outcome: correct publication pattern.

3. Demonstrate a broken relaxed-only communication example.

Expected outcome: understanding of visibility failure.

4. Refactor a sequentially consistent algorithm to acquire-release.

Expected outcome: preserved correctness with reduced ordering.

5. Document the happens-before relationships in a lock-free component.

Expected outcome: explicit synchronization reasoning.



Appendix C: Atomic Operations Reference

Chapter Goals

* Provide a precise, authoritative reference for all standard C++ atomic operations.
* Clarify semantic guarantees, ordering constraints, and typical use cases.
* Serve as a correctness-focused lookup for production-grade concurrent systems.

* Complement Appendix B by focusing on operations, not just memory orders.

Required Knowledge Before Examples
* C++ memory model fundamentals: data races, happens-before.
* Familiarity with std: :atomic<T> and memory orders.

* Understanding of multi-threaded execution on modern CPUs.

Core Explanation
Atomic operations in C++ provide:
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* Atomicity: indivisible read-modify-write behavior.
* Ordering: constraints on compiler and hardware reordering.
* Synchronization: creation of happens-before relationships.
Each atomic operation must be evaluated along three dimensions:
1. Atomicity guarantee.
2. Memory ordering semantics.

3. Synchronization intent.

Atomic Load and Store

25.4.17 load

Core Explanation

Reads the current value atomically.

Minimal Correct Example

#include <atomic>
std: :atomic<int> value{42};

int read() {

return value.load(std: :memory_order_relaxed);
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Design Note

Use memory_order_acquire when the load observes published data.

25.4.18 store

Core Explanation

Writes a value atomically.

Minimal Correct Example

#include <atomic>
std: :atomic<bool> ready{false};

void publish() {

ready.store(true, std::memory_order_release);

Design Note

Release stores are used to publish prior writes.

Read-Modify-Write Operations

25.4.19 fetch_add, fetch_sub

Core Explanation

Atomically modifies the stored value and returns the old value.
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Example: Atomic Counter

#include <atomic>
std: :atomic<int> counter{0};

void increment() {

counter.fetch_add(1, std::memory_order_relaxed);

Common Mistake

Assuming relaxed ordering implies visibility guarantees.

25.4.20 exchange

Core Explanation

Atomically replaces the value and returns the previous value.

Example: State Transition

#include <atomic>
std: :atomic<int> state{0};

int swap_state(int new_state) {

return state.exchange(new_state, std::memory_order_acq_rel);

25.4.21 compare_exchange_weak / strong
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Core Explanation

Performs a conditional atomic update.

Example: CAS Loop

#include <atomic>
std: :atomic<int> value{0};

void update() {
int expected = 0;
while (!value.compare_exchange_weak(
expected, 1,
std: :memory_order_acq_rel,
std: :memory_order_acquire)) {

expected = 0;

Design Note

weak may spuriously fail; use in loops.

Atomic Flags

25.4.22 std: :atomic_flag

Core Explanation

A minimal atomic boolean with test-and-set semantics.
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Example: Spinlock

#include <atomic>
std: :atomic_flag lock = ATOMIC_FLAG_INIT;
void acquire() {

while (lock.test_and_set(std::memory_order_acquire)) {}

void release() {

lock.clear(std: :memory_order_release);

Common Mistake

Using spinlocks for long critical sections.

Wait and Notify (C++20+)

25.4.23 wait, notify_one, notify_all

Core Explanation

Efficient blocking and waking on atomic value changes.

Example: Atomic Event

#include <atomic>
std: :atomic<int> signal{0};

void waiter() {
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signal.wait(0);

void notifier() {
signal.store(1, std::memory_order_release);

signal.notify_all();

Design Note

Preferred over condition variables when state is atomic.

Lock-Free Guarantees
Core Explanation
* is_lock_free() is implementation-defined.

¢ Lock-free does not mean wait-free.

Common Mistakes
* Using relaxed operations for synchronization.
* Mixing atomic and non-atomic access to shared data.
* Overusing sequential consistency without justification.

* Ignoring failure memory order in compare-exchange.
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Safety Checklist

* Are all shared variables either atomic or properly synchronized?

* Are memory orders explicitly chosen and documented?

Are CAS loops bounded and correct under contention?
* Is blocking avoided where wait/notify is appropriate?

¢ Are atomic invariants stated and tested?

Key Takeaways
* Atomic operations are low-level correctness primitives.
* Each operation must match a clear synchronization intent.
* Acquire-release pairs are foundational for communication.
» Compare-exchange is powerful but subtle.

* Correctness precedes performance in atomic design.

Exercises

1. Replace a mutex-protected counter with atomics.

Expected outcome: race-free counter with correct ordering.

2. Implement a lock-free state machine using exchange.

Expected outcome: correct atomic transitions.
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3. Convert a condition variable to atomic wait/notify.

Expected outcome: simpler and efficient synchronization.

4. Analyze a CAS loop for ABA risks.

Expected outcome: awareness of logical races.

5. Document atomic invariants for a concurrent component.

Expected outcome: explicit correctness reasoning.



Appendix D: Deadlock Patterns

Chapter Goals

* Catalog the most common deadlock patterns in modern C++ systems.
* Explain why deadlocks occur using precise concurrency reasoning.
* Provide mechanically correct avoidance and prevention strategies.

» Serve as a diagnostic reference for production debugging.

Required Knowledge Before Examples

¢ Mutual exclusion and critical sections.
* std::mutex, std: :lock, and RAII locking.

* Basic understanding of thread scheduling and blocking.

Core Explanation

A deadlock occurs when a set of threads are permanently blocked because each thread is

waiting for a condition that can only be satisfied by another blocked thread.
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Classic deadlock requires the simultaneous presence of the following four conditions:
1. Mutual exclusion
2. Hold and wait
3. No preemption
4. Circular wait
Modern C++ deadlocks are not theoretical anomalies; they arise naturally from:

* Unstructured locking

Implicit lock acquisition
* Error-handling paths

* Destructors and shutdown logic

Pattern 1: Lock Order Inversion

Required Knowledge Before Examples

* Multiple mutex usage.

* Call graph awareness.

Core Explanation

Threads acquire the same set of locks in different orders.
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Example: Incorrect Lock Ordering

#include <mutex>
std: :mutex a, b;

void f(O) {
std: :lock_guard<std::mutex> 11(a);
std: :lock_guard<std: :mutex> 12(b);

void g() {
std: :lock_guard<std: :mutex> 11(b);
std: :lock_guard<std: :mutex> 12(a);

Failure Mode

Thread A holds a and waits for b, while Thread B holds b and waits for a.

Corrected Version

void f() {
std: :scoped_lock lock(a, b);

void g() {
std: :scoped_lock lock(a, b);

Design Note

Establish a global lock ordering or use std: : scoped_lock.
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Common Mistakes

* Assuming small scopes eliminate deadlock risk.

* Relying on call order discipline without enforcement.

Safety Checklist

* Are all shared locks acquired in a consistent order?

* Is std: :scoped_lock used where possible?

Pattern 2: Self-Deadlock (Re-entrant Locking)

Core Explanation

A thread attempts to lock a mutex it already owns.
Example: Non-Recursive Mutex

#include <mutex>

std: :mutex m;

void inner() {

std: :lock_guard<std: :mutex> lock(m);

void outer() {
std: :lock_guard<std: :mutex> lock(m);

inner();
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Failure Mode

The thread blocks on itself indefinitely.

Corrected Version

std: :recursive_mutex m;

Design Note

Recursive mutexes hide structural issues; prefer refactoring.

Pattern 3: Deadlock via Condition Variables

Core Explanation

Waiting while holding a lock needed by the notifier.

Incorrect Example

#include <condition_variable>

#include <mutex>

std: :mutex m;
std::condition_variable cv;

bool ready = false;

void wait() {
std: :lock_guard<std: :mutex> lock(m);
while (!ready) {

cv.wait(m); // incorrect
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Failure Mode

Undefined behavior or permanent block.

Corrected Version

void wait() {
std: :unique_lock<std::mutex> lock(m);

cv.wait(lock, [1 { return ready; });

Pattern 4: Deadlock During Destruction

Core Explanation

Destructors acquire locks during shutdown while threads are still active.

Example: Shutdown Deadlock

struct Resource {
std: :mutex m;
~Resource() {

std: :lock_guard<std: :mutex> lock(m);
G

Failure Mode

Another thread holds m while waiting for shutdown completion.

Design Note

Separate lifetime management from synchronization.
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Pattern S: Blocking on Futures While Holding Locks

Core Explanation

Waiting for asynchronous completion while holding a mutex.

Example

#include <future>

#include <mutex>
std: :mutex m;
void f(std::future<void>& fut) {

std: :lock_guard<std: :mutex> lock(m);
fut.get();

Failure Mode

The asynchronous task requires the same mutex.

Common Mistakes
* Locking in destructors without global shutdown discipline.
* Mixing blocking operations and mutex ownership.
» Using recursive mutexes as a default solution.

* Assuming deadlocks are rare in low-contention systems.
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Safety Checklist

* Are lock acquisition orders documented and enforced?
* Are blocking calls made outside critical sections?

* Are shutdown paths explicitly designed?

* Are condition variables used with correct locking?

¢ Are deadlock scenarios tested under stress?

Key Takeaways

¢ Deadlocks are structural, not incidental.

Most deadlocks arise from composition, not complexity.
* Lock ordering and scope discipline are primary defenses.
» Shutdown and destruction are high-risk phases.

* Prevention is significantly cheaper than detection.

Exercises

1. Identify lock ordering in a multi-mutex subsystem.

Expected outcome: explicit global ordering.

2. Refactor a recursive mutex into structured locking.

Expected outcome: clearer ownership model.
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3. Design a deadlock-free shutdown protocol.

Expected outcome: deterministic teardown.

4. Replace blocking futures with continuation-based logic.

Expected outcome: non-blocking composition.

5. Write a stress test to expose deadlocks.

Expected outcome: reproducible deadlock detection.



Appendix E: Anti-Patterns

Chapter Goals

* Identify recurring concurrency anti-patterns in modern C++ codebases.
* Explain why these patterns are incorrect using precise memory-model reasoning.
* Demonstrate correct alternatives using standard-only facilities.

* Provide a reference checklist for professional code reviews.

Required Knowledge Before Examples

* The C++ memory model and the definition of a data race.
* Basic usage of std: :thread, std: :mutex, and atomics.

* RAII and object lifetime rules.

Core Explanation

An anti-pattern is not merely inefficient code; it is a recurring structure that appears

reasonable but violates correctness, scalability, or maintainability constraints under
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concurrency.

Concurrency anti-patterns are dangerous because:
* They often work under light testing.
* Failures are timing-dependent and non-deterministic.
* They are amplified by scale, optimization, and new hardware.

This appendix catalogs the most common and damaging anti-patterns encountered in

professional C++ systems.

Anti-Pattern 1: Unsynchronized Shared State

Required Knowledge Before Examples

¢ Definition of a data race.

Core Explanation

Accessing shared mutable data without synchronization is undefined behavior.
Example: Incorrect

#include <thread>

int counter = 0;

void increment() {

++counter;
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Failure Mode

Concurrent reads and writes to counter cause a data race.

Corrected Version

#include <atomic>
std: :atomic<int> counter{0};

void increment() {

counter.fetch_add(1, std::memory_order_relaxed);

Design Note

Use atomics for simple shared state; use mutexes for compound invariants.

Anti-Pattern 2: Double-Checked Locking (Incorrect Form)

Core Explanation

Naively checking a condition before acquiring a lock is unsafe.

Example: Incorrect

if (!initialized) {
std: :lock_guard<std: :mutex> lock(m);
if (!initialized) {
initialize();

initialized = true;
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Failure Mode

Reordering allows other threads to observe partial initialization.
Corrected Version
std::once_flag init_flag;

void init() {

std::call_once(init_flag, initialize);

Anti-Pattern 3: Busy Waiting

Core Explanation

Spinning on shared state wastes CPU and harms fairness.

Example: Incorrect

while (!ready) {
}

Failure Mode

Consumes CPU and provides no ordering guarantees.

Corrected Version

#include <condition_variable>

std: :mutex m;

std::condition_variable cv;
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void wait() {
std: :unique_lock<std::mutex> lock(m);

cv.wait(lock, [1 { return ready; });

Anti-Pattern 4: Locking Across Blocking Calls

Core Explanation

Holding a mutex while performing a blocking operation risks deadlock.

Example: Incorrect

std: :lock_guard<std: :mutex> lock(m);
future.get();

Failure Mode

The asynchronous task may require the same mutex.

Corrected Version

Release locks before blocking or redesign for continuation-style execution.

Anti-Pattern 5: Overusing std: :memory_order_relaxed

Core Explanation

Relaxed atomics do not establish ordering.
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Example: Incorrect Assumption

data.store(42, std::memory_order_relaxed);

ready.store(true, std::memory_order_relaxed);

Failure Mode

Another thread may observe ready without seeing data.

Corrected Version

data.store(42, std::memory_order_relaxed);

ready.store(true, std::memory_order_release);

Anti-Pattern 6: Thread Ownership Leakage

Core Explanation

Detached threads without lifetime control cause use-after-free.

Example: Incorrect

std: :thread([&] { use(resource); }).detach();

Failure Mode

The resource may be destroyed while the thread is running.

Corrected Version

std::jthread t([&](std::stop_token) { use(resource); });
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Common Mistakes
* Assuming atomics automatically imply synchronization.
* Using volatile for inter-thread communication.
* Locking defensively without a clear ownership model.

* Treating concurrency bugs as performance issues.

Safety Checklist

* Are all shared variables either atomic or protected by a mutex?
* Are memory orders explicitly justified?

* Are blocking operations outside critical sections?

Is thread lifetime tied to object lifetime?

* Are shutdown and error paths reviewed for races?

Key Takeaways

* Most concurrency failures stem from well-known anti-patterns.

Undefined behavior often appears correct until it catastrophically fails.
» Simpler synchronization is usually safer and faster.

* Professional C++ concurrency requires mechanical discipline.
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Exercises

1. Identify all shared state in a codebase and classify protection strategy.

Expected outcome: explicit synchronization map.

2. Replace busy-wait loops with condition variables.

Expected outcome: reduced CPU usage and correctness.

3. Audit atomic usage for missing acquire-release pairs.

Expected outcome: correct visibility guarantees.

4. Refactor detached threads into structured ownership.

Expected outcome: deterministic lifetimes.

5. Design a checklist for concurrency code reviews.

Expected outcome: repeatable defect prevention.



Appendix F: Performance Measurement

Chapter Goals

Establish a rigorous, reproducible methodology for measuring concurrent C++

performance.
* Distinguish correctness validation from performance evaluation.
* Explain what can and cannot be concluded from micro-benchmarks.

* Provide standard-only measurement patterns suitable for professional codebases.

Required Knowledge Before Examples
* The C++ memory model and data-race freedom.
* Basic concurrency primitives (std: : thread, std: :mutex, atomics).
* Familiarity with std: : chrono clocks and durations.

* Understanding of compiler optimization effects.
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Core Explanation

Performance measurement in concurrent systems is fundamentally different from sequential

benchmarking. Concurrency introduces:
* Non-determinism due to scheduling.
» Contention effects that scale non-linearly.
* Memory hierarchy interactions invisible at the source level.

Critical principle: performance measurement is meaningless unless correctness is already
guaranteed. Measuring a data race only measures undefined behavior.

This appendix focuses on engineering-grade measurement:
* Controlled experiments.
* Explicit assumptions.

* Repeatability over absolute numbers.

Measurement Foundations

25.4.24 Choosing the Right Clock

Required Knowledge Before Examples

* Clock monotonicity vs wall-clock time.

Core Explanation

Use std: :chrono: : steady_clock for performance measurement. Never use system_clock

due to adjustments and drift.
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Example: Correct Timing Skeleton

#include <chrono>

auto start = std::chrono::steady_clock: :now();
/* measured work *x/

auto end = std::chrono::steady_clock: :now();

auto elapsed =

std: :chrono: :duration_cast<std: :chrono: :nanoseconds>(end - start);

Design Note

Always record durations, never timestamps, in results.

Warm-Up and Stabilization

Core Explanation
First executions often measure:
* Cache cold misses.
* Page faults.
* Dynamic linking overhead.

Warm-up iterations are mandatory.

Example: Warm-Up Loop

for (int i = 0; i < 10; ++i) {
workload();
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Design Note

Discard warm-up results entirely; never average them.

Avoiding Measurement Heisenbugs

Core Explanation

Instrumentation changes timing. Common distortions include:
* Logging inside critical sections.
* Atomic counters on hot paths.

* /O during measurement.

Example: Incorrect

std: :lock_guard<std: :mutex> lock(m);

std::cout << "Entered\n”;

Corrected Version

Accumulate metrics outside measured regions or post-process logs.

Throughput vs Latency

Core Explanation

These metrics answer different questions:

* Latency: time per operation.
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* Throughput: operations per unit time.

Optimizing one often degrades the other.

Example: Throughput Measurement

auto start = std::chrono::steady_clock: :now();

for (int i
task();

0; i <N; ++i) {

auto end = std::chrono::steady_clock: :now();
auto ops_per_sec =

N / std::chrono: :duration<double>(end - start).count();

Scaling Experiments

Core Explanation

Concurrency performance must be evaluated across:

¢ Thread counts.
¢ Workload sizes.

¢ Contention levels.

Single-point measurements are misleading.

Example: Thread Scaling Loop

for (unsigned t = 1; t <= max_threads; ++t) {

run_experiment(t);
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Design Note

Plot trends; do not compare absolute values across machines.

False Sharing Detection by Experiment

Core Explanation

False sharing manifests as non-linear slowdowns with added threads.
Example: Padding Experiment

struct alignas(64) PaddedCounter {

std: :atomic<int> value{0};

Compare padded vs unpadded variants under identical workloads.

Measuring Synchronization Costs

Core Explanation

Measure synchronization in isolation before embedding it in systems.

Example: Mutex Cost

for (int i = 0; i <N; ++i) {

std: :lock_guard<std: :mutex> lock(m);
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Design Note

Never extrapolate single-lock costs to complex contention graphs.

Common Mistakes
* Measuring code with undefined behavior.
* Comparing debug and release builds.
* Assuming linear scalability.
* Ignoring variance and outliers.

* Trusting single-run results.

Safety Checklist

¢ Is the measured code data-race free?

* Are warm-up runs excluded?

Is the clock monotonic?
* Are results repeatable across runs?

* Are assumptions explicitly documented?

Key Takeaways

 Performance measurement is an experiment, not an observation.
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» Correctness precedes optimization.
¢ Trends matter more than absolute numbers.

* Measurement without discipline produces misinformation.

Exercises

1. Design a benchmark that isolates mutex contention.

Expected outcome: clear contention curve.

2. Compare latency and throughput for the same workload.

Expected outcome: trade-off identification.

3. Measure scalability from 1 to hardware thread count.

Expected outcome: saturation point detection.

4. Detect false sharing using padding experiments.

Expected outcome: non-linear slowdown explanation.

5. Write a benchmark report documenting assumptions and variance.

Expected outcome: reproducible methodology.



Appendix G: Feature Timeline (C++11 —
C++26)

Chapter Goals

* Provide a precise chronological reference for concurrency-related C++ features.
* Clarify which guarantees and abstractions became available in each standard.
* Highlight how later standards refine—not replace—earlier concurrency models.

* Help professional developers reason about portability and baseline selection.

Required Knowledge Before Examples

* Familiarity with the C++ standardization process.
* Understanding of core concurrency concepts (threads, atomics, synchronization).

* Awareness that standards add guarantees incrementally.
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Core Explanation

C++ concurrency did not emerge fully formed. Each standard revision introduced carefully
scoped guarantees, abstractions, and refinements while preserving backward compatibility.

This appendix is not a marketing summary. It is an engineering reference showing:
* When a feature became available.
* What problem it was designed to solve.
* How it fits into the evolving memory model.

Only standard-library and language-level features are included.

C++11: The Concurrency Foundation

Core Explanation

C++11 introduced the first formal concurrency model in the language.

Key Additions

* Formal C++ memory model.

e std::thread.

e std::mutex, std: :recursive_mutex.
e std::lock_guard, std: :unique_lock.
e std::condition_variable.

* std::atomic<T> and memory orders.
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e std::future, std: :promise, std: :async.

Design Note

C++11 established the rule: data-race freedom implies sequential consistency.

C++14: Clarifications and Minor Refinements

Core Explanation

C++14 did not change the concurrency model fundamentally.

Notable Adjustments

* Relaxed constexpr rules affecting lock-free code.

* Minor fixes and wording clarifications in the memory model.

Design Note
C++14 is best viewed as a consolidation of C++11.
C++17: Practical Usability Improvements

Core Explanation

C++17 focused on making concurrency safer and easier to express.
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Key Additions

* std: :scoped_lock for deadlock-safe multi-lock acquisition.
e std::shared_mutex and std: : shared_lock.

* Parallel algorithms (std: : execution policies).

std: :hardware_destructive_interference_size.

Design Note

Parallel algorithms deliberately avoid exposing threads or scheduling guarantees.

C++20: Structured Concurrency and Coordination

Core Explanation

C++20 marked the largest concurrency expansion since C++11.

Key Additions

* std::jthread with automatic joining.

e std::stop_token, std: :stop_source.

std::latch and std: :barrier.
* Atomic wait/notify (atomic: :wait, notify_one, notify_all).

* Coroutines (language-level, not a concurrency primitive but closely related).
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Design Note

C++20 emphasizes lifetime safety and explicit cancellation.

C++23: Refinement and Library Maturation

Core Explanation

C++23 refined existing concurrency facilities rather than introducing disruptive changes.

Notable Enhancements

* Improved atomic usability and wording.
* Better interaction between coroutines and synchronization primitives.

* Library quality-of-life improvements affecting concurrent code.

Design Note

C++23 stabilizes C++20 patterns for production use.

C++26: Forward-Looking Guarantees

Core Explanation

C++26 continues the trend toward safer, more expressive concurrency.
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Expected Directions

* Expanded standard support for executors and task-based execution.
* Further memory-model clarifications.

 Stronger guidance for structured concurrency patterns.

Design Note

C++26 focuses on composability rather than raw primitives.

Common Mistakes
* Assuming newer standards invalidate older concurrency rules.
* Mixing memory orders without understanding happens-before.
» Using features without respecting their original design intent.

* Treating parallel algorithms as thread pools.

Safety Checklist

* [s your minimum standard baseline explicit?
* Are concurrency features used according to their era-specific guarantees?
* Are newer abstractions replacing—not layering over—older unsafe patterns?

* Is portability across compilers validated?
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Key Takeaways

* C++ concurrency evolved incrementally, not revolutionarily.

Each standard adds guarantees while preserving earlier contracts.
* Understanding the timeline prevents misuse and overconfidence.

* Professional C++ concurrency depends on knowing when features appeared.

Exercises

1. Identify which concurrency features are unavailable in C++17.

Expected outcome: baseline awareness.

2. Refactor a std: : thread-based design using std: : jthread.

Expected outcome: improved lifetime safety.

3. Replace a busy-wait loop with atomic wait/notify.

Expected outcome: reduced contention.

4. Compare mutex-based and latch-based coordination.

Expected outcome: clearer phase synchronization.

5. Document concurrency assumptions for a mixed-standard codebase.

Expected outcome: explicit portability contract.



References

Chapter Goals

* Provide authoritative reference material underlying this book.
* Identify primary standard documents and foundational texts.
* Distinguish normative specifications from explanatory literature.

* Support further deep, professional-level study.

Required Knowledge Before Examples

* Familiarity with ISO C++ standards terminology.
* Understanding of the difference between normative and non-normative texts.

» Experience reading technical specifications.

Core Explanation

This book is grounded exclusively in the ISO C++ standard and in long-standing, widely

accepted engineering literature surrounding concurrency, memory models, and parallel
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systems.

This reference section intentionally avoids external hyperlinks. Instead, it provides precise
titles and descriptions so the reader can locate the material through official standards bodies,
publishers, or academic sources.

The references are grouped by category and ordered by relevance.

ISO C++ Standards (Normative)

Primary Language Specifications

* ISO/IEC 14882:2011 — Programming Languages — C++

Introduced the formal C++ memory model and concurrency support.

* ISO/IEC 14882:2014 — Programming Languages — C++

Clarifications and defect resolutions.

* ISO/IEC 14882:2017 — Programming Languages — C++

Added parallel algorithms and improved synchronization tools.

* ISO/IEC 14882:2020 — Programming Languages — C++

Introduced structured concurrency primitives and atomic wait/notify.

* ISO/IEC 14882:2023 — Programming Languages — C++

Refinement and maturation of concurrency facilities.

* ISO/IEC 14882:2026 — Programming Languages — C++ (Draft)

Ongoing evolution toward composable concurrency.
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Design Note

The ISO standard is the only authoritative source for language guarantees. All other material is

explanatory or interpretive.

C++ Standard Committee Papers (WG21)

Core Explanation

WG21 papers document design rationale, trade-offs, and rejected alternatives.
* Memory model proposal papers (C++11 era).
* Atomic operation semantics papers.
* Executors and task-based concurrency proposals.

e Structured concurrency design papers.

Design Note

Reading papers explains why the standard looks the way it does.

Foundational Concurrency Literature

Authoritative Books

* The C++ Programming Language — Bjarne Stroustrup

Definitive reference for the language and its concurrency model.



719

* C++ Concurrency in Action — Anthony Williams

Practical interpretation of standard concurrency facilities.

* Effective Modern C++ — Scott Meyers

Guidelines affecting concurrent code correctness.

Academic Foundations

* The Art of Multiprocessor Programming — Herlihy & Shavit.
* Memory Consistency Models for Shared-Memory Multiprocessors.

* Principles of Concurrent and Distributed Programming.

Operating-System and Hardware Context

Core Explanation

While this book is standard-only, concurrency is influenced by hardware reality.
* CPU cache coherence models.
* Store buffers and reordering.

* Lock-free algorithm theory.

Design Note

The C++ memory model abstracts hardware, but does not negate it.
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Common Mistakes

* Treating non-standard blogs as authoritative.
* Relying on compiler behavior instead of standard guarantees.
* Confusing implementation details with language rules.

* Ignoring defect reports and wording changes.

Safety Checklist

* Is the referenced material normative or explanatory?
* Does it apply to the intended C++ standard baseline?
* Are claims consistent with the ISO wording?

* Has the material aged out due to later standards?

Key Takeaways
* The ISO C++ standard is the ultimate authority.
* Committee papers explain design intent.
* Books and academic literature provide context, not guarantees.

* Professional concurrency requires disciplined sourcing.
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